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Resumo

A robótica evolucionária é uma técnica de inteligência artificial que permite

sintetizar os controladores dos robôs. Redes Neuronais Artificiais são normal-

mente utilizadas como controladores para os robôs, devido à sua capacidade para

tolerar ruído introduzido por imperfeições nos sensores e actuadores. Na robótica

evolucionária, os robôs evoluem os seus controladores, através de interações com o

ambiente, na qual a capacidade de detecções é um dos factores fulcrais para atin-

gir uma boa performance. Neste dissertação, apresentamos duas abordagens para

melhorar a maneira como os robôs com o comportamento de controlo evoluído

sentem o ambiente que os rodeia.

Na robótica evolucionária, o mapeamento dos dados em bruto dos sensores

para as entradas da rede neuronal é tipicamente decido por quem executa a ex-

periência ou codificado no genoma, mantendo-se fixo durante o ciclo de vida do

robô. Inspirados nos órgãos sensoriais biológicos e a capacidade do cérebro dos

mamíferos para a selective attention, avaliámos uma abordagem alternativa na

qual o robô tem controlo em tempo real sobre o mapeamento dos dados dos sen-

sores para as entradas da rede neuronal. Adicionamos dois neurônios de saída à

rede neuronal para controlar os parâmetros chave e evoluímos uma solução para

uma tarefa de foraging para um único robô.

Por outro lado, em swarm robotics, os robôs constituintes são tipicamente

equipados com sensores físicos simples de baixa qualidade e alcance. Propomos o

uso de comunicação local para permitir a partilha de informação sensorial entre

robôs vizinhos para ultrapassar as limitações dos sensores físicos. A informação

partilhada é usada para calcular as leituras para o sensor virtual colectivo, que

para um programa controlador é igual a um sensor físico dos robôs.

Os nossos resultados experimentais mostram que a capacidade de controlar o

mapeamento dos dados brutos dos sensores para as entradas da rede neuronal é

explorada pela evolução e leva a soluções inovadoras com elevada fitness quando

comparada com as abordagens tradicionais, e que os sensores colectivos melhoram

significativamente a performance do swarm, estendendo efetivamente as capaci-

dades de cada robô.

Palavras-chave: Sistema Multi-Robô, Robótica Evolucionária, Local Collec-

tive Sensing, Sensores Dinâmicos.
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Abstract

Evolutionary robotics is an artificial intelligence technique that allows for the

synthesis of robotic controllers. Artificial neural networks are often used as robotic

controllers because of their capacity to tolerate noise such as that introduced by

imperfections in sensors and actuators. In evolutionary robotics, robots evolve

their controllers with close interactions with the environment, in which sensing is

one of the key factors for achieving a good performance. In this thesis, we present

two approaches for improving the way in which robots with evolved behavioral

control sense their surrounding environment.

In evolutionary robotics, the mapping from raw sensory input to neural network

input is typically decided by the experimenter or encoded in the genome, remaining

fixed throughout a robot’s lifetime. Inspired by biological sensory organs and the

mammalian brain’s capacity for selective attention, we evaluate an alternative

approach in which a robot has active, real-time control over the mapping from

sensory data to neural network input. We augment the neural controllers with

additional output neurons that control key sensory parameters and evolve solutions

for a single-robot foraging task.

On the other hand, in swarm robotics, the constituent robots are typically

equipped with simple onboard sensors of limited quality and range. We pro-

pose to use local communication to enable sharing of sensory information between

neighboring robots to overcome the limitations of onboard sensors. Shared infor-

mation is used to compute readings for virtual, collective sensors that, to a control

program, are indistinguishable from a robot’s onboard sensors.

Our experimental results show that the capacity to control the mapping from

raw input to neural network input is exploited by evolution and leads to novel so-

lutions with higher fitness compared to traditional approaches, and that collective

sensors significantly improve the swarm’s performance by effectively extending the

capabilities of the individual robots.

Keywords: Multirobot Systems, Evolutionary Robotics, Local Collective Sens-

ing, Dynamic Sensors.
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Chapter 1

Introduction

Nature provides different ways in which animals can change the way they perceive

their surrounding environment. On the one hand, the raw input can be changed

physically at different sensory organs: the diameter of pupils in mammalian eyes

changes in order to adjust to varying degrees of luminance [34] or based on the

interestingness of the subject [36], and certain mammals, such as cats and dogs, are

able to pinpoint the source of a sound by rotating each ear individually [69]. On

the other hand, the brain is able to focus on specific sensory stimuli and disregard

others, a process known as selective attention [29].

Autonomous robots are robots that can autonomously perform tasks such as

exploration or house cleaning for example. Autonomous robots should be able to

perform their tasks without human intervention by obtaining information about

the surrounding environment through their sensors. When robots are used to per-

form complex tasks in dynamic environments, it becomes challenging to program

the robots behavior by hand. To overcome this limitation, researchers have been

studying the use of various learning techniques to aide the synthesis of behavioral

control. One of such techniques is evolutionary robotics (ER) [50]. ER techniques

are used to obtain behavioral control for the robots. ER techniques allow for the

synthesis of control without the need for manual and detailed specification of the

desired behavior [24]. Furthermore, an evolutionary approach to controller syn-

thesis allows for self-organization of behavior, which is particularly relevant for
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Chapter 1. Introduction

the design of control systems for swarms of robots, where the individual behavior

rules of each robot are difficult to derive [20]. ER techniques are based on Dar-

win’s principal of the survival of the fittest and the robots are seen as autonomous

entities that evolve with close interactions with the environment without human

interference.

In ER, artificial neural networks (ANN) are often used as robotic controllers

because of their capacity to tolerate noise [39] such as that introduced by imperfec-

tions in sensors and actuators. These controllers are, however, extremely simplified

models of a biological brain, and usually contain less than a thousand neurons.

While humans have sensory organs and brain areas that filter and process stimuli

before they reach our consciousness, a typical ANN used in ER is too simple for

such a process to take place. The curse of dimensionality [8] prevents the use

of ANNs with a high degree of complexity, since each additional parameter adds

another dimension to the search space. The computational resources required to

evolve ANN with complexities that match biological neural networks are not yet

available.

In ANN-based ER, the raw sensory inputs are mapped to neural network in-

puts. The neural network receives inputs mapped to a particular interval, such

as [0, 1]. For simple binary sensors like a bumper, the input could be 0 if the

bumper is not pressed, and 1 if the bumper is pressed. For more complex sen-

sors that potentially measure continuous quantities, such as an accelerometer or

a light level sensor, the optimal mapping might not be obvious and is typically

chosen arbitrarily by the experimenter. If the robot has to perform a task in dark

environments, it might be beneficial to choose a low maximum range of a light

sensor or to use a non-linear mapping. In this way, the network could perceive

small variations in luminance.

Inputs from sensors that provide multidimensional data, such as laser scanners

and cameras, cannot be fed directly to a neural network. The sensory input,

such as a depth map or an image, must first be preprocessed and compressed

into a vector with relatively few elements. In [1], for instance, the authors evolve
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Chapter 1. Introduction

behavioral control for two s-bots [49] to self-assemble. The s-bot is equipped with

an omnidirectional camera, and the authors divide its field-of-view into eight non-

overlapping cones covering 45◦ each. The distance to the closest colored object is

estimated for each cone and linearly mapped to a neural network input.

Robots in large-scale decentralized multirobot systems, or swarm robotics sys-

tems, are typically equipped with simple and inexpensive sensors. This design

principle allows for the unit cost to be kept low, but limits the sensory capabilities

of the individual robots (see, for instance, [15]). Many simulation-based studies

have disregarded limitations of real sensors [67], used simple communication to fa-

cilitate cooperation [28], or relied on indirect coordination through stigmergy [6].

While simulation-based studies of robots with unrealistic sensors can be used to

analyze certain aspects of biological systems [66, 21], the resulting controllers can-

not be transferred to any real robotic system. Simple means of communication,

based on sound or color for instance, can be implemented with off-the-shelf com-

ponents in real robots [45], but they typically restrict the amount of information

that robots can exchange in practice due to bandwidth limitations [11]. Still, bio-

inspired approaches such as quorum sensing in bacteria [5, 23], trophallaxis [58],

and hormone-based communication [61] have been shown to be effective strategies

to achieve coordination through relatively simple communication in multirobot

systems.

Robots can alternatively be equipped with more complex, wireless communica-

tion hardware that enables direct transmission of binary data. In such scenarios,

robots are able to transmit packets with relatively large amounts of information.

Yet, in swarm robotics systems, wireless communication is typically only used

to broadcast basic information, e.g. heading, location, or speed [14], in order to

facilitate behaviors such as aggregation [31] and flocking [67].

In this thesis, we present two novel approaches for robots sensing in the perspec-

tive of autonomous robots. In the first approach, a neural controller has control

over the mapping from sensory input to neural input during task execution. The

controller is given real-time, direct control over key sensory mapping parameters,
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Chapter 1. Introduction

namely range and opening angle. We use a foraging task, in which a robot must

forage as many preys as possible within a certain amount of time. Our results

show that giving a neural controller the capacity to change how it perceives the

world improves performance, not only when compared to the traditional approach

where the parameters of the sensors are determined a priori by the experimenter,

but also when parameters of the sensors are encoded in the controller’s genome

and therefore are under evolutionary control.

In the second approach, we show how sharing sensory information with neigh-

boring robots can extend the sensory capabilities of the constituent robots in a

swarm. The robots can sense shared information as readings from virtual sensors

as though it had been sensed with onboard sensors. We call such virtual sensors

collective sensors. We study two different implementations of the sharing of sen-

sory information: (i) sharing of immediate sensory information on moving objects

within a local frame of reference, and (ii) sharing of accumulated sensory infor-

mation on static environmental features, such as a forageable resource, within a

global frame of reference.

Sharing of sensory information within a local frame of reference can be achieved

by using situated communication [35, 63], where the signal that carries information

also contains context, namely the relative direction and distance of the sender

with respect to the receiver. Situated communication can be provided by widely

available and relatively inexpensive equipment, such as the e-puck [48] equipped

with the range & bearing board extension [35]. On the other hand, by using a

global frame of reference, such as GPS coordinates, robots can share information

about the location of static environmental features they have encountered.

We assess the performance of our two implementations of the sharing of sensory

information in different scenarios. For the sharing of immediate sensory informa-

tion we use a task in which, a swarm of robots must locate and consume preys

in a classic predator-prey task, but where the robots share onboard sensory infor-

mation using situated communication. A robot that receives information about

a prey from a neighbor is able to estimate a prey’s position within its own local
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frame of reference. The estimated positions of preys are then used to compute the

readings for a receiving robot’s collective sensors thereby effectively extending the

robot’s sensory range.

For the sharing of accumulated sensory information we use a foraging task,

where robots must locate and transport resources to a predesignated area, the

nest. Resources are clustered in the environment, and after a cluster has been

depleted, a new one is placed at a random location. When a resource cluster

is found by one of the robots, the robot stores the cluster’s global location in

memory. The robots then share information about the location of the resource

cluster when they encounter other members of the swarm. In both tasks, we

compare the performance of robots using collective sensors with robots that rely

exclusively on onboard sensors, and with robots equipped with omnidirectional

ideal onboard sensors, that is, unrealistic onboard sensors that have ranges equal

to those of the collective sensors.

While large number of studies on communication, coordination, and sensor

fusion in multirobot systems have been conducted (see Section 2), the novel con-

tributions of our study are: (i) the robots use collective sensors transparently as

though they were onboard sensors, (ii) the reliance on local communication makes

our approach scalable, and (iii) we use evolutionary robotics techniques which al-

lows for the synthesis of control in which collective sensing becomes an integral

part of the self-organized behavior.

Our goal is to maintain the desirable properties of natural swarm systems

while simultaneously exploiting the unique capabilities of machines. We combine

key properties of swarm intelligence systems such as scalability and robustness

due to the exclusive reliance on decentralized control, with robots’ capacity for

low-latency and high-bandwidth communication in order to overcome limitations

of the individual units’ onboard sensory hardware.
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1.1 Objectives

The goal of this thesis is to improve performance by exploring novel ways of pro-

cessing sensory readings both in single robot systems and in multirobot systems.

We do this by giving the neural controller control over the mapping from sensory

input to neural input during task execution and by letting each robot in the swarm,

share the readings from its onboard sensors with neighboring robots through lo-

cal and situated communication, effectively extending the robots’ limited sensory

capabilities.

1.2 Scientific Contribution

This dissertation presents the following contributions:

• review of the state of the art on the use of evolutionary processes applied to

sensor and morphology optimization and on communication and coordina-

tion in multirobot systems;

• two novel approaches in which the robots controllers can access the mapping

to ANN, choosing the amount of information that want to receive from the

environment and another approach in which the robots can use local and

situated communication to extend their sensory capabilities;

• improvements and extensions for JBotEvolver [22], a versatile simulation

platform for ER.

The work conducted in this dissertation has resulted in seven publications:

• T. Rodrigues, M. Duarte, M. Figueiró, V. Costa, S. M. Oliveira, A. L. Chris-

tensen, "Overcoming Limited Onboard Sensing in Swarm Robotics through

Local Communication", Transactions on Computational Collective Intelli-

gence (TCCI), in press.
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• T. Rodrigues, M. Duarte, S. M. Oliveira, A. L. Christensen, "What you

choose to see is what you get: an experiment with learnt sensory modula-

tion in a robotic foraging task", in Proceedings of the 16th European Con-

ference on the Applications of Evolutionary Computation, Springer, Berlin,

Germany, 2014, pp. 789-801.

• T. Rodrigues, M. Duarte, S. M. Oliveira, A. L. Christensen, "Beyond On-

board Sensors in Robotic Swarms: Local Collective Sensing through Situ-

ated Communication", in Proceedings of the International Conference on

Agents and Artificial Intelligence (ICAART), SCITEPRESS, Lisbon, Portu-

gal, 2015, pp. 111-118.

• A. L. Christensen, S. Oliveira, O. Postolache, M. J. d. Oliveira, S. Sar-

gento, P. Santana, L. Nunes, F. Velez, P. Sebastiao, V. Costa, M. Duarte,

J. Gomes, T. Rodrigues, F. Silva, "Design of Communication and Control

for Swarms of Aquatic Surface Drones", in Proceedings of the International

Conference on Agents and Artificial Intelligence (ICAART), SCITEPRESS,

Lisbon, Portugal, 2015, pp. 548-555.

• M. Duarte, F. Silva, T. Rodrigues, S. M. Oliveira, A. L. Christensen, "JBotE-

volver: A Versatile Simulation Platform for Evolutionary Robotics", in Pro-

ceedings of the International Conference on the Synthesis and Simulation of

Living Systems (ALIFE), MIT Press, Cambridge, MA, 2014, pp. 210-211.

• F. J. Velez, A. Nadziejko, A. L. Christensen, S. Oliveira, T. Rodrigues,

V. Costa, M. Duarte, F. Silva, J. Gomes, "Short Paper: Wireless Sensor

and Networking Technologies for Swarms of Aquatic Surface Drones", in

Proceedings of the IEEE 82nd Vehicular Technology Conference, 2015.

• F. J. Velez, A. Nadziejko, A. L. Christensen, S. Oliveira, T. Rodrigues, V.

Costa, M. Duarte, F. Silva, J. Gomes, "Experimental Characterization of

WSNs Applied to Swarms of Aquatic Surface Drones", in Proceedings of the

10th Conference on Telecommunications (CONFTELE), 2015.
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1.3 Structure of the Dissertation

In Chapter 2, we review the state of the art on the use of evolutionary processes ap-

plied to sensor, morphology optimization and on communication and coordination

in multirobot systems. In Chapter 3, we present the methodology, experimen-

tal setup and results for the sensory modulation experiments. In Chapter 4, we

present the methodology, experimental setup and results for our approach for over-

coming limited onboard sensing in swarm robotics through local communication.

In Chapter 5, we summarise the findings of the work presented in this thesis.

8



Chapter 2

State of the Art

In this section, we review related work on the use of evolutionary processes ap-

plied to sensor and morphology optimization and on communication and coordi-

nation in multirobot systems. We divide our review into three different sections:

(i) traditional approaches to multirobot communication and coordination, (ii) bio-

inspired approaches to communication and coordination in multirobot systems,

and (iii) sensor fusion in multirobot systems.

2.1 Evolutionary Processes Applied to Sensor and

Morphology Optimization

While many ER studies focus on synthesizing control logic through evolutionary

processes [47, 50], a substantial amount of work has been devoted to the study of

evolutionary processes applied to sensor and morphology optimization. In partic-

ular, researchers have experimented with evolving the number, type and position

of sensors [3, 42, 44, 46, 53], as well as the sensors’ parameters, such as range and

opening angle [3, 44, 53, 70].

9
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Balakrishnan and Honavar [3] experimented with putting the range and place-

ment of the sensors under evolutionary control using genome encoding, and com-

pared the results to experiments in which the sensors were fixed a priori. They

obtained better results with genome encoding and concluded that the evolution

of placement and range of the sensors can lead to more efficient and sometimes

counter-intuitive sensor placements. Mark et al. [44] evolved the sensors’ opening

angle on robots with (i) a fixed number of sensors, and with (ii) a varying number

of sensors. They observed that robots with fewer sensors achieved lower fitness

scores. In the setup where evolution could add sensors, the authors found that

solutions tended to use a large number of sensors. Parker and Nathan [53] co-

evolved both the sensor morphology (number of sensors and their placement) and

the controller for a hexapod robot. A genetic algorithm was used to optimize a set

of control rules and the number of sensors (ultraviolet, infrared and tactile), their

placement, and their range. The robot had to explore the environment and find

a source of ultraviolet light, while simultaneously avoiding obstacles. Although

the authors evolved successful solutions, they found that the evolutionary process

consistently ignored infrared sensors and used only tactile and ultraviolet sensors.

Several studies have been conducted in which both the controller and the mor-

phology of the whole robot are optimized by an evolutionary process. These

approaches attempt to more accurately mimic how evolution operates in nature,

by simultaneously evolving an organism’s physical properties and its “brain”. Lip-

son and Pollack [41] demonstrated the evolution of morphology and controller of

simple robots that were then fabricated using rapid manufacturing technology.

The robots were composed of simple physical building blocks (bars and actuators)

and neural building blocks (neurons and synapses), and the goal was to achieve

locomotion. Lund et al. [42] studied the concept of true evolvable hardware that

consists of evolving the number and position of the sensors, body size, wheel ra-

dius, wheel base, and motor time constant, which they call the body plan, using

a simple direct encoding of the physical expressions in the genome. In a different

study, Auerbach and Bongard [2] co-evolved both the control and morphology, and

they were able to synthesize robots that successfully achieved locomotion. Robots
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evolved in simple environments displayed significantly more mechanical degrees of

freedom on average, than those evolved in more complex environments.

2.2 Traditional Approaches to Communication and

Coordination in Multirobot Systems

In one of the first studies on the relation between communication, coordination,

and performance in multirobot systems, Balch and Arkin [4] evaluated the impact

of global broadcast communication on performance. They studied teams of up to

five robots performing three different tasks: two variants of a foraging task, and

an exploration task. Several subsequent studies have proposed methods for effec-

tive task allocation and role assignment [30, 54, 9, 62] in more complex scenarios.

These methods are typically aimed at multirobot systems composed of relatively

few, sophisticated robots. Prominent approaches include ALLIANCE [54] and

market-based coordination [16]. ALLIANCE [54] is a software architecture for

heterogeneous multirobot systems performing missions composed of loosely cou-

pled tasks with possible ordering dependencies. In ALLIANCE, coordination is

achieved by giving each robot motivations (impatience and acquiescence) for per-

forming subtasks that constitute a mission. Each robot performs task selection

based on these motivations. While ALLIANCE is fully distributed, robots are

assumed to be able to detect the actions of other team members by some means

if broadcast communication is not available [54].

Market-based coordination, in which robots negotiate task allocation and role

allocation through bidding, has been the subject of a number of studies [16, 17, 33].

Market-based approaches to coordination have been successfully demonstrated in a

number of real robot scenarios including in an object manipulation task performed

by a team composed of one watcher robot and two pusher robots [32], and in an

exploration task performed by four PioneerII-DX robots [71].

11
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Traditional approaches to multirobot coordination such as those discussed

above, tend to be aimed at tightly coupled robot teams composed of relative

few robots. Such approaches enable teams to coordinate their efforts effectively

in dynamic environments, but require either global communication (even if un-

reliable and periodic, e.g. [62]), or means of detecting the actions of team mem-

bers (e.g. [54]). For multirobot systems composed of a limited number of relatively

sophisticated robots, these approaches have been successful. In robotic swarms,

however, the individual units are typically assumed to be relatively simple, and

control is decentralized [57]. Traditional approaches to coordination are therefore

not applicable in the domain of swarm robotics.

2.3 Bio-inspired Approaches to Communication and

Coordination

Biology has inspired several approaches to the communication and coordination of

multirobot systems, ranging from bacteria [10, 5, 23] and insects [65, 12], to flock-

ing animals such as birds and fish [67]. Research on pheromone-laying ants has

inspired a number of studies on multirobot coordination, in which robots, for in-

stance, deposit a chemical substance [65] or use RFID tags [43] as pheromone. Pay-

ton et al. [55] used a transceiver to communicate the presence of virtual pheromone

to nearby robots in a path-planning task. The authors assumed that a receiving

robot was able to measure the intensity of the received signal in order to estimate

the distance of senders. A similar approach was presented by Hoff et al. [37], but

the communication requirements were simplified by not relying on signal intensi-

ties.

Local visual communication has been used to for a number of studies on bio-

inspired communication and coordination, including the emergence of communi-

cation [25], detecting faulty members of a swarm [12], and coordination in swarm

robotics systems [21]. Duarte et al. [21] studied the emergence of complex macro-

scopic behaviors observed in colonies of social insects, such as task allocation,
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communication, and synchronization. In a foraging scenario, robots were given

the capacity to emit visual signals through changes in the robots’ body color.

The authors observed that explicit communication enabled complex behaviors to

emerge, and the performance of the swarm was significantly higher than in sce-

narios in which robots could not emit signals.

Turgut et al. [67] studied self-organized flocking in a swarm of robots. The

robots were equipped with a wireless communication module, which allowed the

robots in the swarm to sense the headings of neighboring robots. By taking into

account the robots’ mean orientation, the swarm was able to achieve a robust

flocking behavior. In a related study, Fredslund and Matarić [28] studied formation

tasks in a swarm of robots with local sensing and minimal communication. The

authors used robots equipped with a panning camera and infrared sensors. The

robots’ sensors allowed them to estimate the orientation and distance to other

robots in the formation. No global localization was used, and only the chosen

formation, robot IDs, and desired orientations were shared amongst robots.

In our study, we go beyond simple visual communication and communication of

basic parameters such as a robot’s heading and speed. We process onboard sensory

information, such as the estimation of the position of a target, and transmit it to

neighboring robots. Collective sensors then use the received information to give

the robot the capability to sense particular environmental features that would

otherwise be beyond the range of the robot’s onboard sensors.

2.4 Multirobot Sensor Fusion

Sensor fusion has been widely explored in team-based multirobot scenarios, such as

robotic soccer, where tight coordination between robots plays a key role. Roth et

al. [56] studied the construction of an individual world model, where robots could

not communicate, and of a shared world model based on information exchanged

between the robots. The authors’ results showed that teams using a shared world

13
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model are more robust and successful at tracking dynamic objects than teams

using individual world models.

Dietl et al. [18] developed a single and a multi-object tracking algorithm based

on the Kalman filter [38]. The robots sent measurements from onboard laser

range finders to an external computer that fused the received data, and then

communicated the result back to the robots. The authors demonstrated that their

technique led to robust and accurate behaviors. Karol and Williams [40] presented

an approach based on an extended Kalman filter, which integrates observations

of a single object from multiple robots and improves accuracy of the position and

velocity estimates of objects. Their approach was successfully tested in a dynamic

and uncertain robotic soccer task.

Pagello et al. [52] studied the problem of dynamic role assignment in a team

of robots and the problem of sharing information to cooperatively solve an object

tracking task. Two different types of communication were used: low-level commu-

nication based on stigmergy, and high-level direct communication for dynamic role

assignment. The measurements of the object position and velocity were obtained

from repeated observations or teammates’ observations.

Our approach for learnt sensory modulation, although related to the studies

discussed above, does not fall into any of these categories. Our controllers can

actively change how the world is perceived, but this process is not achieved by

modifying the number or position of sensors. While previous studies have shown

how controllers can change and adapt to an environment through online evolu-

tion [68, 26], lifetime learning [51, 27], and neuromodulation [60], such changes

take place over long time scales because they rely on modifications to synaptic

weights and sometimes even to the topology of the neural network [59]. Con-

trarily, in our approach, controllers can actively change sensor parameters from

one control cycle to the next, without modifying synaptic connections or the con-

troller’s topology. As we demonstrate in this thesis, evolution can exploit the

ability to modify how the robot senses the world. As a result, solutions that are

able to actively control the mapping from sensory input to neural network input
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are found to be fitter and less complex than solutions for which the mapping is

fixed throughout the robot’s lifetime.

Although our approach for extending the robots onboard sensors in swarm

robotics through local communication shares some similarities with sensor-fusion

techniques such as those presented in [52, 64], there are significant differences:

(i) collective sensors are indistinguishable from normal onboard sensors to the

control program, (ii) information is only shared locally with robots within the

communication range, therefore no global and/or centralized world model is used,

which makes our approach scalable to large swarms of robots, and (iii) our be-

haviors are evolved, which allows for the synthesis of control in which collective

sensing becomes an integral part of the self-organized behavior.
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Chapter 3

Experiment with Learnt Sensory

Modulation

In this chapter, we propose an approach in which a neural controller has control

over the mapping from sensory input to neural input during task execution. The

controller is given real-time, direct control over key sensory mapping parameters,

namely range and opening angle. We use a foraging task, in which a robot must

forage as many preys as possible within a certain amount of time. Our results

show that giving a neural controller the capacity to change how it perceives the

world improves performance, not only when compared to the traditional approach

where the parameters of the sensors are determined a priori by the experimenter,

but also when parameters of the sensors are encoded in the controller’s genome

and therefore are under evolutionary control.

3.1 Methodology

We study an architecture in which controllers are able to change the mapping

from sensory input to neural network input in real-time, depending on the robot’s

internal and external stimulus. We refer to sensors whose parameters are controlled

by the network in this way as dynamic sensors. The neural controller is augmented
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with an additional output neuron for each sensor parameter it can modify. An

example of such a network can be seen in Figure 3.1.

Mapping

Modifiers

Right

Wheel

Speed

Prey

Actuator

Output neurons

Hidden neurons

Input neurons Sensors

Left

Wheel

Speed

Sensor

Worldd

α

I1 I2 I3 I4

O3O2 O4O1

H1 H5

O5

Figure 3.1: An example of a neural controller with dynamic sensors. The
network is able to control two parameters α and d, which respectively determine
the opening angle and the range of four sensors used in the mapping from raw

input to neural network input.

We use a foraging task for our experiments: a circular robot with a diameter

of 7.5 cm must locate and consume as many preys as possible during its lifetime.

The robot has four prey sensors distributed evenly around its circular body. The

physical range of the prey sensors is 3 m and their opening angle is 90◦. In a

typical ER setup, the activation of an input neuron, i, for a prey sensor would

be inversely proportional to the distance, dp, to the closest prey detected by the

corresponding sensor, for instance:

i =
range− dp

range
(3.1)

where the range is the maximum physical range of the sensor.

In this study, the neural controllers can change the upper limit of the opening

angle and the range used for the mapping from 0 and up to the sensor’s maximum

physical limit. We scale the activation of the output neurons ([0, 1]) controlling a
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mapping parameter (O4 and O5 in Figure 3.1) to the sensor’s range, and use the

resulting value as the upper limit when computing the activation of input neurons.

Any prey detected by the sensor outside of the range or opening angle set by the

controller, is ignored. In this way, the controller can effectively limit the sensory

inputs that it receives.

We use a pair of output neurons to determine the parameters for all four

prey sensors. The mapping from sensory input (distance) to neural network input

is always linear and the controller can only decide on the upper limits for the

sensors’ range and their opening angle. The controller’s capacity to change the

sensory mapping could, however, easily be extended to allow for individual sensor

control, and for more flexibility in terms of the mapping function used.

For our experiments we use JBotEvolver, an open source, multirobot simulation

platform, and neuroevolution framework. JBotEvolver, the configuration files, and

experimental results can be found at: home.iscte-iul.pt/~alcen/dynamic/.

3.2 Experimental Setup

The foraging task is conducted in an 8x8 m arena surrounded by walls. At the

beginning of each experiment, the robot is placed in the center of the arena. A total

of 35 preys are placed at random locations drawn from a uniform distribution. The

robot can consume the preys by moving within a distance of 15 cm and activating

its prey actuator. Once a prey is consumed, a new prey is created and placed at

a random location. The number of preys present in the environment is thus kept

constant during an experiment.

The robot is equipped with three actuators and eight sensors. The actuators

are composed of two wheels that enable the robot to move at a maximum speed

of 10 cm/s, and the prey actuator that enables the robot to consume preys. The

sensors are composed of four prey sensors and four wall sensors, distributed evenly

around the chassis of the robot. The sensors have a maximum opening angle of
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90◦. The maximum range is 3 m for the prey sensors and 0.5 m for the wall sensors.

The robot model used in this study is not based on any existing physical robot,

and our experiments were conducted exclusively in simulation. However, the prey

sensors could be implemented based on a complex, multidimensional sensor, such

as the omni-directional camera used by the foot-bot [19], while the wall sensors

could be implemented using simple infrared or ultrasonic sensors.

If the prey sensors cannot detect any prey within their current range and

opening angle, the readings are set to 0. Otherwise the readings are mapped

linearly to the ANN input based on the distance to the closest prey according to

equation (3.1). For the wall sensors, we use a traditional, linear mapping from

raw input to neural network input: the robot has no control over the mapping

parameters.

The robot is controlled by a continuous time recurrent neural network [7] with

a reactive layer of input neurons, one layer of hidden neurons, and one layer of

output neurons. The input layer is fully connected to the hidden layer, which,

in turn, is fully connected to the output layer. The input layer has one neuron

for each sensor and the output layer has one neuron for each actuator. In our

experiments, the robot was able to set both the opening angle and the range of

the prey sensors from zero up to their maximum values (90◦ and 3 m, respectively)

at any time. These parameters were controlled by two additional outputs in the

neural network. The neurons in the hidden layer are fully connected and governed

by the following equation:

τi
dHi

dt
= −Hi +

8
∑

j=1

ωjiIi +
5

∑

k=1

ωkiZ(Hk + βk) (3.2)

where τi is the decay constant, Hi is the neuron’s state, ωji the strength of the

synaptic connection from neuron j to neuron i, β the bias terms, and Z(x) =

(1 + e−x)−1 is the sigmoid function. β, τ , and ωji are genetically controlled net-

work parameters. The possible ranges of these parameters are: β ∈ [−10, 10],

τ ∈ [0.1, 32] and ωji ∈ [−10, 10]. Circuits are integrated using the forward Euler
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method with an integration step-size of 0.2 and cell potentials are set to 0 when

the network is initialized.

Each generation is composed of 100 genomes, and each genome corresponds to

an ANN with the topology described above. The fitness of a genome is sampled 10

times and the mean fitness is used for selection. Each sample lasts 3, 000 time steps,

which is equivalent to 300 seconds. After all the genomes have been evaluated,

an elitist approach is used: the top five genomes are chosen to populate the next

generation. Each of the top five genomes becomes the parent of 19 offspring. An

offspring is created by applying a Gaussian noise to each gene with a probably of

10%. The 95 mutated offspring and the original five genomes constitute the next

generation.

In order to evaluate the controllers, we used the following fitness function:

F (i) = φi +Ψi −Θi (3.3)

Ψ(i) =

time-steps
∑

s=1

(

1.5 m − Cs

1.5 m
· 5 · 10−6

)

(3.4)

Θ(i) =

time-steps
∑

s=1



















10−6 if colliding with wall

0 otherwise

(3.5)

where φi is the number of preys foraged, and Cs is the distance of the robot to

the closest prey. The number of preys foraged is the dominant component of the

fitness function, while Ψ(i) was used for bootstrapping (the term creates a gradient

from the robot to the closest prey), and Θ(i) was used to prevent the robot from

colliding with walls.

We ran a total of 30 evolutionary runs, each lasting 1, 000 generations. After

the evolutionary runs had finished, we conducted a post-evaluation with a total of
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100 samples of the genome that had obtained the highest fitness in each run. We

ran additional experiments to obtain a basis for comparison: (i) a classic setup,

where the robot’s sensor parameters are fixed, and (ii) a setup, in which the sen-

sor parameters are genome-encoded and therefore under evolutionary control. In

the setup with genome-encoded parameters, we added two extra parameters to

the existing genome that defined the parameters of the prey sensors, one controls

the range and another controls the opening angle. These parameters were subject

to mutation over the course of the evolutionary process. For the three setups,

we conducted experiments with a varying number of hidden neurons. The hid-

den neurons ranged from three to ten in order to assess the impact of network

complexity on performance and behavior.

3.3 Results and Discussion

In this section, we present the results of experiments conducted in the three se-

tups: the dynamic sensors setup, the genome-encoded sensors setup, and the fixed

sensors setup. The section is divided in three subsections: performance analysis,

behavior analysis, and genome complexity analysis.

3.3.1 Performance

The distribution of fitness scores from the best controllers of the three experi-

mental setups can be seen in Figure 4.3. We compare the dynamic sensors (three

hidden neurons) with the fixed sensors and the genome-encoded sensors (six hid-

den neurons). We chose these network topologies since they displayed the best

performance out of all the network configurations tested (from three to ten hidden

neurons). The controllers evolved in the dynamic sensors setup achieved a mean

fitness of 25.06±2.27, while in the fixed sensors setup, they achieved a mean fitness

of 23.35± 1.07, and in the genome-encoded setup, the controllers achieved a mean

fitness of 23.40 ± 0.88. The fitness corresponds approximately to the number of
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preys foraged, which amount to 25.00± 2.29, 23.27± 1.07, and 23.33± 0.897, re-

spectively. Controllers in the dynamic sensors setup outperformed both the fixed

sensors setup and the genome-encoded sensors setup (Mann-Whitney U, p < 0.05),

and had a mean fitness 7% higher than the highest scoring controllers in the other

two setups.
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Figure 3.2: Distribution of fitness scores achieved by the best controller in 30
evolutionary runs conducted in each of the setups. Each box comprises obser-
vations ranging from the first to the third quartile. The median is indicated by
a bar, dividing the box into the upper and lower part. The whiskers extend to

the farthest data points that are within 1.5 times the interquartile range.

In Figure 3.3, we have plotted the fitness trajectories of best controllers in

each setup (left), as well as the mean and standard deviation for the controllers in

the dynamic sensors setup and the fixed sensors setup (right). The results show

that the dynamic sensors setup evolved the controllers with the highest fitness from

the 45th generation onward. However, if we compare the mean fitness trajectories,

controllers in the dynamic sensors setup have a lower mean fitness than the fixed

sensors controllers until the 400th generation. Thereafter, the controllers in the

dynamic sensors setup achieve higher fitness scores. The results also show that the

dynamic sensors setup yields a higher standard deviation than the fixed sensors

setup, which is due to the wide variety of behaviors that are possible in the dynamic

sensors setup.
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In the following section, we analyze the evolved behaviors in order to determine

the reason for the higher performance displayed by the controllers with dynamic

sensors.
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Figure 3.3: Left: Fitness trajectories of the highest scoring controllers in each
generation for each setup. Right: mean fitness score and standard deviation in

each generation for the dynamic sensors setup and the fixed sensors setup.

3.3.2 Behavior

We performed an analysis of the solutions evolved in the fixed sensors setup and

in the genome-encoded setup and found them to be similar. If the robot stops

perceiving a prey with its front sensor while moving toward it, the robot turns

on the spot until the prey is detected by the front sensor again. The robot’s

front sensor would, however, often have more than one prey in its field-of-view,

and whenever the robot would lose sight of the closest prey, another prey would

immediately be detected by the robot’s front prey sensor. As a result the robot

would not turn on the spot to locate the closer prey, but instead head toward a

new prey detected by its front prey sensor.

We analyzed the final sensor parameters of the 30 genome-encoded sensors ex-

periments after evolution had finished, and observed a mean range of 1.95 m ± 0.23 m,

and a mean opening angle of 73◦±16◦. In most of the runs, relatively large values

for the sensor parameters (close to the maximum in many cases) were evolved.

The controllers evolved in the dynamic sensors setup displayed a number of

new, interesting solutions in which the capacity to change the sensory mapping
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parameters was exploited. The best controller sets the opening angle to the max-

imum value of 90◦ when no prey is detected, and reduces the range as the robot

moves closer to a prey. We found that the mean difference between the range of

the sensor and the distance to the closest prey in the best controller of the dynamic

sensors setup was 11.2 cm, which is only 4% of the maximum physical range of the

sensor (see Figure 3.4). Out of the 30 evolutionary runs, 18 evolved this behavior.

In six of the runs, the controller reduces both the opening angle and the range of

the sensor as it moves toward the prey. An example of this behavior can be seen in

Figure 3.5. A different evolutionary run produced a behavior that chooses either

a backwards movement or a forwards movement with a fixed opening angle of 90◦.

When the robot moves backwards toward a prey, it uses a fixed long range. When

the robot moves forwards toward a prey, it reduces the range as it gets closer. The

remaining runs displayed oscillatory behaviors, in which the opening angle and

range increase and decrease in cyclic patterns when preys are detected.
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Figure 3.4: Comparison between the robot’s distance to prey and the sen-
sors’ range in a 30-second window, from an experiment with the best controller
evolved in the dynamic sensors setup. From 20 s to 30 s, the controller displayed
a wider variation of the sensor’s range. This pattern of behavior occurred when-
ever the robot was sensing two preys: one with the front prey sensor, and one

with the right prey sensor.
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T = 40

target prey

1 m

α = 90◦, d = 2.0 m T = 55

target prey

α = 77◦, d = 1.4 m

target prey

T = 85 α = 22◦, d = 0.8 m

target prey

T = 100 α = 59◦, d = 0.3 m

Figure 3.5: An example of a foraging behavior with dynamic sensors. Screen-
shots at timestep T from the same simulation with α and d denoting the opening
angle and the range set by the controller. The robot initially uses a long range in
order to locate a prey. As the robot starts to move, it begins to adjust both the
range and the opening angle of the prey sensors in order to orient itself toward
the prey. As the robot approaches, it decreases the opening angle and the range

of the sensors until it is close enough to consume the prey.

3.3.3 Complexity

For the dynamic sensors setup, we used three hidden neurons but the ANN needs

two additional output neurons in order to control the range and opening angle

of the sensors. In terms of complexity, the two additional neurons add six more

connections to the neural network (two for every hidden neuron), resulting in a

total of 59 alleles.

We found that controllers with six hidden neurons displayed the highest per-

formances in both the fixed sensors setup and in the genome-encoded sensors

setup. The resulting genomes had respectively 117 alleles and 119 alleles. Of the

topologies evaluated in the dynamic sensors setup, we found that controllers with
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only three hidden neurons displayed the highest performance, which are encoded

by genomes with only 59 alleles. The controllers evolved in the dynamic sensors

setup thus not only displayed a higher performance but also achieved the highest

performance using a simpler solution in terms of genome length.
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Chapter 4

Overcoming Limited Onboard

Sensing in Swarm Robotics through

Local Communication

In this chapter, we study an approach in which robots can either share prepro-

cessed information, such as the location of environmental features, or the raw sen-

sory readings, such as readings from a proximity sensor. The shared information

is broadcast to nearby robots using situated communication, where the receiving

robot knows the relative location and orientation of the transmitting robot. The

location and orientation of the transmitting robot can be included in the mes-

sages based on GPS and compass information, or by communication means that

implicitly embed such relative position information in the signals transmitted [35].

4.1 Methodology

In this study, we explore the potential benefits of sharing sensory information to

extend the capabilities of the individual robots in swarm robotics systems. The

proposed approach is based on the mutual sharing of information obtained from

onboard sensors between neighboring robots. The shared information is then used
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to compute readings for collective sensors, which can give the individual robot

information that would not be available through its onboard sensors.

In our approach, robots can either share preprocessed information, such as the

location of interesting features in the environment, or the raw readings obtained

from, for instance, infrared proximity sensors. The information is georeferenced

and is broadcast to nearby robots, which can then use the information as though

they had sensed it with their own onboard sensors.

It is important to georeference any shared sensory readings in order to main-

tain an accurate geospatial relationship between the receiving robot and the sensed

environmental feature. If a local frame of reference is used, the relative location

and orientation of the transmitting robot should be taken into account in order to

calculate the readings for the collective sensors on the receiving robot. This can be

achieved through communication means that implicitly embed such relative posi-

tion information in the signals transmitted, namely situated communication [63].

If, on the other hand, a global frame of reference, such as GPS coordinates, is

used, information about the location of an environmental feature is sufficient to

compute readings for collective sensors on other robots.

A robot calculates the readings for its collective sensors taking into account

its own location and orientation. Through fusion of information from several

sources, collective sensors can provide robots with either longer range sensing, more

accurate sensing, or both. In this study, robots exchange information regarding the

relative position of perceived objects, effectively extending the sensory capabilities

of the constituent robots in the swarm. A key difference with respect to previous

studies is that, in our approach, locally shared information is used to compute

readings for the collective sensors, which, in turn, are used by the robots as if they

were onboard sensors.

We compare two variants of sensory sharing: (i) sharing of immediate sen-

sory information, and (ii) sharing of accumulated sensory information. Sharing

of immediate sensory information is used when information concerning moving
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objects may quickly become obsolete, when dead-reckoning is subject to cumula-

tive errors, and when global localization is not available. If global localization is

available, however, sensory information accumulated over longer periods of time

can be shared, provided that the environmental features of interest remain static.

For the experiments presented in this chapter, each robot is controlled by

an evolved artificial continuous-time recurrent neural network [7] with a reactive

layer of input neurons, one hidden layer with ten neurons, and one layer of output

neurons. The input layer is fully connected to the hidden layer, which, in turn,

is fully connected to the output layer. The input layer has one neuron for each

sensor, and the output layer has one neuron for each actuator. The neurons in the

hidden layer are fully connected and governed by the following equation:

τi
dHi

dt
= −Hi +

S
∑

j=1

ωjiIi +
A
∑

k=1

ωkiZ(Hk + βk) (4.1)

where τi is the decay constant, Hi is the neuron’s state, S is the number of sensors,

ωji the strength of the synaptic connection from neuron j to neuron i, A is the

number of actuators, β the bias terms, and Z(x) = (1 + e−x)−1 is the sigmoid

function. β, τ , and ωji are genetically controlled network parameters. The possible

ranges of these parameters are: β ∈ [−10, 10], τ ∈ [0.1, 32] and ωji ∈ [−10, 10].

Circuits are integrated using the forward Euler method with an integration step-

size of 0.2 and neural activations are set to 0 when the network is initialized.

Each generation in the evolutionary algorithm is composed of 100 genomes.

After all the genomes are evaluated, an elitist approach is used: the top five

genomes are selected to populate the next generation. Each of the top five genomes

is used as the parent of 19 offspring. An offspring is created by applying a Gaussian

noise to each gene with a probability of 10%. The 95 mutated offspring and

the original five genomes constitute the next generation. For our experiments,

we use JBotEvolver [22], an open source, multirobot simulation platform and

neuroevolution framework.
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4.2 Sharing of Immediate Sensory Information

In this section, we present results of experiments involving robots equipped with

collective sensors based on immediate sharing of onboard sensory information. In a

predator-prey task, predator robots share information about the location of preys

through local, situated communication.

4.2.1 Experimental Setup

We evaluate the approach in a predator-prey task where a group of robots (the

predators) with limited onboard sensing must locate and consume a number of

moving preys. The environment is square-shaped, with a size of 10 m x 10 m,

surrounded by walls. The robots start each experiment in the center of the envi-

ronment, while the preys are placed in random locations sampled from a uniform

distribution. A robot can capture and consume a prey by touching it. Whenever

a prey is consumed, a new prey is placed at a random location in the environment,

and the total number of preys is thus kept constant throughout an experiment.

We use small (10 cm diameter) differential-drive robots, loosely modeled after

the e-puck [48]. The maximum speed of the robots is 10 cm/s. The set of sensors

is composed of: (i) two onboard prey sensors with a range of 0.8 m, (ii) four

collective prey sensors with a range of 3 m, (iii) four robot sensors with a range

of 3 m, and (iv) four wall sensors with a range of 0.5 m. All the sensors have an

opening angle of 90◦. The collective prey sensors, the robot sensors, and the wall

sensors are oriented toward the angles 0◦, 90◦, 180◦ and 270◦ with respect to the

front of the robot, while the two onboard prey sensors are oriented toward angles

of 15◦ and -15◦ (see Figure 4.1). Consequently, the onboard prey sensors overlap

by 60◦ and jointly cover a section of 120◦. The fact that the two onboard prey

sensors overlap was found to help the robot to locate and pursue preys in a set

of preliminary experiments. The onboard prey sensors could be implemented on

real robots, based on inputs from a front-facing onboard camera, for instance, by

dividing the captured images into two overlapping regions.
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PR

120◦

PL

Figure 4.1: Location and field of view of the two onboard prey sensors, where
PL indicates the area sensed by the left onboard prey sensor and PR the right
onboard prey sensor. The onboard prey sensors have a range of 0.8 m and
opening angle of 90◦. Together they cover a 120◦ wide section, and overlap by

60◦.

Readings for the collective sensors are computed based on estimates received

from nearby robots that are detecting a prey with their onboard sensors. The

relative position of the prey is calculated taking into account the relative distance

and orientations of the nearby robots, as well as the prey’s relative location with

respect to the robot that is detecting the prey. If estimates are received from mul-

tiple robots, it becomes possible to triangulate the position of the prey. Otherwise,

an a priori estimate of 50 cm is used for the distance between the prey and the

robot that is detecting it. The a priori estimate of 50 cm corresponds to 10 times

the radius of the robot. The sharing of information is limited to the range of the

local, situated communication technology. In this study, the range of both the

collective sensors and of the local, situated communication is 3 m. An illustration

of the collective sensors can be seen in Figure 4.2.

The preys are able to move at a speed of 15 cm/s, which is 1.5 times faster

than the robots. Each prey has two wall sensors and four robot sensors. The prey

remains still whenever no nearby robot is detected. If a robot is detected and if

no robot is directly in front of the prey, the prey moves forward at full speed. If

a prey detects a robot in front of it, the prey randomly turns either left or right

33



Chapter 4. Overcoming Limited Onboard Sensing in Swarm Robotics through
Local Communication

- robot

- onboard prey sensor

- estimated position

- collective prey sensor (robot A)

- communication

B

A

C

- prey

Figure 4.2: An illustration of how collective sensors work. When robot A
senses a prey with its onboard sensors, it processes the sensed information gen-
erating a estimate of the prey’s position and broadcasts the estimate to nearby
robots, in this case robot B. Since robot C is outside robot A’s communication

range, robot A’s estimates do not reach robot C.

until it is able to move forward. After a prey escapes, it remains static until a

nearby robot is detected again.

The fitness of a genome was sampled 9 times and the mean fitness is used for

selection. Each sample lasted 5,000 time steps, which is equivalent to 500 seconds.

In each sample, the number of robots and preys were varied in order to promote

the evolution of general behavior, which means that one sample was conducted for

each possible combination of number of robots and number of preys. The number

of robots was varied between 5, 10 and 20, and the number of preys was varied

between 2, 5 and 10.

In order to evaluate the controllers, we rewarded robots for moving close to

preys and for consuming preys, according to the following fitness function:

F =
NP +

∑time steps

t=0
Bt

NR
(4.2)
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Bt =
NR
∑

r=0

max(PLr,t, PRr,t) · 10
−5 (4.3)

where NP is the total number of preys consumed, NR is the number of robots in

the environment, and max(PLr,t, PRr,t) gives the maximum of the readings of the

left and right prey sensor for robot r at each time step t. Bt is a bootstrapping

term used to guide evolution toward behaviors that result in robots being close to

preys. In equation (4.3), we divide by the number of robots, NR, in order prevent

biasing evolution toward local optima in fitness samples with many robots.

We ran experiments for three different setups: (i) a setup in which robots have

collective sensors, that represents our approach, (ii) a setup in which robots use

only their onboard sensors, and (iii) a setup in which robots have ideal sensors

that let them sense preys up to a range of 3 m, which is equal to the range of the

collective sensors. We ran 20 evolutionary runs in every setup, each lasting 500

generations. We conducted a post-evaluation of the genome that had obtained the

highest fitness in each run with a total of 900 samples, 100 for each combination

of numbers of robots and preys.

4.2.2 Results and Discussion

4.2.2.1 Performance

Figure 4.3 shows the average fitness scores of the highest scoring controllers evolved

in the collective sensors setup, onboard sensors setup, and ideal sensors setup,

respectively. Each boxplot summarizes the results obtained in 900 post-evaluation

samples, from 9 different configurations of number of robots and preys. The results

show that the highest-performing controllers evolved in the collective sensors setup

outperformed the controllers in the onboard sensors setup, and underperformed the

controllers in the ideal sensors setup. The average fitness obtained by the highest-

performing controllers in post-evaluation for the collective sensors setup, onboard
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sensors setup, and ideal sensors setup corresponds to 0.43± 0.24, 0.12± 0.04 and

0.72 ± 0.07, respectively, and in terms of preys consumed to 5.36, 1.61 and 8.81,

respectively (see Table 4.1).
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Figure 4.3: Boxplot of the post-evaluated fitness scores achieved by the high-
est scoring controllers in 20 evolutionary runs conducted in each of the setups.
Each box summarizes results from 900 post-evaluation samples, and comprises
observations ranging from the first to the third quartile. The median is indicated
by a bar, dividing the box into the upper and lower part. The whiskers extend
to the farthest data points that are within 1.5 times the interquartile range, and

the dots represent outliers.

Fitness Preys consumed

Collective 0.43± 0.24 5.36± 2.92

Onboard 0.12± 0.04 1.61± 0.51

Ideal 0.72± 0.07 8.81± 0.84

Table 4.1: Mean fitness obtained and number of preys consumed by the
highest-performing controllers in post-evaluation of the controllers evolved in

the collective sensors setup, onboard sensors setup, and ideal sensor setups.

When comparing the performance of the controllers evolved in the collective

sensors setup with those evolved in the ideal sensors setup, the latter achieved a

higher fitness, which can be explained by the fact that the collective sensors need

at least one robot detecting a prey with its front prey sensors to be able to share

the prey’s relative position with nearby robots. In the ideal sensors setup, the prey

sensors have a range of 3 m instead of 0.8 m as in the other two setups, and detect
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preys in any direction with respect to the orientation of the robot. The differences

between robots with collective sensors and robots with ideal sensors translate into

a mean difference of preys consumed in post-evaluation of 3.45 preys.

In order to evaluate the robustness, adaptivity, and scalability of the solutions

evolved, we evaluated the controllers from the highest-performing evolutionary run

using collective sensors in an environment where the principal factors — area of

the arena, number of preys and robots, were scaled by a factor of five, resulting in

an arena of 22.3 m x 22.3 m (500 m2), 50 preys and 100 robots. The time given to

the robots for performing the task was kept the same as in the original setup (500

seconds). The evolved controllers were able to disperse well, locate and consume

an average of 44.6 preys in post-evaluation experiments, three times the average

number of preys consumed by the controller in the original setup (14.8 preys). The

number of preys consumed was only three times higher and not five, due to the

fact that the average distance from a robot to the wall is longer in the enlarged

arena, and robots often need to trap preys in corners or along walls before they

can catch them.

4.2.2.2 Behavior

The evolved behaviors for the immediate sharing approach can be divided into

two sub-behaviors: a search behavior and a trap/consume behavior. The preys

are faster than the robots, which means that the robots often have to trap a prey

before they can catch it. A prey can become trapped if it moves close to a wall

or into a corner, and two or more robots are following it closely. Alternatively,

three or more robots can trap a prey without the aid of walls by approaching from

different directions.

In the collective sensors setup, 15 out of 20 runs evolved the same type of

behavior: at the start of a trial, the robots disperse in outward circular motion in

order to find preys. The robots then try to chase preys toward the corners or a

wall, either in groups or alone. When a prey is consumed or escapes, the robots
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Prey

Robot

(A) (B)

Onboard sensors' 

field of view

(C) (D)

Figure 4.4: Example of a high-performing controller evolved in the collective
sensors setup, in a sample with 20 robots and 10 preys. The robots start at the
center of the arena (A), and then disperse in outward circular motion in order to
find preys (B). When preys are detected (C), the robots chase the preys toward

the corners or walls, either in groups or alone (D).

disperse again to cover a larger area. An example of this behavior can be seen in

Figure 4.4.

The most significant difference found in the behaviors are in the extremes

of number of robots, that is, between samples where 20 robots are present and

samples where only five robots are present. When the density of robots is high,

the robots tend to disperse evenly and when a prey is seen, they quickly aggregate

around the prey with nearby robots. On the other hand, when the density of

robots is low, aggregation near a prey is slower since the robots tend to be more

distant from each other, forcing each robot to try to trap a prey alone, or try to

maintain the prey in view until another robot gets within communication range.
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Figure 4.5: The number of preys consumed by the highest-performing con-
trollers evolved in the collective sensors setup, onboard sensors setup, and ideal
sensor setup for different combinations of number of preys and robots. Each box
corresponds to the performance of the highest-performing controllers in each

setup after 100 post-evaluation samples.

In five evolutionary runs, the highest-performing controllers of the collective

sensors setup display a behavior in which the robots move backwards. The be-

havior in which robots move backwards corresponds to a poor local optimum in

which evolution became stuck in early generations. In this optimum, the robots

tend to have a relatively fixed motion pattern that, by chance, can cause one or

more preys to be trapped in corners and then consumed.

In the highest-performing behaviors evolved in the onboard sensors setup, the

robots start by dispersing in a outward circular motion to find preys. When a

prey is found, the robots attempt to pursue it until another robot is able to detect

the same prey with its onboard sensors. The highest-performing controllers of the

ideal sensors setup have a different behavior: since the robots are almost always

capable of seeing a prey, they simply pursue and try to consume the closest prey,

and hence spend little or no time searching for preys.

Controllers evolved in the collective sensors setup tend to have a performance
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closer to the performance observed in controllers evolved in the ideal sensors when

the number of preys is higher than the number of robots (Figure 4.5). Since the

robots in the ideal sensors setup can sense preys up to a distance of 3 m, they

often tend to follow different preys, which sometimes makes it difficult to trap and

consume them. The robots in the collective sensors setup, on the other hand, tend

to follow fewer preys in larger numbers, due to their reliance on collective sensors.

In summary, our results show that sharing immediate sensory information offers

significant performance benefits over robots that only use limited onboard sensing

in the predator-prey task. In the approach demonstrated in this section, robots

only share immediate sensory information, that is, the location of a particular

environmental feature (e.g. a prey) if they are currently observing it. However, as

we detail in the next section, sensory information accumulated over time can be

shared in scenarios where global localization is available and where environmental

features of interest remain static.

4.3 Sharing of Accumulated Sensory Information

If robots have access to global localization and their task involves static environ-

mental features, it can be advantageous for the robots to remember the location of

those features. The location of known features, such as a nest, could furthermore

be saved in the memory of robots prior to deployment. In order for the robots

to be able to use stored locations of environmental features, we endow the robots

with virtual sensors, which can compute the relative heading and distance of the

robot to the features stored in memory. Since readings are computed based on the

robot’s current location and the content of its memory, such virtual sensors are

not physically limited in terms of range as typical onboard sensors are.

By communicating with one another, the robots can share stored locations of

features, allowing robots that receive a feature’s location to sense it with their

virtual sensors. We make the distinction between collective sensors and virtual

sensors, depending on whether or not the locations stored in memory are shared
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with other robots. Virtual sensors thus become collective when robots share the

content of their memory.

In this section, we experiment with a foraging scenario in which robots must

search for resources to then transport back to a nest. We assume that resources

are static, and that robots know their own current position and orientation within

a global frame of reference. When a robot finds a cluster of resources, it stores the

cluster’s location in memory and then shares it with other members of the swarm

as they get within communication range.

4.3.1 Experimental Setup

The foraging environment is unbounded and a cluster of resources is initially placed

at a random location, sampled from a uniform distribution, within a square area

measuring 120 m by 120 m around the nest. Resource clusters contain between 5

and 15 units when placed in the environment. A robot can collect and transport

one unit of resource at a time. When the number of units in a cluster reaches 0,

it is removed, and a new cluster with a random number of units in the interval

[5, 15] is placed in the environment at a random location.

A total of 10 robots start in the nest. We use differential-drive robots, with a

diameter of 1 m and with a maximum speed of 1 m/s. The robots can communicate

with each other in a range of up to 20 m. Each robot has a set of sensors composed

of: (i) two onboard resource sensors with a range of 5 m, (ii) four virtual resource

sensors with a range of 120 m, (iii) four robot sensors with a range of 20 m,

(iv) four nest sensors with a range of 120 m, and (v) one sensor indicating if a

robot is currently carrying a unit of resource or not. All the sensors have an

opening angle of 90◦. The virtual resource sensors, the robot sensors, and the nest

sensors are all oriented toward the angles 0◦, 90◦, 180◦ and 270◦, while the two

onboard resource sensors are oriented toward angles of 15◦ and -15◦. The onboard

resource sensors allow robots to sense the location of the closest resource cluster

and the number of units left in the cluster. The onboard resource sensors overlap
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by 60◦ and cover a section of 120◦. In terms of actuators, each robot is equipped

with two wheels and one gripper that enables the robot to pick up and carry a

unit of a resource cluster.

Whenever a robot detects a resource cluster with its onboard sensors, it records

the current time, the number of units in the cluster, and the cluster’s global po-

sition. Robots thus timestamp observations of resource clusters, and include the

time of observation when information on the location of known clusters is com-

municated to other robots. Since resource clusters eventually are depleted and

disappear, we make the period of time that information is kept in memory pro-

portional to the number of units of resource in the cluster. The period of time is

calculated by multiplying the observed number of units of resource by 20 seconds.1

Robots update their memories by comparing the timestamp of the received loca-

tion with the timestamp of the location stored in memory. Information stored in

memory is updated if the received information is newer than the stored one. Read-

ings for the virtual sensors are computed based on information stored in memory,

namely the location of the closest resource cluster and the last known number of

units remaining in that cluster.

We ran experiments for three different setups: (i) a setup in which robots have

collective sensors, which represents our approach, (ii) a setup in which robots use

only their onboard sensors, but store the global position of detected clusters and

use virtual sensors, and (iii) a setup in which robots have ideal sensors that let

them sense resources up to a range of 120 m, which is equal to the range of the

collective sensors. We ran 30 evolutionary runs in every setup, each lasting 500

generations.

The fitness of a genome was sampled 30 times and the mean fitness was used

for selection. Each sample lasted 5, 000 time steps, which is equivalent to 500

seconds. In order to evaluate the controllers, we rewarded robots for: (i) moving

close to a resource cluster when not carrying a resource, (ii) moving towards the

1In preliminary experiments, we found that performance results are robust to moderate in-
creases in the time-multiplication factor (up to 50 seconds).
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nest when carrying a unit of resource, and (iii) deploying resources in the nest,

according to the following equations:

F = FR +

time steps
∑

t=0

Bt (4.4)

Bt =
NR
∑

r=0



























(

S−DCr,t

S
· 10−6

)

if not carrying a resource

(

S−DNr,t

S
· 10−5

)

otherwise

(4.5)

where FR is the total number of units of resource foraged, NR is the number of

robots in the environment, S is the side length of the foraging area (120 m), DCr,t

is the distance of robot r to the closest resource cluster at time step t, and DNr,t is

the distance of robot r to the nest at time step t. Bt is a bootstrapping term used

to guide evolution toward behaviors that result in robots being close to resource

clusters when not carrying a unit of resource, and close to the nest when carrying

resources.

4.3.2 Results and Discussions

4.3.2.1 Performance

After all evolutionary runs had finished, we conducted a post-evaluation with a to-

tal of 100 samples of the genome that had obtained the highest fitness in each run.

The results of the highest performing controllers of the collective sensors setup, on-

board sensors setup, and ideal sensors setup for the accumulated sharing approach

are shown in Table 4.2, which contains the results of the 100 post-evaluation sam-

ples, and lists the average fitness scores, which reflect an approximation of the

units of resources collected, obtained in each setup. The average fitness acquired

in post-evaluation by the highest-scoring controllers of the collective sensors setup,

43



Chapter 4. Overcoming Limited Onboard Sensing in Swarm Robotics through
Local Communication

was 9.65± 1.23, outperforming the controllers with only onboard sensors, with an

average fitness of 6.47± 0.64, while underperforming the ideal sensors controllers,

with an average of 37.84± 1.65.

Fitness St. dev

Collective sensors setup 9.65 ±1.23

Onboard sensors setup 6.47 ±0.64

Ideal sensors setup 37.84 ±1.65

Table 4.2: Mean fitness and standard deviation obtained by the highest-
performing controllers in post-evaluation of the controllers evolved in the collec-

tive sensors setup, onboard sensors setup, and ideal sensor setups.

The lower performance of the controllers evolved in the collective sensors setup,

when compared to the ones evolved in the ideal sensors setup, can be explained

by the fact that it is necessary that at least one robot has encountered a resource

cluster in order for its location to be shared with neighboring robots. Since the

robots’ onboard sensors have a relatively short range (5 m), robots had to spend

a significant amount of time searching for resource clusters.

In the ideal sensors setup, robots are able to detect resources in any direction

within a 120 m range, meaning that robots almost never have to search for a

resource cluster, and can instead go to one directly, hence the outstanding perfor-

mance.

4.3.2.2 Behavior

Both the collective sensors setup and onboard sensors setup evolved similar be-

haviors to locate resource clusters. The robots start experiments by dispersing in

an outward circular motion around the nest, in what can be described as a search

behavior. This behavior is repeated each time robots cannot detect any resource

cluster with their onboard sensors or with their virtual sensors.

The behavior for the actual foraging differs between setups. In the collective

sensors setup, when a resource cluster is detected, the location of the cluster is
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shared with the robots within communication range, facilitating aggregation and

foraging of the cluster. When a robot is transporting a unit of resource to the

nest, the cluster’s location is transmitted to other robots that move within its

communication range, enabling robots to detect the resource cluster with their

collective sensors. Robots update the content of their memory when a newer

observation is received. Since robots store resource clusters’ locations in memory,

they can skip the search phase and move directly to the stored location of a cluster

after depositing a resource in the nest. An example of the behavior evolved in the

collective sensors setup can be seen in Figure 4.6.

Resource

cluster

(A)

Robot

Onboard sensors'

field of view

Nest

(B)

(C)

Robots carrying 

a resource

(D)

Figure 4.6: Example of a high-performing controller evolved in the collective
sensors setup. The robots start at the center of the unbounded environment (A),
and then disperse in outward circular motion in order to find a resource cluster
(B). When a robot detects a cluster, it collects a resource and transports it to
the nest (C), then other robots start to move toward the cluster (D). Robots

carrying a resource unit are shown in black for clarity.
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Robots from the onboard sensor setup, which are not equipped with collective

sensors, perform circular movements around the nest until a resource is detected

with their onboard sensors. In 16 out of 30 runs, the robots evolved a behavior in

which they forage individually without any evident collaboration. However, in 11

out of 30 runs, robots evolved a behavior in which, after locating a resource cluster,

a robot remains near the cluster, which attracts nearby robots. This collaborative

strategy, proved to be less efficient than the one found on the collective sensors

setup, since robots are spread around the environment trying to locate resources

on their own. In the three remaining runs, one evolved a behavior in which robots

use the individual foraging strategy when a resource cluster is located closer to

the nest and the collaborative strategy when resources are distant from the nest.

In the two remaining runs, we observed both the collaborative behavior and the

individual behavior, but the choice of behavior did not appear to depend on the

distance between a resource cluster and the nest.

The performance difference between the collective sensors setup and the ideal

sensors setup is an indication that the search phase of the task is the most unpro-

ductive and time-consuming subtask. The robots equipped with ideal sensors can

effectively skip the search phase, since they can immediately sense the location

of a resource cluster. This results suggest that there may be significant benefits

in combing our approach with heterogeneity in a swarm’s onboard sensors. Some

robots could, for instance, be equipped with better, long-range sensors than the

rest of the swarm. Robots with long-range sensors could then more efficiently

find resource clusters and share their location with the robots with lower-range

sensors.
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Conclusions

In this thesis, we showed two novel approaches to improve the way in which robots

can sense the surrounding environment, one in which we showed how giving a robot

the capacity to dynamically change parameters of its sensors can be beneficial,

not only in terms of the performance of evolved solutions, but also in terms of

solution complexity; and another approach in which robots share information and

readings from their sensors with neighboring robots to overcome the often limited

capabilities of onboard sensors in robotic swarms.

In the first approach, we gave the controller access to certain sensor parameters,

namely the range and opening angle, which the controller was able to change during

task execution. The evolved controllers were able to outperform both an approach

in which the parameters of the sensors were fixed, and an approach in which the

sensor parameters were encoded in the genome and subject to evolution.

Giving controllers the capacity to actively control the sensory input to neu-

ral network input mapping is fundamentally different from approaches in which

sensor parameters are genome-encoded and from approaches in which the robot

morphology is under evolutionary control. A controller that has active control

over sensory parameters can change the way in which the world is perceived by

the robot and essentially limit what it senses. The approach could be extended to

other sensors and parameters. In our experiments, only the input mapping for the
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prey sensors was dynamically changed by the controller. However, multiple sensors

could potentially be controlled simultaneously by including additional outputs in

the network. In particular, we believe that letting a controller actively modify the

mapping from sensory input to neural network input has significant potential for

sensors that provide multidimensional inputs such as laser scanners and cameras.

The inputs from such sensors must undergo significant preprocessing and compres-

sion before they can be fed to a neural controller. It is unlikely that an optimal,

static mapping exists in many cases, and in our ongoing work, we are studying the

impact of giving controllers greater control over the mapping of complex sensory

inputs.

In the second approach, robots are able to georeference environmental features

sensed with their onboard sensors and then share information locally with robots

within communication range. Georeferencing can be achieved using either a local

frame of reference and shared using situated communication, or a global frame of

reference where the coordinates of a particular environmental feature are shared.

Shared information is then used by receiving robots to compute readings for their

collective sensors.

We evaluated our approach in two different scenarios: (i) in a predator-prey

scenario, in which the estimated positions of detected preys were immediately

communicated to neighboring robots, and (ii) in a foraging scenario in which the

locations of resource clusters were stored in robots’ memory, and therefore could be

shared post observation. Received information was used to compute the readings

for collective sensors, thereby effectively allowing robots to sense environmental

features at greater distances.

Our experimental results showed that in the two scenarios, swarms using col-

lective sensors achieved a higher performance than swarms in which the robots

relied exclusively on their onboard sensors. In certain setups, the performance

of swarms using collective sensors with immediate sharing even approached the

performance of swarms in which robots were equipped with ideal sensors.
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The concept of collective sensors proposed in this thesis opens several new

avenues of research. Observations made by different robots can be integrated to

allow more precise information to be obtained about the environment. It might

be beyond the capability of a single robot to, for instance, estimate the velocity,

shape, or size of a particular object, but such estimates could be obtained by

combining the sensory readings of multiple robots. Moreover, the sharing of sen-

sory information potentially introduces redundancy in a swarm robotics system.

Such redundancy could be used to detect faults, and in case of failure in onboard

sensors, a robot could continue to contribute by relying on its collective sensors.

In the context of the CORATAM project [13], we have made some preliminary

tests in which our approach for extending robots onboard sensors, was used with

success in following intruder tasks. The follow intruder task consists in a task in

which a group of aquatic drones must detect and follow an intruder. In Figures 5.1

and 5.2 we can see two field tests with three and eight aquatic drones made in the

context of the CORATAM project.

Figure 5.1: Three aquatic drones performing a follow intruder task.
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Figure 5.2: Preliminary tests with eight aquatic drones in one of the field tests
made for the CORATAM project.

One of the most promising applications of our approach is in the context of

heterogeneous swarms [19], where different robots have different capabilities. On

the one hand, robots with limited capabilities can benefit from sensory readings

shared by robots with different or more capable sensors. On the other hand, by

equipping different robots with different sensors, it becomes possible to enhance

the capabilities of the swarm as a whole. In ongoing work, we are exploring the

application of our approaches to robots with unreliable onboard sensors and to

heterogeneous swarms of robots.

In summary, we found out that giving robots direct control over the mapping

from sensory inputs to neural network input leads to novel solutions with a high

performance when comparing to traditional approaches. Giving robots control

over the mapping from sensory inputs to neural network inputs showed to be

very useful when there are a lot of perceivable information in the environment,

letting the robots decide the amount of information that they want to receive.

On the other hand, giving robots the ability to share sensory information with
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neighboring robots, using the collective sensors, improves the swarm performance

when comparing with robots that cannot communicate. Sharing of sensory inputs

showed to be interesting when environmental features are difficult to locate.
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