
Tutorial 1: Introduction to R
Johannes Karreth
RPOS 517, Day 1

Instructions: Read pp. 1–14 at home and work through pp. 15–18 in our first class meet-
ing.

In RPOS 517, we will primarily rely on R, a highly versatile open source software pack-
age for working with quantitative data. Throughout this course (and later on), you
will see that you can use R to take care of many tasks for you, ranging from collecting,
cleaning, and analyzing to visualizing data. This tutorial shows you:

• how to install R (the software) and RStudio (my preferred interface to use R)
• how to use RStudio to let R do your work for you
• how to create an R script
• how to create a data analysis notebook in RStudio that combines code and properly

formatted output

Software installation

The most recent version of R for all operating systems is always available at http:
//www.r-project.org/index.html. Go directly to http://lib.stat.cmu.edu/R/ At-home assignment: Install

R, RStudio, and LATEX, then
continue reading through this
tutorial.

CRAN/, and download the R version for your operating system. Then, install R.

To operate R, we will rely on writing R scripts. We will write these scripts in RStudio.
Download RStudio from http://www.rstudio.org. Then, install it on your computer.

Lastly, install LATEX in order to compile PDF files from within RStudio. To do this,
follow the instructions under http://www.jkarreth.net/latex.html, “Installation”.
You won’t have to use LATEX directly or learn how to write LATEX code in this class.

Opening RStudio

Upon opening the first time, RStudio will look like Figure 1.
The window on the left is named “Console”. The point next to the blue “larger

than” sign > is the “command line”. You can tell R to perform actions by typing com-
mands into this command line. We will rarely do this and operate R through script
files instead. You will open, edit, and save script files in the top left pane of RStudio.

Once you open a new script file with the green + button in the top left, RStudio
will look like in Figure 2, with the script file in the top right pane and the console in
the bottom right pane. You will be typing all commands in these script files.

Typing R commands

In the following pages, I walk you through some basic R commands. In this tutorial
and all other tutorials you will see in this seminar, R commands and the resulting R In the R console, output is

printed directly, without special
highlighting.

output will appear in light grey boxes. Output is always preceded by two ## signs.
You do not need to type any-
thing yourself at this point; just
read the following pages until
you get to the first assignment.

To begin, see how R responds to commands. If you type a simple mathematical
operation, R will return its result(s):
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Figure 1: RStudio with the
console on the left, no script
open.

Figure 2: RStudio with an R
script in the top left pane and
the console in the bottom left
pane.
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1 + 1

## [1] 2

2 * 3

## [1] 6

10 / 3

## [1] 3.333333

Error messages

R will return error messages when a command is incorrect or when it cannot execute
a command. Often, these error messages are informative. You can often get more
information by simply searching for an error message on the web. Here, I try to add 1
and the letter a, which does not (yet) make sense as I haven’t defined an object a yet
and numbers and letters cannot be added:

1 + a

## Error in eval(expr, envir, enclos): object 'a' not found

As your coding will become more complex, you may forget to complete a particular
command. For example, here I want to add 1 and the product of 2 and 4. But unless
I add the parenthesis at the end of the line, or in the immediately following line, this
code won’t execute:

1 + (2 * 4
)

## [1] 9

While executing this command and looking at the console, you will notice that the
little > on the left changes into a +. This means that R is offering you a new line to
finish the original command. If I type a right parenthesis, R returns the result of my
operation.

R as an object-oriented language

R is an object-oriented programming language. This means that you, the user, create
objects and work with them. Objects can be of different types. To create an object,
first type the object name, then the “assignment character”, a leftward arrow <-, then
the content of an object. To display an object, simply type the object’s name, and it
will be printed to the console. A good overview of types of

objects is here: http://www.
statmethods.net/input/
datatypes.html. Read this
page and then continue this
tutorial.

You can then apply functions to objects. Most functions have names that are some-
what descriptive of their purpose. For example, mean() calculates the mean of the
numbers within the parentheses, and log() calculates the natural logarithm of the
number(s) within the parentheses.
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Functions consist of a function name, the function’s arguments, and specific values
passed to the arguments. In symbolic terms:

function_name(argument1 = value,
argument2 = value)

Here is a specific example of the function abbreviate, its first argument names.arg,
and the value "Regression" that I provide to the argument x:

abbreviate(names.arg = "Regression")

The following are the types of objects you need to be familiar with:

• Scalars
• Vectors of different types

– Numeric (numbers)
– Character (words or letters): always entered between quotation marks "
– Factor (numbers with labels)
– Logical (TRUE or FALSE)

• Matrices
• Data frames
• Lists

Below, you find some more specific examples of different types of objects.

• Single numbers (so-called scalars):

x <- 1
x

## [1] 1

y <- 2
x + y

## [1] 3

x * y

## [1] 2

x / y

## [1] 0.5

y^2

## [1] 4

You can now apply functions to the object x:
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log(x)

## [1] 0

exp(x)

## [1] 2.718282

• Vectors (a chain of numbers or characters), bound together within parentheses
following the letter c for combine:

xvec <- c(1, 2, 3, 4, 5)
xvec

## [1] 1 2 3 4 5

Vectors can also be sequences of numbers:

xvec2 <- seq(from = 1, to = 5, by = 1)
xvec2

## [1] 1 2 3 4 5

or repeated numbers:

yvec <- rep(1, times = 5)
yvec

## [1] 1 1 1 1 1

or additions of vectors:

zvec <- xvec + yvec
zvec

## [1] 2 3 4 5 6

• Factors (combinations of numeric and character vectors, where each number is
assigned a “label”):

gender <- c(0, 1, 1, 0, 1)
gender <- factor(gender, levels = c(0, 1), labels = c("male", "female"))
gender

## [1] male female female male female
## Levels: male female

table(gender)

## gender
## male female
## 2 3
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• Matrices (a group of numbers):

mat1 <- matrix(data = c(1, 2, 3, 4, 5, 6), nrow = 3, byrow = TRUE)
mat1

## [,1] [,2]
## [1,] 1 2
## [2,] 3 4
## [3,] 5 6

mat2 <- matrix(data = seq(from = 6, to = 3.5, by = -0.5),
nrow = 2, byrow = T)

mat2

## [,1] [,2] [,3]
## [1,] 6.0 5.5 5.0
## [2,] 4.5 4.0 3.5

mat1 %*% mat2

## [,1] [,2] [,3]
## [1,] 15 13.5 12
## [2,] 36 32.5 29
## [3,] 57 51.5 46

• Data frames (equivalent to data sets, a collection of vectors):

Name <- c("Student 1", "Student 2", "Student 3", "Student 4",
"Student 5")

Assignments <- c(100, 91, 77, 85, 42)
Exercises <- c(80, 69, 68, 81, 92)
Midterm1 <- c(70, 82, 89, 95, 84)

Roster <- data.frame(Name, Assignments, Exercises, Midterm1)
Roster

## Name Assignments Exercises Midterm1
## 1 Student 1 100 80 70
## 2 Student 2 91 69 82
## 3 Student 3 77 68 89
## 4 Student 4 85 81 95
## 5 Student 5 42 92 84

• Lists (combinations of different types of objects):

Class <- c("RPOS 517")
myList <- list(Class, Roster)
myList

## [[1]]
## [1] "RPOS 517"
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##
## [[2]]
## Name Assignments Exercises Midterm1
## 1 Student 1 100 80 70
## 2 Student 2 91 69 82
## 3 Student 3 77 68 89
## 4 Student 4 85 81 95
## 5 Student 5 42 92 84

R packages

Many useful and important functions in R are provided via packages that need to be
installed separately. A package is a small add-on program for R that you can add
to R for some additional functionality. You can do this by using the Package In-
staller in the RStudio menu (Tools > Package Installer), or by typing the command
install.packages into the R command line. So, to install the package “rio”, type:

install.packages("rio", dependencies = TRUE)

in the R command line. You only need to install a package once (until you re-install
R). Once the package is installed, you don’t need to run this command again. The
option dependencies = TRUE specifies to install any other packages on which “rio”
might rely.
Next, every time you use R and want to use a function from a package, you need to
load the packages you want to use. To do this, add the following line at the beginning
of your R script.

library(rio)

This line has to be in your script file in order for you to use any function from the
package “rio.” Otherwise, you will receive an error message, such as Error: could
not find function "import". When you build a script file, you should put these
commands at the beginning of the script file, always before you use a particular func-
tion from a package. We will explore this in examples later.

R help

Within R, you can access the help files for any command that exists by typing ?commandname
or, for a list of the commands within a package, by typing help(package = "packagename").
So, for instance:

?mean
help(package = "rio")

Comments

R scripts contain two types of text: R commands and comments. Commands are exe-
cuted and perform actions. Comments are part of a script, but they are not executed.
Comments begin with the # sign. Anything that follows after a # sign in the same line
will be ignored by R. Compare what happens with the following two lines:
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1 + 1

## [1] 2

# 1 + 1
1 + 1 # + 3

## [1] 2

You need to use comments frequently to annotate your script files in order to explain
to yourself what you are doing in a script file.

Workflows and conventions

In this course, we will maintain a consistent approach to working with R. It will make
your life much, much easier—with regards to collaboration, replication, and general
efficiency. A few really important points that you should consider as you start using R:

• Never type commands into the R command line or the console. Always use a script
file in RStudio and execute your code from this script file using the button or
the Command + Return (Mac) or Control + Return (Windows) key combination.

• Always create and specify a working directory at the beginning of a script file. This
will ensure that all input and output of your project-specific work is in a location
that makes sense.

• Comment your script files!
• Save your script files in a project-specific working directory (via the Project struc-

ture in RStudio).
• Use a consistent style when writing code. A good place to start is this style guide:

http://adv-r.had.co.nz/Style.html. Read through this style guide in the first
week of the semester and use this style from then on.

• In script files, try to break lines after 80 characters to keep your files readable.
• Do not use the attach() command.

Useful resources

As R has become one of the most popular programs for statistical computing, the
number of resources in print and online has increased dramatically. Searching for terms
like “introduction to R software” will return a huge number of results. In this course,
we will rely on two main resources that you can also find in the syllabus:

QR Kabacoff, R. Quick-R. Available at statmethods.net. This website offers well-
explained computer code to complete most, if not all, of the data analysis tasks we
work on in this course.

RC Fox, J. and Weisberg, S. (2011). An R Companion to Applied Regression, Second
Edition. Sage, Thousand Oaks. This companion to Applied Regression Analysis
introduces the R software we use in this course. If you would like a lengthier treat-
ment of the methods explained on statmethods.net (and more), I recommend this
book. You do not need to purchase the book to be successful in this course, but you
might find it and its companion website at tinyurl.com/carbook useful.
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Working with data sets

In your data analysis tasks, you will not type up your data by hand, but use data sets
that were created in other formats. A data set is a spreadsheet that contains multiple
columns and rows. Columns are called variables and rows are usually observations. We
will talk more about data sets and how to handle them throughout this course.

Figure 3: A dataset, viewed in
RStudio.

Setting a working directory

Always create and specify a working directory at the beginning of a script file. This
will ensure that all input and output of your project-specific work is in a location that
makes sense. For instance, all code and materials I’m using for this tutorial is located
in the directory /Users/johanneskarreth/Documents/Dropbox/Uni/Teaching/POS
517/Tutorials/Day 1 - Intro to R. I can set this directory as my working directory On Macs, you can replace the

/Users/username with a tilde.using the setwd() function:

setwd("~/Documents/Dropbox/Uni/Teaching/POS 517/Tutorials/Day 1 - Intro to R")

Reading data sets into R

You can easily import data sets from a variety of formats into R. Typically, you will
set a working directory at the beginning of an R script. If you read a file from that
working directory into R, you only need to specify the file name. If the file is in a
different directory than your working directory, you need to specify the full file path. To identify file paths,

read this link for Macs:
http://www.tekrevue.com/tip/
copy-file-path-finder-el-capitan/
and this link for Windows:
http://stackoverflow.com/a/
8425423.

In the examples below, I read files into R directly from the URL at which I stored
them online.

• Tables: If you have a text file with a simple tab-delimited table, where the first
line designates variable names:

mydata_table <- read.table("http://www.jkarreth.net/files/data.txt",
header = TRUE)

head(mydata_table)

## y x1 x2
## 1 -0.1629267 1.6535472 0.3001316
## 2 1.3985720 1.4152763 -0.9544489
## 3 0.8983962 0.4199516 -0.4580181
## 4 -1.6484948 0.7212208 0.9356037
## 5 0.2285570 -1.1969352 -1.1368931
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• CSV files: You will often enter data in Excel. Always save your data in Excel into
a new file in comma-separated values format with the extension .csv, then read it
into R:

mydata_csv <- read.csv("http://www.jkarreth.net/files/data.csv")
mydata_csv

## y x1 x2
## 1 -0.1629267 1.6535472 0.3001316
## 2 1.3985720 1.4152763 -0.9544489
## 3 0.8983962 0.4199516 -0.4580181
## 4 -1.6484948 0.7212208 0.9356037
## 5 0.2285570 -1.1969352 -1.1368931

Figure 4: A comma-separated
value file in Excel.

• SPSS files: If you have an SPSS data file, you can install the “rio” package and
use its import function:

# install.packages("rio", dependencies = TRUE)
library(rio)
mydata_spss <- import("http://www.jkarreth.net/files/data.sav")
mydata_spss

## y x1 x2
## 1 -0.1629267 1.6535472 0.3001316
## 2 1.3985720 1.4152763 -0.9544489
## 3 0.8983962 0.4199516 -0.4580181
## 4 -1.6484948 0.7212208 0.9356037
## 5 0.2285570 -1.1969352 -1.1368931

• Stata files: If you have a Stata data file, you can do this:

mydata_stata <- import("http://www.jkarreth.net/files/data.dta")
mydata_stata

## y x1 x2
## 1 -0.1629267 1.6535472 0.3001316
## 2 1.3985720 1.4152763 -0.9544489
## 3 0.8983962 0.4199516 -0.4580181
## 4 -1.6484948 0.7212208 0.9356037
## 5 0.2285570 -1.1969352 -1.1368931

Variables

Data sets consist of observations (rows) and variables (columns). We will discuss data
structures later in this class, but for now you should be aware that variables in data
sets can be accessed in R using the $ operator like this: dataset$variable. If you Variable names cannot contain

spaces; use underscores instead.want to calculate the mean of the variable Midterm1 in the data set Roster, use this
command:
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mean(Roster$Midterm1)

## [1] 84

Exporting data sets to your computer

When you work with quantitative data, your basic workflow always should look like
this: Never overwrite an original

source file. Always keep a copy
of the original, unmodified file
as well as the script file you’re
using to modify it.

1. Read an original file into R from its source.
2. Edit and manipulate the data in R as needed, using a script file.
3. Export a copy of the manipulated data to your computer.

You can export a data set to various formats. I recommend always writing data sets to
CSV files; these can be read by any software. To do this, use the write.csv function:

write.csv(x = Roster,
file = "RPOS517_Roster.csv",
row.names = FALSE)

Visualizing data

One of R’s strenghts is data visualization, and we will spend plenty of time in this
course on it. Here is a quick example, using data from U.S. presidential elections from
1952 to 2008. These data come from the website of political scientist Douglas Hibbs at
http://www.douglas-hibbs.com/HibbsArticles/hibbs_downloadable.htm. First,
read in the data and take a quick look at the head (the first 6 rows) of the data set:

elections <- import("http://www.douglas-hibbs.com/HibbsArticles/HIBBS-OBAMA-FORECAST-27July2012-WEBPOST.dta")
head(elections)

## year quarter dpi_pc pop1000s presvote wtq16 kia_permil
## 1 1949 1 1284 148298 NA 0.3333333 0
## 2 1949 2 1275 148891 NA 0.3333333 0
## 3 1949 3 1269 149529 NA 0.3333333 0
## 4 1949 4 1272 150211 NA 0.3333333 0
## 5 1950 1 1358 150852 NA 0.3333333 0
## 6 1950 2 1352 151385 NA 0.3333333 0
## cumkia_permil qcount tenure_yrs real_family_income_top5pct rep_inc
## 1 0 9 NA 63761.73 0
## 2 0 10 NA 63761.73 0
## 3 0 11 NA 63761.73 0
## 4 0 12 NA 63761.73 0
## 5 0 13 NA 67260.81 0
## 6 0 14 NA 67260.81 0
## preselectq cpi_u_8284 qdates tforchange Bartels2008 Fair1992
## 1 0 23.94333 -44 NA NA NA
## 2 0 23.91667 -43 NA NA NA
## 3 0 23.71667 -42 NA NA NA
## 4 0 23.66000 -41 NA NA NA
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## 5 0 23.58667 -40 NA NA NA
## 6 0 23.76667 -39 NA NA NA
## Abramowitz2001 DPER1984 kia_afghan pct_approve_june
## 1 NA 0 0 NA
## 2 NA 0 0 NA
## 3 NA 0 0 NA
## 4 NA 0 0 NA
## 5 NA 0 0 NA
## 6 NA 0 0 NA
## pct_disapprove_june electyr G P Z q2gdpchg POP2PVOT jobhousu
## 1 NA 0 NA NA NA NA NA NA
## 2 NA 0 NA NA NA NA NA NA
## 3 NA 0 NA NA NA NA NA NA
## 4 NA 0 NA NA NA NA NA NA
## 5 NA 0 NA NA NA NA NA NA
## 6 NA 0 NA NA NA NA NA NA
## julypop GNPxELEC elecpres closeinc Fatalities
## 1 NA NA NA NA 0
## 2 NA NA NA NA 0
## 3 NA NA NA NA 0
## 4 NA NA NA NA 0
## 5 NA NA NA NA 0
## 6 NA NA NA NA 0

We can then plot the economic growth rate (in the data set as variable G) against the
vote for the incumbent candidate (or the candidate of the incumbent’s party) in a
scatterplot. The basic function for plots is plot. It takes several arguments. I briefly
explain each argument in a comment below. We can also add labels to each point,
indicating the election year that each point signifies. This information is in the data
set as the “year” variable. The text function does this for us:

plot(x = elections$G, # x-coordinates of points
y = elections$presvote, # y-coordinates of points
type = "p", # plot type: p is for points
xlab = "Economic growth", # label for the x-axis
ylab = "% for incumbent" # label for the y-axis
) # close the plot() function

text(x = elections$G, # x-coordinates of labels
y = elections$presvote, # y-coordinates of labels
label = elections$year, # Variable for labels
pos = 3 # label position: above points

) # close the text() function
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We can make this figure a bit prettier by adding some modifications:

plot(x = elections$G, # x-coordinates of points
y = elections$presvote, # y-coordinates of points
type = "n", # plot type: n is for no plot (yet)
xlab = "Economic growth", # label for the x-axis
ylab = "% for incumbent", # label for the y-axis
ylim = c(40, 65), # limits for the y-axis
frame = FALSE, # no frame around the plot
las = 1 # all axis labels horizontal
) # close the plot() function

grid() # add a grid to the plot

points(x = elections$G, # add points
y = elections$presvote, # same x & y coordinates
pch = 19 # point characters
) # close the points() function

text(x = elections$G, # x-coordinates of labels
y = elections$presvote, # y-coordinates of labels
label = elections$year, # Variable for labels
pos = 3 # label position: above points

) # close the text() function
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Write and run a script

Practice the things you have just learned by opening and working through the script
file for this tutorial, posted on the course website at https://www.dropbox.com/s/
pbknu9g9zcol3jk/RPOS517_Day1_IntroR.R. You can execute a single line by hitting
Command + Return (Mac) or Control + Return (Windows) while the cursor is at the
beginning of that line. In-class assignment
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Start a data analysis notebook in RStudio

You will document all data analysis work in this course (and hopefully beyond!) using
RMarkdown to write a data analysis notebook. RMarkdown is a simple way of writing
text and R code in one document. It has four major advantages:

• It is saved as a text file and can be opened on any computer with any text editor,
regardless of whether you have R and RStudio installed or not

• It combines your data analysis commands with the output you produce (such as
tables or plots)

• It allows you to write up text (such as explanations of what you are doing, or even
a whole research paper!) in the same document

• It produces output that is already properly formatted in Word or PDF

This means that you do not need to spend much (if any at all) time to switch between
writing up an assignment or a data analysis report and the actual data analysis. For more information

on RMarkdown, please
read through this website:
http://rmarkdown.rstudio.com

To begin a notebook, follow these steps:

1. Open RStudio
2. Open a new file (File > New File)
3. Click “R Markdown”
4. Select “Word” as output format
5. Begin working on your file
6. Convert your notebook to Word by clicking the “Knit Word” button on the top.

In this course, you have to turn in your assignments as R data analysis notebooks.
Practice this using the file at https://www.dropbox.com/s/jbow4bu0tli2dpy/
rpos517_Day1_NB1.Rmd as a model. Open the file and compile it first as a Word, then
as a PDF document. In-class assignment

Figure 5: Opening a new file in
RStudio.
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Figure 6: Selecting your desired
output format.

Figure 7: You’ll start with this
template.
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Figure 8: Here, I made some
edits.

Figure 9: The first few lines of
my notebook in Word.
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