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Abstract

Humans are excellent at aggregating information as they visually explore 3D
spaces. Understanding how humans do this is essential for building robust, mobile,
intelligent systems such as a robotic agent. While we have recently gained some
insight as to how humans aggregate information while scanning a 2D image, this
is a largely superficial understanding and explicit work is needed to understand
how humans visually navigate 3D spaces. To do this, we propose a novel model
for predicting human fixation sequences, using data collected from a virtual reality
head set and pupil trackers. The model is designed around many of the challenges
presented by predicting a non-deterministic sequence like humans saccades. In
order to do this in the most controlled and interpretable way, we built our own
data set of virtual reality videos with pupil tracking measurements. We hope that
this model will lead to increased understanding of the aggregation of human 3D
information, as and ultimately the development of more robust robotic agents.

1 Introduction

A truly robust robotic agent requires exceptional understanding of its 3D environment [1]. While
recent advances have increased robots’ understanding of their surrounding, robots are still very
naive in that they are often unable to make reasonable inferences about the geometric nature of
their immediate physical context. In order to understand the process of efficient visual information
aggregation, much attention has been recently devoted to understanding humans’ visual information
gathering [2]. It is well known that humans do not perceive an entire scene at once, but rather they
perceive a foveated image to limit the visual processing load on the brain [3]. Understanding how
humans integrate visual information requires understanding humans view an image as a series of
foveated images. The series of fixations is known as a saccade sequence. Recent progress has
achieved impressive performance on the task of predicting saccade sequences [4]. This is done
through the clever extraction of top down and bottom up visual features, as well as clever sequence
modeling of saccades [5]. Yet, an understanding of the 2D aggregation of visual information is
insufficient for robots.

The most direct way to study human 3D visual understanding is through understanding saccade
sequences, using a 360◦ immersive video experience, such as that provided by a virtual reality head
set. Nevertheless, despite the importance of this topic, very little work has been done to study this[6].
We set out to understand and predict saccade sequences in 3D immersive videos. In order to best
predict and understand visual information aggregation we decided that a dataset which had highly
reliable measurements, and did few moving objects was needed. Furthermore, we established that
the dataset should be structured by testing two versions of each video: a version in which the user
was free to turn their head and explore their surroundings normally, and a version in which the user



Figure 1: Project implementation

turning their head was not allowed by disabling the head mounted display spatial tracking. Unable to
find a satisfactory dataset [7] [8] for the aforementioned requirements, we set out to collect our own.
We collected a corpus of 40 videos that met our requirements and allowed us to begin training models.
We chose 40 videos under the belief that it would be a sufficient quantity to mitigate over-fitting,
which is a common problem, but not too large that we would not be able to support the computational
burden. Once we had built the dataset, we were ready to train a model to predict the saccade sequences.

2 Previous Work in VR

Given current advances in personal Virtual Reality (VR) and Augmented reality(AR) hardware
and the improvement in affordable eye tracking technology, the study of the human vision system
(HVS) has experienced considerable attention in computer and cognitive sciences. Visual attention
and Saccade Gaze prediction being a popular topic in vision research, it has not been explored
deeply when used to study how humans understand and visually experience three dimensional space.
While most of recent research focus on the development of gaze predictive models and foveal vision
representation [9] [2][10] it is possible to observe that it has mostly been conducted on static images
as well as fixed [11] and egocentric videos [12]. In addition, the application of gaze prediction in
omnidirectional images or virtual reality environments shows only a handful of recent examples.
In this regard, [13] [14] [15] are examples of studies of salience in VR environments using static
omnidirectional images in VR dynamic environments. In conjunction, corresponding datasets have
been released with most recent publications on VR settings[8] [7]. When it comes to Gaze prediction
in omnidirectional video sequences the published research is almost nonexistent. [6] is one of the
only examples of studies exploring gaze prediction in 360% videos.

3 Methods

Our approach can be broken into four components: data collection, data analysis, feature extraction
and spatial quantization, and gaze prediction. Each of thesext parts is detailed below.

3.1 Data Collection

We generated a virtual reality environment based in four high resolution omnidirectional videos
recorded using a 360 video camera on a gimbal stick and a tripod with a length of fifty seconds
each. We sought to collect four categories of videos:(a) Interior videos with exclusively static objects,
(b) interior videos with some non-static objects such as people walking or having a conversation,
(c)Large interior scenes with people walking and interacting and (d) exterior scene with moving
people. The VR environment was programmed to conduct tests on each video twice: one restricting
head movements and another allowing free exploration of the environment by allowing head rotation
and position. The interest in this approach emerged because we thought the human visual system’s
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motion tracking tendency [citation] would lead to a different saccade pattern than in static scenes.In
addition, enabling position and rotation would likely lead to a new and unexplored layer of complexity
when analyzing space exploration through saccade gaze prediction.

We equipped a HTC VIVE pro HMD with an eye tracking device from PUPIL LABS [16] to gather
data about the position of each pupil over time and the position of the head. Using Unity3D video
game engine, we were able to integrate both systems to generate consistent and synchronized data
between the HMD and the pupil tracker.We generated samples between static and dynamic videos
captured at 24 frames per second. Through user tests, 40 data samples were collected asking several
users to use the system. Users were prompted to simply look around as they normally do while playing
the video, after going through a calibration sequence for the eye tracking device. The collected
data consisted in 512x512 RGBA images from the HMD camera feed in raw format -converted to
jpg afterwards- and a JSON file containing data about frame number -dame as the corresponding
image name-, centered gaze coordinates(averaging right and left eye position) as well as position and
rotation of the user’s head. Due to various hardware inaccuracies and asynchonization, the data had
to undergo several stages of post-processing to transform the measurements into a clean, high quality
dataset.

3.2 Data Analysis

Figure 2: Head Rotation Distribution Figure 3: Gaze Distance Distribution

We sought to understand the underlying distribution of the data, and to understand the strength of the
central gaze tendency. After seeing the distributions, we see that the data is exceptionally biased
toward the center, both in terms of head orientation and gaze location. We see that more than 40% of
fixations lie within 10% (52 pixels) of the center. Less surprisingly, we see that the majority of the
time users had their head oriented straight ahead.

We attribute this very strong central gaze tendency to two factors. Firstly, since the video was
constantly changing the viewer was not as likely to get bored from looking at the center of the
screen, since there was always novel content being presented. Secondly, the videos tended to have an
interesting object or focal point in the middle of the screen, which would encourage users to look
toward the center.

3.3 Feature Extraction And Spatial Quantization

Learning the ideal cocktail of top-down and bottom-up image features can be very complicated. Not
only this, but it can also be computationally expensive and tedious. Previous works show these issues
can be circumvented by extracting image features using pretrained convolutional neural network
weights. Not only is this approach simpler, but this has been shown to obtain similar or better results
in some cases than the more tedious feature extraction techniques. This feature extraction allows us
to have a length-512 vector summary of each chunk of the image, where the chunks of the image
form 16x16 grids. Since all of our images are 512x512 pixels each length-512 vector summarizes the
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features of a 32x32 box. In our implementation we used a VGG-16 pretrained on ImageNet, with all
of the fully connected layers removed. Thus the remaining convolutional and max pooling layers
maintained spatial consistency.

3.4 Prediction

Figure 4: Visualization of Sparse and Dense Grid Representations

Our prediction strategy was designed to account for a number of known challenges in saccade
prediction. The challenges are that 1. Saccade sequence predictions are highly prone to error because
an incorrect guess could cause future saccade guesses to be based on false assumptions. 2. Despite
using state of the art pupil tracking techniques, our pupil tracking data was not as precise as we
would’ve liked. The position of the users gaze was predicted to be located somewhere in a chunk of
the image, where a 10x10 grid of chunks composes the image. 3. Previous works detail the risk of
overfitting on human saccade datasets[15]. 4. Many factors go into a human’s decision of when and
where to saccade, so a good model will need to take in multiple forms of data.

We designed a model with a simple architecture. First, 512x512 pixel frames from the video would
be forward-passed through a CNN to extract the relevant features. These features would summarize
chunks in a 16x16 grid. To facilitate explanation we will contrive some terminology: the users gaze
on the image can be described in two ways. It can be described as being inside of a particular chunk
on a 10x10 grid, which is what the headset measures. We will call this the sparse grid, which is made
up of sparse blocks. That same location can be described as being located in a chunk on a 16x16 grid,
which is the grid our CNN uses to extract features. This will be called the dense grid, which is made
up of 256 dense blocks. See figure 4 for visualization.
Given where a user is looking in a frame, our task is to predict where the user is likely to be looking
in the subsequent frame. We do this using a four-layer feed-forward fully connected network, and a
multi-step procedure. We first read in a frame for where the user is currently looking on the sparse
grid. When then translate this to a dense grid location. Next we make 256 pair-wise predictions: for
each dense block in the next frame, what is the probability the user will shift their gaze there? We
get the labels for this probability be calculating what fraction of each dense block overlaps with
the sparse block where the user will look in the next frame. The feed forward network predicts this
probability and tries to minimize the mean squared error loss function, which is typical for regression
problems.

In order to predict this, the feed forward network takes in a number of inputs. It takes the length-512
feature vector for the previous dense block, the feature vector for the next dense block, a one-hot
encoding of how many frames the user has spent in the current dense block, a one-hot encoding
of the rotation of the head, as well as how far the next dense block is from the center of the image.
Including a variety of inputs attempts to emulate the decision making process of choosing a next gaze
location. Utilizing a simple fully connected network, as opposed to something more complicated like
an LSTM mitigates the risk of overfitting.

Finally, now that we have predicted a probability for each of the dense blocks in the 16x16 grid, we
elect a sparse block as the most likely candidate for the users gaze in the next frame. We do this by
convolving a 3x3 patch across the dense grid of probabilities and finding the location for the patch
that maximizes the sum of probabilities. The center of the 3x3 grid is then translated into a location
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on the dense grid, which is the predicted dense block. This 3x3 patch is representative of a center
block in, which the model is maximally confident, surrounded by a radius of 1 neighbor on all sides,
which share some of the predictive confidence. By using this majority-voting approach we gain
confidence in our prediction and mitigate the penalty of basing subsequent predictions off incorrect
assumptions for previous gaze location.

4 Results and Conclusions

Our data collection and data clean up process resulted in a clean data set of 40 videos. Despite
using state of the art pupil tracking technology, the gaze predictions were not extremely precise.
However, given the very primitive state of technologies for saccade prediction in immersive videos,
we conclude that this is a good data set to start training with until models develop to be able to predict
with a higher degree of precision.
For both the 20 static and 20 dynamic videos, we used 18 videos for training and held out the other
2 videos for test data. We evaluated our results on the first 500 frames of the test videos. After
running the model for only a few epochs, we found that we achieved an accuracy of 14.6% for static
videos, and an accuracy of 9.8% for dynamic videos. While these numbers seem promising at first,
compared to 2D image benchmarks, two factors bring the accuracy of this model into question. First,
the very strong central gaze tendency of our dataset promises that guessing the gaze will always be
very close to the center is always a very successful prediction. Secondly, the imprecise nature of
the measurements means that our model can make relatively inaccurate predictions that will still
fall within the measured sparse block, and will thus be counted as a correct prediction. Due to the
very strong central gaze tendency of this data set and the imprecise nature of the data, this accuracy
is inflated and we conclude that our model does not currently have any predictive power that is
statistically significant. However, our model has potential for success with greater computational
power. Our majority voting scheme and large volume of data turned out to be prohibitive, so we were
unable to train to the model’s full capabilities. We suspect that with more computation power the
model could attain statistically significant predictions.
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