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Dear readers,

I'm glad to introduce you the second number of the NESUS
Newsletter. It is a new number and a new year that will give us
the opportunity to extend the activities and the cooperation
into the NESUS action.
Since the publication of the former newsletter, the members of
the Action have been very active. We celebrated the Second
Working Groups meeting in Paris with more than 60 people
attending. The meeting was very successful and all WG
presented results and planned activities for the second
semester. We also celebrated our first Industrial session in
Paris, with speakers from BULL, INTEL Huawei, Kalray, and
ETP4HPC. I would like to thank all speakers for their kindness
and interest. We have been successful to cover the 15 grants
planned for Short Term Scientific Missions to enhance the
cooperation between research groups inside the Action.
Actually, we could not cover 3 more STSM requests due to lack
of budget, which demonstrates the interest in this kind of
activity. Related to dissemination, NESUS was presented in
Supercomputing 2014 (New Orleans, USA) by Prof. Anne C
Elster (NTNU) and Laurent Lefreve (ENS Lyon). I was also
invited to present the Action in special keynotes in Cloudnet
2014 (Luxembourg), HIPEAC Conference 2015 (Amsterdam,
Netherlands), and PDP 2015 (Turku, Finland). The activity has
been also very strong in NESUS web site. We have an
increasing number of visitors coming from many countries
around the world, which means an average number of 3000
unique visitors (45% coming from USA). A catalogue of open
source applications and another for Tools have been
developed and are now operative. Both are accessible through
the Web portal and they will serve to demonstrate new
ultrascale systems and take on their main challenges. They are
open so that anyone will be able to use these applications to
test them in their systems and demonstrate their level of

sustainability.
Due to the collaboration among the members of the Action,
right now, NESUS members are involved in the elaboration of 3
special issues of journals: Concurrency and Computation
Practice and Experience, Simulation Modelling Practice and
Theory, and Supercomputing Frontiers and Innovation. But we
are also proud to have the first proceedings book coming
entirely from the Action cooperation, the Proceedings of the
First International Workshop on Sustainable Ultrascale
Computing Systems (NESUS 2014), a summary of the best
contributions the first action workshop held in Porto in August
2015. The Second NESUS workshop will be celebrated at
Cracow by September 2015, where we hope to have a high
quality scientific meeting.
We also have planned NESUS Winter School for February 2016
in Timisoara (Romania). Our first winter school will be devoted
mainly to early stage researchers and to allow PhD students to
exchange ideas and to have mentorship from experienced
members of the Action. Education is very important to make
the community grow and to raise awareness on sustainability
in ultrascale computing, which is a major goal of the NESUS
Action.
For 2015, it is time in NESUS to increase cooperation to define
ultrascale services and to make surveys in the community
(research, industry and users) to elaborate a first version of the
NESUS research roadmap that will be the leading trail for
future activities in the Action. I hope you can stay with us and
follow NESUS activity in the coming three years that are still
left for our COST Action.

Kind regards,
Jesus Carretero
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Paris Working group meeting
December 1-2, 2014
EUROSITES LA DEFENSE, Puteaux, France

The first working group meeting of the NESUS COST Action
took place near Paris in December 2014. The goal was to
gather working group members and management committee
members to work on specific subjects related to each working
group.

On the first day, each working group gathered and discussed
on the following topics:

WG 1. (State of the art and continuous learning in Ultra Scale
Computing Systems) worked on the state-of-the-art
document and on the HProC Focus group.

WG 2. (Programming models and runtimes) worked on the
survey paper on runtime systems, the tools repository
and a position paper.

WG 3. (Resilience of applications and runtime environments)
discussed several research topics related to this WG
such as big data, trust or internet of things.

WG 4. (Sustainable data management) had several technical
presentations and presented new I/O projects.

WG 5. (Energy efficiency) discussed challenges for energy-
efficiency at ultrascale as well as metrics and
benchmarks.

WG 6. (Applications) had two focus groups: common
features in mesh methods and earth Sciences.

On the second day we had a very interesting industrial session
with presentations of activities of:

• BULL and ETP4HPC platfrom: Jean-Francois
Lavignon
• Kalray: Yann Kalemkarian
• Huawei: Bill Mc Coll
• Intel: Marie-Christine Sawley

Lively discussions followed on the cooperation with industry
and what NESUS could bring in terms of outcome on the path
to Exascale. Cooperation opportunities were explored along
different means ( joint project, PhD co-advising, bilateral
collaborations, etc.)

On the overall, these two days were very intense and fruitful. It
helped members of the Action to better know each other and
to exchange ideas and discuss possible collaborations. The
industrial session has also been acclaimed as a very successful
moment where different visions on ultrascale computing
where exposed.

Emmanuel Jeannot, Action Vice-Chair

NESUS Activities

Editors: Jesus Carretero, Javier Garcia Blas, Jorge Barbosa, Ricardo Morla

Proceedings of the First International Workshop
on Sustainable Ultrascale Computing Systems
(NESUS 2014)

It is a pleasure to present the proceedings of the First International Workshop on Sustainable Ultrascale
Computing Systems (NESUS 2014), which covers the topics related to NESUS COST Action working
groups. NESUS 2014 were held in Porto, during August 27-28th 2014 and counted with the participation
of 67 members of the Action. The workshop proceedings includes 29 full papers that, after further
extension and additional review, were selected for publication. The proceedings were edited as a book
and published on-line in the action web site. We want to thank to the author for their participation and
specially, Jorge Barbosa and Ricardo Morla for their editing work.

Link: http://www.nesus.eu/proceedings
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Over the last few years data has become the foundation of modern
computing and storage infrastructures. The major technological
concerns today revolve around our ability to store and process
enormous amounts of data being generated from different sources
and in multiple domains of human activity. Large storage and
processing infrastructures are becoming a cornerstone for keeping up
with data growth. Exascale computing and storage technologies are
starting to exhibit a significant overlap both in terms of problems as
well as solutions in this data-centric view of the world (Figure 1).
Given these 'Big Data' trends and concerns, large storage and
processing infrastructures are becoming a cornerstone for keeping up
with data growth. Exascale computing and the associated storage
and I/O technologies are starting to exhibit a significant overlap both
in terms of problems as well as solutions in this data-centric view of
the world.

WG4 studies the data management lifecycle on scalable architectures
in a synergistic approach combining HPC and distributed computing,
as future scalable systems will require sustainable data management
for addressing the predicted exponential growth and complexity of
digital information. Research in WG4 explores the relationship
between the data management lifecycle and scalable architectures in
order to pave the way towards reaching sustainable ultrascale on the
next generation of computing platforms and seeks to build a multi-
disciplinary environment by attracting applications scientists from
different domains who face big data problems.

In this context, a main goal of WG4 is to examine issues that have
emerged in the data storage and processing stack and directions for
solutions that people are pursuing today. In a top-down fashion, we
examine the conceptual layers of the data processing and storage
stack, from use cases and applications to frameworks, storage
systems, and infrastructure and we present emerging challenges and
technology trends in each layer.

We examine both sides of the coin: data and storage. Therefore, we
include issues related to both data management and processing as
well as storage architectures and approaches. In a top-down fashion,
topics that are of interest include:

• The relationship of exascale storage and I/O to Big Data. Although
they initially focused on different kind of applications, they are
getting closer in many ways. For instance, methods commonly
termed 'big data analysis' are becoming key to analyze the results of
HPC simulations, and HPC applications are becoming more data
centered using volumes of aggregated data from social,

instrumentation or scientific sources, blurring the differences
between the two. Regarding the techniques used, in both cases the
lack of traditional.
• POSIX and relational databases compliance is often seen as a show

stopper and new approaches are hard to establish, so examining
issues that have been identified in the two areas and outlining
similarities and differences are important activities.
• Requirements and use cases for large data processing and analysis

to be used also as driving examples for the rest of this report. We
present use cases in the areas of social data analysis, urban
computing, and biosciences and analyze their needs. Problems faced
by these applications, the data analysis infrastructure needed and
that is available today, its limitations, and how we foresee satisfying
the growing needs in these significant application areas and in others
with similar requirements.
• Current approaches and limitations in data management and

semantics and associated frameworks. How existing solutions try to
overcome the issues of Big Data analysis and the steps to be taken in
order to meet the Exascale requirements.
• Moving from data to storage and discusses the boundary between

the two. It outlines the storage abstractions that have dominated
until today and their limitations. POSIX file systems or relational
databases have proven to be insufficient for the needs of Exascale
and big data applications. For this reason new file system
abstractions such as HDFS or NoSQL databases are becoming
popular. Nevertheless, when data sharing becomes the key of data
usage, it is important to address the problems associated with secure
and controlled sharing on such scale.

• Possibilities for extensions and new approaches that can even-
tually make both infrastructures and data analysis more effective,
efficient, and easier to use.

• Scale-out and scale-up challenges for storage systems. We first
present current technologies and their limitations for storing and
accessing data at large scale and high I/O rates. In addition,
opportunities for breaking away from today's limitations and allowing
unprecedented scaling capabilities.

• Recent and projected advances in server architectures lead to
increasingly denser computing and storage units (data nodes) that
pose significant challenges to the traditional mechanisms for storing
and accessing data.

• At the device level, how emerging storage device technologies
dictate changes to the traditional storage architectures and the
implications for networking and the associated protocols. At a high
level the convergence of storage and compute components and how
the systems software stack in the I/O and networking paths need to
evolve.

• Advances of energy efficient file system for large-scale
infrastructures.

WG4 has already organized two short scientific visits, has published
one joined paper, submitted three more joined papers, one of which
is a commentary on broader issues in the area, has organized two
workshops, and is in the processes of organizing further events and
activities. For any questions or for additional information please
contact the WG4 co-leaders:

Prof. Angelos Bilas (FORTH, Greece) and Prof. Toni Cortes (BSC,
Spain).

WG4: Sustainable Data Management

NESUS Activities
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A new application has been included in the software catalogue of the NESUS Web site:
tools repository

TOOLS REPOSITORY APPLICATION

The goal of the Tools Repository is to gather a set of ultra scale
tools (including HPC, large scale distributed, and big data) that
can be used for researchers in the field. It is also intended to be
useful for researchers that design solutions targeting the
improvement and sustainability of existing applications while
running for ultrascale systems.

The Tools Catalogue is open to every researcher of the
community to add, retrieve and use stored benchmarks. There
are 3 status of tools in this catalogue:

A1 - Academic under development

A2 - Academic operational prototype

A3 - Distributed tool

Link: http://www.nesus.eu/tools/

OpenACC is a standard for heterogeneous computing designed
to mitigating the challenge posed by the lack of effective tools
for heterogeneous systems programming. The standard
lightens the coding effort required to develop heterogeneous
parallel applications. Following the OpenMP approach, in the
OpenACC API, the programmer annotates her sequential code
with compiler directives, indicating those regions of code
susceptible to be executed in the the GPU. accULL is an open-
source implementation of the standard supporting both CUDA
and OpenCL platforms.
The implementation is based on two components: a source-to-
source compiler and a portable runtime library. The Figure
shows normalized execution times with respect to the average
for three different OpenACC compilers: PGI, CAPS and accULL.
The excutions correspond to the Level 1 benchmarks in the
EPCC OpenACC benchmark suite with an input size of 64MB.
The accelerator platform is a NVIDIA Tesla K20c and the host
system consists of one Intel Xeon E5-2660 CPU. In the Figure,
values greater than zero mean that the implementation
performed better than the average. Values lesser than zero
mean the opposite.

Link: http://cap.pcg.ull.es/accULL

Francisco Rodriguez, University of La Laguna, Spain

accULL - An Open-source Implementation of the
OpenACC standard

NESUS Announce
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Philharmonic is a cloud simulator developed to realistically
model geographically-distributed data centers influenced by
real-time electricity prices and temperature-dependent cooling
efficiency that we call geotemporal inputs. It can simulate
different scheduling algorithms and calculate their effects in
terms of energy consumption, costs, cooling overhead and
service quality. The simulator is used through a command line
interface taking various CSV and configuration file inputs and
outputs results as serialised data frames that can be parsed and
analysed in Python using scientific libraries such as Pandas and
Matplotlib.

URL: https://philharmonic.github.io

Philharmonic - A Geo-Distributed Cloud Simulator

Greencloud is a sophisticated packet-level simulator for
energy-aware cloud computing data centers with a focus on
cloud communications. It offers a detailed fine-grained
modeling of the energy consumed by the data center IT
equipment, such as computing servers, network switches and
communication links.

GreenCloud can be used to develop novel solutions in
monitoring, resource allocation, workload scheduling as well
as optimization of communication protocols and network
infrastructures. It is released under the General Public License
Agreement and is an extension of the well-known NS2 network
simulator.

GreenCloud has been elaborated in the context of the ECO-
CLOUD (http://ecocloud.gforge.uni.lu/) and GREEN-IT
(http://greenit.gforge.uni.lu/) projects.

Dzmitry Kliazovich, University of Luxembourg

NESUS Tools: GreenCloud Simulator

http://greencloud.gforge.uni.lu
https://twitter.com/GreenCloudSim
https://www.facebook.com/greencloudsimulator

NESUS Announce
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At the horizon of 2020, the digital universe will weight 40 zeta
bytes and the associated data market is evaluated at $50B.
Indeed, we can observe that more and more quantities of data
are produced and collected along the different business
processes. These data now tend to be valorised by enterprises
to gain knowledge about market evolution, client base
development, competition positioning or influential social
network parameters. The term intelligent data analysis has
been suggested to qualify this new axis of enterprise
development.
The DAPLAB (Data Analysis and Processing Lab) has been
created in December 2014 by Benoît Perroud, a renowned
expert in infrastructures management, Hadoop and DevOps
engineering. DAPLAB is physically hosted at the Institute of
Complex Systems of the University of Applied Sciences of
Western Switzerland at Fribourg, led by prof. Jean Hennebert
and prof. Pierre Kuonen. On February 26th 2015, a non-for-
profit association has been created to manage DAPLAB
activities, governed by the article 60 and following of the Swiss
Civil Code.
With a model similar to fablabs (fabrication laboratory),
DAPLAB aims at facilitating the access for enterprises and
universities to emerging technologies in the area of big data

and intelligent data analysis. Specific objectives are:
• Infrastructure: provide access to massive dat

a storage and computational power for its members
• Educating: share knowledge, teach students, grow

local engineers, provide bare-metal access to learn
how to setup data processing infrastructure
• Positioning: build a network of experts and

expertise, raise market awareness
• Developing: prototypes, performance testing, pre-

production developments

Currently, DAPLAB is hosting 250TB of storage, more than 150
cpu cores with a total of more than 1 TB of RAM.
Your company or academic institution can become member of
the association and get access to DAPLAB facilities. Storage,
support and computation quotas are allocated according to
the membership level.

More information on www.daplab.ch

Contact person in Nesus:
Prof. Pierre Kuonen <pierre.kuonen@hefr.ch>

Creation of the DAPLAB - Data Analysis and Processing Lab

Web page has been created with the aim to show the background of creation, results of research, and ongoing activities in the
development of self-configurable computer systems – a new direction in high-performance computing.
The project entitled "Improvement of heterogeneous systems efficiency using self-configurable FPGA-based computing", which is
the part of the NESUS Action, is one of the projects being developed in direction of the self-configurable computer systems
creation, based on the reconfigurable hardware.
Beside getting introduced with High Performance Intelligent Heterogeneous Computing Group and its activities, viewing news
and reading the scientific background of the self-configurable computer systems, after registration, web page visitors are also
able to download publications and leave their comments or even to engage in conversation in the site blog.
So, welcome to selfconfigurable.com!

Anatoliy Melnyk, Lviv Polytechnic, Ukraine

SelfConfigurable - New NESUS Service

NESUS Announce
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After landing in Manchester, typical rainy weather, but with sun
shining through greeted me. I immediately had my first
encounter with the Manchester public transport as I took one
of the many colourful double-deckers to reach the Kilburn
building where I was about to spend the next two weeks as
part of my Short Term Scientific Mission at the University of
Manchester. The building houses the School of Computer
Science and with its interesting red brick façade represents the
typical local architecture.
After meeting my new colleagues, Dr Rizos Sakellariou and Ilia
Pietri, a PhD student from The High-Performance, Parallel and
Distributed Software Systems Laboratory, we visited the
historical Whitworth Hall to brainstorm ideas that we could
work on. We decided to study CPU frequency scaling under
new performance-based pricing schemes recently introduced
by cloud providers, such as ElasticHosts. This line of research
was already done at the University of Manchester and the
simulator we developed at TU Vienna was well suited to
evaluate the new cloud controller we envisioned. Over the
course of the next days, we researched the existing work,
sketched our models and performed proof-of-concept cost

saving estimations. Having made good progress, we continued
with the implementation of the simulation testbed in Python,
using the data analysis library Pandas, on which both Ilia and I
worked actively to achieve good results. At the end of my stay
there, we started drafting a research paper in which we will
publish our results. After my return to Vienna, we continued to
work together in an online collaborative environment
ShareLaTeX.
All in all, I had a very good and productive stay in Manchester. I
managed to meet many new people, see some of Manchester’s
historical channels built during the industrial revolution, visit
the lovely Christmas markets and attend the Christmas
celebration organised by the School of Computer Science.
Also, I started a scientific collaboration with the group at
University of Manchester that I am sure will continue in the
future as well.

Dražen Lučanin, Vienna University of Technology, Austria

A visit to Dublin is always pleasant, even in winter, when the
weather is not the most appropriate. After a couple of day
adapting me to the temperature, I was ready to start the work.
First day, an initial meeting with Prof. Lastovetsky was useful
to share details about our current works, previously discussed
in the meeting celebrated in Paris two months before. That
initial meeting put me in road to achieve the goals defined in
the STSM application.
Our common interests are in the field of formal modeling of
computation and communication. In the University of Dublin
they apply a mathematical model to balance the computation
of hybrid applications executing in heterogeneous platforms
as those composed of GPUs and multicore CPUs. The
FuPerMod software implements the whole process of
benchmarking of the kernels composing the application, and
generating the partitions of the data processed by the
application between the processes, through the application of
a Functional Performance Model.
In the University of Extremadura, my current work is in the
definition and validation of a new communication parallel
performance model, called T-Lop. This model has the goal of
representing and accurately predicting the cost of algorithms
in hierarchical architectures, i.e., composed by several
communication levels, as shared memory and networks in
multi-core clusters.
The goals of the STSM were slightly extended, from the initial

idea specifically focused on the measurements parameters of
the T-Lop model, to a more general and wider goal of
combining the two approaches to model an application. T-Lop
model adds information about the communication
performance results in heterogeneous platforms upon the
FuPerMod load balancing. The user is provided with a
methodology to get that information about performance
behavior of his hybrid applications.
The result for the visit was that, finally, the theoretical study
was completed in applying FuPerMod and T-Lop to the matrix
multiplication Summa algorithm. FuPerMod generates the
balanced 2D data partition of the matrices between a set of
processes, that is taken as an input for the T-Lop model to
evaluates the communications between the processes. The
communications are heterogeneous, so a few days were spent
in establishing some assumptions to be able to apply the
model to this kind of communication pattern. It was not so
hard as expected, and the results are promising.
Now, back in Extremadura, where the weather is hotter, but
beer is not as good as in Dublin, I continue working in
extending the model, as well as in the experimental side, for
validating the models obtained. Of course, on close
collaboration with Alexey, whom I thank for his support and
kindness. We hope to generate a paper in this issue soon. If it
interests you, be attentive.

Juan Antonio Rico Gallego, University of Extramadura, Spain

STSM Visits

Performance Modeling of Algorithms

Energy-Aware Cloud Management
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Towards efficient decomposition and scheduling of
MPDATA stencil computations on Intel MIC clusters

The purpose of my visit was to increase knowledge in the area
of efficient data decomposition for heterogeneous and hybrid
platforms. Especially, the major challenge was applying the
theoretical models as smart mechanisms for providing the
appropriate distribution of the stencil-based algorithm among
the Intel MICs computing resources. In our research, we
concentrate on adaptation of the multidimensional positive
definite advective transport algorithm (MPDATA) to modern
HPC platforms. Generally, we propose several mechanisms to
improve a code efficiency for the MPDATA stencil-based
algorithm. However, developing a flexible data and task
scheduler require to apply adequate performance models. In
particularly, the Functional Performance Model (FPM)
developed by the group of Heterogeneous Computing
Laboratory headed by Dr. Alexey Lastovetsky is the prime
candidate to reach this goal.
FPM is based on mathematical methods and is used to solve
the data partitioning problem. It represents the processor
speed by a function of problem size. This model is built
empirically and integrates many important features
characterizing performance of the architecture and

application. We built the speed functions for MPDATA that help
us to analyze the performance of the application processed by
Intel Xeon Phi. Based on the speed functions, a software
framework developed by the UCD Heterogeneous Computing
Lab was successfully employed to solve the data partitioning
problem of MPDATA computations. The output of this
framework is an efficient MPDATA domain distribution.
The obtained performance results provide a strong basis for
the next step of our research on the optimization of
distribution MPDATA computations across heterogeneous
clusters with Intel MIC accelerators. The main aim of this
research is to develop an optimal parallel version of MPDATA
stencil computations, which allows us to take the maximum
advantage of heterogeneous cluster. The possibility of further
cooperation with NESUS partners will help to cope these
challenges.

Lukasz Szustak, Czestochowa University of Technology, Poland

STSM Visits

Prof. Maria Pilar Gonzalez Ferez (University of Murcia) visited
the group of Prof. Angelos Bilas in the Institute of Computer
Science (ICS), at the Foundation for Research and Technology-
Hellas (FORTH), from September 1st, 2014 to October 31st,
2014. During this visit, we have examined how networked
storage protocols over raw Ethernet can achieve low latency
and low host CPU overhead, and increase network link
utilization for small I/O requests. Small I/O requests are
important for a large number of modern workloads in data
centers, but they traditionally have been bound by the latency
of magnetic disks. In addition, techniques for improving
throughput have usually ignored small I/O requests, since they
mostly focus on large requests. Indeed, network storage
protocols have been optimized to achieve high throughput
without considering host CPU overhead per I/O request and
link efficiency. However, with new storage device
technologies, such as NAND Flash SSDs and NVM, network
latency is becoming an important component of I/O response
time in networked storage that dominates the data center.
Given the importance of small I/Os, it becomes important to
examine how we can deliver end-to-end high I/O rates and at
low CPU utilization. In our collaborative work, we first have

analyzed in detail the latency and overhead of a networked
storage protocols directly over Ethernet and we have pointed
out the main inefficiencies. Then, we have examined how
storage protocols can take advantage of context switch
elimination and adaptive batching to reduce latency and
overhead and improve link utilization. The dynamic batching
technique proposed varies the degree of batching to match the
load at a fine grain, without a negative impact on I/O overhead
and response time. Our approach is to dynamically determine
the number of requests that a batch message should include
by analyzing the throughput obtained. For low concurrency, by
eliminating context switches in the receive and send paths, we
reduce latency by up to 30% and reduce overhead by up to
45% per I/O request, for 4 kB requests. When there are many
concurrent I/O requests, without increasing I/O latency, our
dynamic batching mechanism improves link utilization by up
to 56% and 53% for read requests and write requests,
respectively, achieving 88% and 81% of the theoretical link
utilization for 4 kB reads and writes, respectively.

María Pilar González Férez, University of Murcia, Spain

Optimizing small I/O request in network storage
protocols
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Exploiting NVIDIA dynamic parallelism in CG method

This STSM visit was a nice opportunity to strenght my
collaboration with the research group from the University
Jaume I, Castellon de la Plana (Spain) and to continue on our
previous collaboration on improving scalable out-of-core
eigensolvers for hybrid, GPU-based systems. However, after
the first meeting with my host, prof. Enrique Quintana-Ortí, we
decided to direct our research towards the exploitation of a
new feature of the latest NVIDIA graphic processors, called
dynamic parallelism (DP).
The DP is exploited in order to reduce execution time and
improve energy consumption of the Conjugate Gradient (CG)
method for iterative solution of sparse linear systems. In
particular, when the target platform is a hybrid GPU-based
cluster, a conventional implementation of the CG method
completely relies on the GPU for the computations, and leaves
the CPU in charge of controlling the GPU only. The reason is
that this type of iterative solvers is composed of fine-grain
kernels, which exhibit a low ratio between computation and
data accesses (in general, O(1)). In this scenario,
communicating data via a slow PCI-e bus mostly blurs the
benefits of a CPU-GPU collaboration. In addition, when the
body of the iterative loop in the CG solver is implemented via
calls to the GPU kernels, e.g. in CUBLAS/cuSPARSE, the CPU-
GPU communication becomes the main bottleneck. The cause

is that, in such implementation, the CPU thread in control of
the GPU repeatedly invokes fine-grain CUDA kernels of low cost
and short duration, resulting in continuous stream of kernel
calls that prevents the CPU from entering an energy-efficient
C-state.
In the new implementation, developed during the visit, the CG
solver is launched from the CPU as a single “parent” CUDA
kernel, which then invokes other “child” CUDA kernels. In this
approach, the CPU proceeds asynchronously to perform other
work or is simply put to sleep via the CUDA blocking
synchronization mode and the CPU C-states. The GPU is then
in charge of executing the complete solver, with the parent
kernel calling ther “child” CUDA kernels to perform specific
parts of the job. Furthermore, in order to improve efficiency,
we redesigned the implementation of the key vector
operations arising in CG, concretely the dot product and axpy-
like operations, into two-stage CUDA kernels.
The first experiments show that this approach decreases the
overall energy consumption up to 15% (in average case) and
execution time (4%). The research results are presented in a
paper that was sent to Parco2015 conference.

Davor Davidović, Ruđer Bošković Institute, Croatia

In this STSM, I focused on consolidation of the collaboration
strategy between INESC- ID Signal Processing Systems (SIPS)
Group and the Parallel and Distributed Systems (PADSYS)
laboratory, University of Nis for the investigation and
development of solutions for massive video processing on
distributed and cloud environments. Such research aims at
optimizing the performance and energy cost of the video
processing, both on the provider and client sides. In order to
achieve such goals, we plan to most efficiently exploit the
heterogeneity of computational resources available in the
Clouds, by applying advanced energy efficiency, hybrid
computing and scheduling solutions. Such research goes
towards making the video services more accessible to the wide
public community.
Due to the fact that the QoS of the most common video
processing services (e.g. video transcoding, video streaming,
etc.) highly depends on the efficiency of implemented video
compression mechanisms, the node-level optimization of the
HEVC/H.265 video compression was chosen as an initial target
of this collaboration. In details, I performed a research in
decreasing the high computational load of HEVC/H.265

encoder by developing Machine Learning Solutions for Fast
CTU Partitioning Decision in HEVC/H.265. In this scope, the
impacts of several parameters, such as motion data obtained
for neighboring CTUs, were tested in order to most efficiently
predict the partitioning depth of currently processed CTU. For
such prediction, several different machine learning methods,
such as Support Vector Machine (SVM), Neural Networks, and
Decision Trees were tested, as well as different training
methods (i.e. Quasi-Newton method and Newton method).
The preliminary results show that for some of the sequences,
such as FourP eople or BasketballDrill, we were able of
identifying 70-80% of zero partitioning depth CUs, however,
with 0.1-0.15 miss- prediction rate. In order to further improve
this results we plan to continue this collaborative research in
the following period.

Svetislav Momčilović, INESC-ID, Portugal

STSM Visits

Massive Video Processing in Distributed
and Cloud Environments
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The RePhrase (http://rephrase.weebly.com/) project directly
meets the challenge of software tools and methods for large,
complex and data-intensive systems, by studying the critically
important issue of improving software development practice
for parallel data-intensive applications. Data-intensive
applications are among the most important and commonly
encountered kinds of industrial application, and are
increasingly important with the emergence of "big data"
problems. Emerging heterogeneous parallel architectures form
ideal platforms to exploit the massive-scale inherent
parallelism that is usually implicit in such applications, but
which is often difficult to extract in practice.

Solving this problem will bring major economic benefits to the
software industry. To address this challenge, RePhrase brings
together a team of leading industrial and academic
researchers, software engineers, systems developers,
parallelism experts and domain experts from large companies,
SMEs and leading universities. It aims to develop a novel
software engineering methodology for developing complex,
large-scale parallel dataintensive applications, supported by a
very high-level programming model. It will exploit advanced
pattern-based programming, refactoring, testing, debugging,
verification and adaptive-scheduling technologies to build an
interoperable tool-chain supporting a methodology, based on
but significantly extending existing industrial and research
tools. These tools will significantly ease, and even automate,
all phases of typical software development, from design and

implementation to long-term maintenance and software
evolution.

The generality of the RePhrase approach will be ensured by
targeting C++ and the most popular low-level parallel
programming models, such as the C++11/14/17 standards,
PThreads, OpenMP, Intel TBB, OpenCL and/or CUDA. We will
demonstrate our approach on a range of large-scale data-
intensive applications, taken from different domains, including
bio-medical image processing, data analysis, machine
learning, computer vision and railway diagnosis.

With a funding fo 3.5 million euros, the RePhrase project runs
from April 2015 to March 2018 and joins academic institutions
(University of St Andrews (UK), Universidad Carlos III de Madrid
(Spain), University of Pisa (Italy), and University of Torino
(Italy)) with industrial partners (IBM Israel Science &
Technology Ltd. (Israel), Software Competence Centre
Hagenberg (Austria), Centro de Investigacion Biomedica en
Red de Salud Mental (Spain), EvoPro Innovation (Hungary),
and Programming Research (UK)).

Jose Daniel Garcia Sanchez, University Carlos III Madrid, Spain

Several NESUS members participate in H2020 RePhrase project

The IT4Innovations research group at the Institute of Geonics AS CR (an institute of the Academy of Sciences of the Czech
Republic oriented to applied geosciences) is conducting research in two directions. It is on one hand research driven by the needs
of computer modelling in geosciences, especially in geoengineering and geoenvironmental applications. In this case, we focus on
problems of geomechanics, flow in porous media, thermal effects and coupling of these processes. The research include
simulation of large scale complex problems as well as a consecutive multiscale analysis, solution of inverse problems and
analysis of sensitivity to the input data and quantification of uncertainty. On the other hand, we perform research in
development of efficient numerical methods, their implementation, parallel computing and solution of computationally extra
demanded problems. The Institute of Geonics is a partner in supercomputing project Centre of Excellence IT4Innovations in
Ostrava, CR.

Radim Blaheta, Institute of Geonics, Academy of Sciences of the Czech Republic

Institute of Geonics

Institute of Geonics AS CR - IT4Innovations group, Ostrava, Czech Republic

Guest corner
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Scope: Addresses innovations in technology relating to the energy efficiency of a wide variety
of contemporary computer systems and networks

With concerns about global energy consumption at an all-time high, improving computer
networks energy efficiency is becoming an increasingly important topic. Large-Scale Distributed
Systems and Energy Efficiency: A Holistic View addresses innovations in technology relating to
the energy efficiency of a wide variety of contemporary computer systems and networks. After an
introductory overview of the energy demands of current Information and Communications
Technology (ICT), individual chapters offer in-depth analyses of such topics as cloud computing,
green networking (both wired and wireless), mobile computing, power modeling, the rise of
green data centers and high-performance computing, resource allocation, and energy efficiency
in peer-to-peer (P2P) computing networks.

• Discusses measurement and modeling of the energy consumption method
• Includes methods for energy consumption reduction in diverse computing environments
• Features a variety of case studies and examples of energy reduction and assessment

Timely and important, Large-Scale Distributed Systems and Energy Efficiency is an invaluable
resource for ways of increasing the energy efficiency of computing systems and networks while
simultaneously reducing the carbon footprint.

Book: Large-scale Distributed Systems and Energy Efficiency:
A Holistic View

Numerical simulation is a crucial part of science and industry
in Europe. The advancement of simulation as a discipline relies
on increasingly compute intensive models that require more
computational resources to run. This is the driver for the
evolution to exascale. Due to limits in the increase in single
processor performance, exascale machines will rely on
massive parallelism on and off chip, with a complex hierarchy
of resources. The large number of components and the
machine complexity introduce severe problems for reliability
and programmability.

EXA2CT will
• Discover solver algorithms that can scale to the huge

numbers of nodes at exascale.
• Develop an exascale programming model that is usable by

application developers.
• Offer these developments to the wider community in open-

source proto-applications, to enable exascale

machine/software co-design and a basis for exascale
applications.

These proto applications will be disseminated to the reference
application owners through a scientific and industrial board
(SIB) to help generate momentum behind our approach. Do
you have a scientific application and want to be involved?

Contact us via www.exa2ct.eu.

EXA2CT - EU FP7 project

EXascale Algorithms and Advanced Computational Techniques

Guest corner

Co-authors from NESUS: Jean-Marc Pierson, Georges Da Costa, Laurent
Lefèvre, Tuan Anh Trinh, Pascal Bouvry, Emmanuel Jeannot, Domenico Talia
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Radu Tudoran
ENS de Rennes, INRIA, France
PhD defense: December 2014

High-Performance Big Data Management Across
Cloud Data Centers

The easily-accessible computation power offered by cloud
infrastructures coupled with the revolution of Big Data are
expanding the scale and speed at which data analysis is
performed. The cloud resources for computation and storage
are spread among globally distributed data centers. Enabling
fast data transfers in such scenarios becomes particularly
important for scientific applications for which moving the
processing close to data is rather expensive or not feasible
(e.g. genome mapping, high-energy physics simulations, large
sensors network). Analyzing how clouds can become “Big Data
- friendly”, and what are the best options to provide data-
oriented cloud services to address applications needs are the
key goals of this thesis. In this talk, we present our
contributions for providing high performance data

management for applications running across multiple cloud
data centers. We start by focusing on the scalability aspects of
single-site processing and show how the MapReduce model
can be extended across multi-sites. Next, we present a transfer
service architecture that enables configurable cost-
performance optimizations for inter-site transfers. This transfer
scheme is then leveraged in the context of real-time streaming
across cloud data centers. Finally, we investigate the viability
of leveraging this data movement solution as a cloud-provided
service, following a Transfer-as-a-Service paradigm based on a
flexible pricing scheme.

Matthieu Dorier
ENS de Rennes, INRIA, France
PhD defense: December 2014

Million-core supercomputers have become a reality in 2012
with LLNL's Sequoia supercomputer. Following Moore's law,
Exascale machines (capable of 10E18 floating point operations
per second) are expected by 2018. Such an immense
computational power is used in many research areas,
including earth sciences, biology, climate, or cosmology,
where large-scale simulations are conducted to understand
physical phenomena better. These simulations aim to replace
real experiments that are either too expensive, irreproducible
or simply unfeasible. But larger simulations on larger
machines lead to the production of larger amounts of data.
These data need to be efficiently stored and processed in order
to retrieve scientific insights. The traditional approach to data
management consists of storing the output of the simulation
during its run, move it and analyze it later offline. With an
increasing gap between the performance of storage systems
and the computation capabilities of recent post-Petascale
supercomputers, this approach becomes unsustainable. This
Ph.D. thesis explores new approaches to data management for
post-Petascale supercomputers. We first introduce the
Damaris approach, which leverages the multicore nature of
recent machines to offload data-management tasks into

dedicated cores. We study in particular how Damaris can be
used to hide the variability in I/O (Input/Output) performance,
and to provide in situ visualization capabilities to simulations
in a way that does not impact their performance. We then use
Damaris to evaluate the energy consumption of various data
management approaches, including the use of dedicated I/O
nodes. We then study the effect of multi-application I/O
contention on the performance of the storage system. We
propose the CALCioM approach, which provides a coordination
layer between distinct applications to mitigate I/O
interference. In regard to access patterns, it has been observed
that most applications have a repetitive behavior with respect
to I/O, and that a model of this behavior can be useful to many
systems (including CALCioM, but also any scheduler, caching
or prefetching system). Based on this, we propose Omnisc'IO,
an approach that leverages grammars to predict the spatial
and temporal access patterns of HPC simulations at run time.
This thesis includes results of experiments conducted with real
scientific simulations, including CM1, GTC, LAMMPS and
Nek5000, on real petascale and post-petascale platforms,
including NCSA's Blue Waters, ORNL's Titan, NICS's Kraken and
ANL's Intrepid.

PhD news

Addressing the Challenges of I/O Variability in
Post-Petascale HPC Simulations
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in conjuction with
The 13th IEEE International Symposium on Parallel and Distributed Processing with
Applications (IEEE ISPA2015)

Helsinki, Finland, August 20-22, 2015
Paper submission deadline: May , 2015
http://comnet.aalto.fi/ISPA2015

International Workshop on Reengineering for Parallelism in Heterogeneous
Parallel Platforms (RePara2015)

Ostrava, Czech Republic, May 25-28, 2015
Conference scope: Applied matematics, Numerical linear algebra, Optimization methods,
Computational science, High performance computing
http://industry.it4i.cz/HPCSE2015/

HPCSE 2015 - High Performance Computing in Science and Engineering

Bordeaux, France, September 21-24, 2015
Submission deadline: May 4, 2015
http:///eurompi2015.bordeaux.inria.fr

EuroMPI 2015 - 22nd European MPI Users' Group Meeting

as part of Euro-Par 2015
Vienna, Austria, August 24-28, 2015
Submission deadline: May 22, 2015
http://www.cs.gsu.edu/~tcpp/curriculum/?q=Euro-EDUPAR

Porto, Portugal, October 21-23, 2015
Paper submission deadline: June 1, 2015
http://www.fe.up.pt/cse2015

Held in conjunction with the
PPAM 2015: 11th International Conference On Parallel Processing And Applied Mathematics
Krakow, Poland, September 6-9, 2015
Submission of papers: April 26, 2015
http://ppam.pl

Workshop "Application of Parallel Computation in industry and
Engineering"(APCI&E)

18th IEEE International Conference on Computational Science and
Engineering (CSE 2015)

1st European Workshop on Parallel and Distributed Computing Education
for Undergraduate Students (Euro-EDUPAR)

Upcoming events




