
OPERATIONS RESEARCH
Vol. 67, No. 6, November–December 2019, pp. 1543–1563

http://pubsonline.informs.org/journal/opre ISSN 0030-364X (print), ISSN 1526-5463 (online)

Crosscutting Areas

Managing Portfolio of Elective Surgical Procedures:
A Multidimensional Inverse Newsvendor Problem
Hessam Bavafa,a,b Charles M. Leys,b Lerzan Örmeci,c Sergei Savind

aWisconsin School of Business, University of Wisconsin–Madison, Madison, Wisconsin 53706; b School of Medicine and Public Health,
University of Wisconsin–Madison, Madison, Wisconsin 53726; cDepartment of Industrial Engineering, Koç University, 34450 Sariyer-
Istanbul, Turkey; dThe Wharton School, University of Pennsylvania, Philadelphia, Pennsylvania 19104
Contact: hessam.bavafa@wisc.edu, https://orcid.org/0000-0003-0440-5040 (HB); leys@surgery.wisc.edu (CML);
lormeci@ku.edu.tr, https://orcid.org/0000-0003-3575-8674 (LÖ); savin@wharton.upenn.edu, https://orcid.org/0000-0002-2277-3712 (SS)

Received: September 14, 2017
Revised: June 5, 2018; October 5, 2018
Accepted: January 3, 2019
Published Online in Articles in Advance:
October 29, 2019

Subject Classifications: health care: hospitals;
inventory/production: uncertainty: stochastic;
probability: stochastic model applications
Area of Review: Policy Modeling
and Public Sector OR

https://doi.org/10.1287/opre.2019.1848

Copyright: © 2019 INFORMS

Abstract. We consider the problem of allocating daily hospital service capacity among
several types of elective surgical procedures in the presence of random numbers of urgent
procedures described by arbitrary finite support distributions. Our focus is on the in-
teraction between two major constraining hospital resources: operating room (OR) and
recovery bed capacity. In our model, each type of surgical procedure has an associated
revenue, stochastic procedure duration, and stochastic length of stay (LOS). We consider
arbitrary distributions of procedure and LOS durations and derive a two-moment ap-
proximation based on the Central Limit Theorem (CLT) for the total procedure duration
and the daily number of occupied beds for a given portfolio of procedures. An important
novel element of our model is accounting for correlation among the surgical and patient
LOS durations for the procedures performed by the same surgical team. We treat the
available OR and recovery bed capacity as nominal, allowing them to be exceeded at a cost.
The resulting model is a novel, multidimensional variant of the inverse newsvendor
problem, where multiple demand types compete for multiple types of service capacity. We
characterize the optimal number of elective procedures for single-specialty hospitals and
derive an optimality bound for a “front-end” capacity management approach that focuses
exclusively on OR capacity. For a setting with two dominant procedure types, we provide
an analytical characterization of the optimal portfolio composition under the condition that
the revenue from each procedure is proportional to the expected use of hospital resources.
We also derive a general analytical description of the optimal portfolio for an arbitrary
number of procedure types. For the general case of an arbitrary number of procedure types
in the presence of urgent procedures, we conduct a numerical study using data that we
have collected at a medium-sized teaching hospital. Our numerical study illustrates the
composition of the optimal portfolios of elective procedures in different practical settings,
and it investigates the quality of the CLT-based approximation and the effectiveness of the
front-end approach to hospital capacity management.
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1. Introduction
Hospital care is a core component of any advanced
system of healthcare delivery. The current changes
in the way that care is financed and delivered in the
United States are forcingmany hospitals to reevaluate
their approaches to managing their operations and
profit streams (Lee and Zenios 2012). In a study of
hospital closures in the United States in the 1990s,
Ciliberto and Lindrooth (2007) observe that low ef-
ficiency and inadequate reimbursement rates are the
two main determinants of hospital closures. In settings

where many hospitals aim for the highest possible uti-
lization of every component of their service capacity,
proper management of capacity allocation among
various services is key to sustained profitability.
In many hospitals, surgical services are responsi-

ble for the largest share of hospital revenues and
profits and have a direct impact on the utilization of
“downstream” hospital resources, in particular hos-
pital beds (Beliën et al. 2006). Given the importance
of the revenue stream generated by surgical proce-
dures, operating room (OR) capacity is often viewed

1543

http://pubsonline.informs.org/journal/opre
mailto:hessam.bavafa@wisc.edu
https://orcid.org/0000-0003-0440-5040
https://orcid.org/0000-0003-0440-5040
mailto:leys@surgery.wisc.edu
mailto:lormeci@ku.edu.tr
https://orcid.org/0000-0003-3575-8674
https://orcid.org/0000-0003-3575-8674
mailto:savin@wharton.upenn.edu
https://orcid.org/0000-0002-2277-3712
https://orcid.org/0000-0002-2277-3712
https://doi.org/10.1287/opre.2019.1848
https://doi.org/10.1287/opre.2019.1848


as a major constraint limiting a hospital’s ability to
increase its revenues (see, for example, Cardoen et al.
2010, Begen and Queyranne 2011). At the same time,
limited downstream capacity may also play a crucial
role in shaping a hospital’s ability to handle a par-
ticular combination or volume of surgical proce-
dures. For example, after each surgery, patients are
transferred to hospital recovery beds, often after a
stay at the postanesthesia care unit. The time that it
takes a patient to recover from surgery and leave
the hospital (length of stay (LOS)) is uncertain, and
the distribution of a patient’s LOS depends on the
type of performed surgical procedure. The presence
of two major types of constraining resources, those
that are related to the surgical procedure itself and
those that promote postoperative recovery, can create
tension between procedures that use the former re-
sources in amore profitablemanner and those that are
better at using the latter. When the recovery bed
capacity becomes strained, hospitals must place the
patients in beds that do not match their needs, add
temporary beds, or even discharge patients early and
cancel future elective surgeries (Song et al. 2018, Dai
and Shi 2019). All of these coping mechanisms can
decrease patient satisfaction, disrupt other hospital
activities, affect quality of care, and ultimately, hurt a
hospital’s competitive position. In our analysis, we
focus on the interaction between OR and hospital bed
capacity. The issue of particular interest to us is the
performance of the “front-end” approach to hospital
capacity management that focuses exclusively on OR
capacity and ignores the potential impact on the
downstream recovery bed capacity.

Our paper makes the following contributions to
the literature.

1. We develop a novel model for optimizing the
daily portfolio of elective surgical procedures by
considering the interaction between the utilization of
two limited resources: OR and hospital bed capacity.
In our model, each surgical procedure has an asso-
ciated expected revenue and stochastic duration as
well as stochastic LOS with arbitrary finite support
distributions.

To account for the observed effects of surgical teams
on the surgery outcomes (Wang et al. 2018), we consider
the setting where the surgical and LOS durations for
the procedures performed by the same surgical team are
perfectly correlated. For given daily numbers of pro-
cedures, we use a two-moment approximation based on
the Central Limit Theorem (CLT) to derive distributions
for the total required OR capacity and the total required
number of recovery beds (Proposition 1). We assume
that, for each procedure type, the total daily number of
procedures is composed of elective procedures and a
random number of urgent procedures that the hospital
must accommodate,with the number of electiveprocedures

bounded from above. In optimizing the daily portfolio of
elective procedures, we allow for the total resource re-
quirements to exceed the nominal capacity values, with
penalty costs imposed when this occurs. The resulting
model is a new variant of the inverse newsvendor prob-
lem introduced in Carr and Lovejoy (2000), namely the
variant where multiple demand types compete for mul-
tiple limited resources.

2. For the single-procedure setting, we provide a
complete characterization of the optimal number of
elective procedures and its monotonicity properties
(Proposition 2). In addition, we derive a bound on the
relative performance of the front-end capacity allo-
cation policy (Proposition 3).

3. In the setting with multiple types of elective
procedures, we derive two separate sets of results,
both in the absence of urgent procedures. For a set-
ting with two dominant procedure types, we provide
an analytical characterization of the optimal portfo-
lio composition under a condition that both pro-
cedure types have associated revenues proportional
to the expected resource use but are asymmetric in
terms of the second moments of their resource usage
(Proposition 4). For an arbitrary number of procedure
types, in the absence of limitations on the elective
surgeries, we offer a general analytical character-
ization of the optimal portfolio (Proposition B.1 in the
online appendix) as well as sharper expressions for
the optimal portfolio values in the special case of
“proportional” revenues and standard deviations for
OR and recovery bed usage for all procedure types
(Corollary B.1 in the online appendix).

4. We validate the use of the CLT-based approxi-
mation by comparing it with the exact solution for
the single-procedure setting, where both surgical and
LOS durations are represented by two-point distri-
butions. For the general case with n> 2 procedures,
there exist no closed form expressions for the usage of
hospital resources, and we use a numerical study
based on a real-life data set to show that the first two
moments of the exact distributions are sufficient to
approximate the total duration and the occupancy
levels for the purposes of optimizing the portfolio of
elective surgical procedures. We also investigate the
composition of the optimal portfolios with the ap-
proximated and exact solutions.

5. We use a real-life data set to investigate the ef-
fectiveness of the front-end capacity allocation ap-
proach as well as the effects of problem parameters
on the resource utilizations and the composition of
optimal portfolios. This data set includes informa-
tion on procedure durations, hospital compensation
amounts, and patient LOS.
The normal approximation that we derive facili-

tates the subsequent analyses of the effects of two
different resource capacities on the optimal numbers
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of elective surgical procedures. In our analysis, we
focus on establishing the optimal “capacity buffer”
values for each resource in the presence of “over-
capacity” costs. Both the theoretical results that we
present and the numerical investigation that we con-
duct using a real-life data set generate insights on how
these capacity buffers change and interact as the pa-
rameters of the problemvary. Themain takeaway from
our analyses is the significant effect of the variability
on the optimal portfolio, which can be observed in
different ways. For example, in all settings, the num-
ber of type i procedures is decreasing in the variance
of its resource usage (see, e.g., Proposition 2 and
numerical analyses in Section 6). Also, in the two-
procedure setting, Proposition 4 suggests that the
optimal number of procedures of one type is in-
creasing in the variance of the other type’s resource
usage. The relationship between the optimal port-
folio and variability can be simpler in special cases
(e.g., for n> 2 number of procedures in a completely
proportional setting, where the average benefit with
respect to each resource and the ratio of variances
for the OR and bed occupancies are equal for all pro-
cedures, the number of each procedure in the optimal
portfolio is inversely proportional to its variance of
surgery durations or equivalently, its variance of bed
occupancy (Corollary B.1 in the online appendix)).

The remainder of this paper is organized as follows. In
Section 2, we provide a review of the related litera-
ture. Our model is introduced in Section 3. Section 4
analyzes the case of a single procedure type, and
Section 5 provides results for the settings with two
types of procedures. Our numerical study is described
in Section 6. Section 7 discusses our findings and out-
lines potential extensions to our work. Our results for
an arbitrary number of surgical procedure types are
given in Online Appendix B.

2. Literature Review
Our paper focuses on the optimal management of
limited hospital service capacity and is related to
the revenue management (RM) literature. Our model
considers two homogeneous resources, hospital beds
and OR time, and assumes that the revenues for
surgical procedures are exogenously specified by
either the government or private insurers. Thus, we
focus on quantity-based RM rather than price-based
RM. Quantity-based RM has been addressed exten-
sively in the operations management literature; see
Talluri and Van Ryzin (2005) for a comprehensive
review on the subject. Early papers in this literature
stream, starting with the seminal work of Littlewood
(2005) (first published in 1972), focused on services
with fixed durations, such as air travel. However, in
many industries (such as hotels, rentals, telecommuni-
cations, and healthcare), customers utilize service

resources for varying lengths of time. Moreover, this
line of literature mostly considers only a single resource.
We first consider the studies on the single-resource

capacity. The earlier studies in this area mainly fo-
cused on the effects of LOS in hotel RM: for example,
Weatherford (1995) evaluates the effect of including
LOS in the optimization model but treats the LOS as
fixed and announced by customers in advance at the
time when a hotel reservation is made. Papers that
treat occupancy times as stochastic rely largely on
numerical methods and provide limited analytical
insights into the nature of optimal capacity allocation
policies (Bitran and Mondschein 1995, Lai and Ng
2005). Later on, the “stochastic knapsack” models,
with Poisson arrivals of customers and exponential
service times, were proposed to model service sys-
tems with unscheduled customer arrivals and ran-
dom service durations (Altman et al. 2001, Örmeci
et al. 2001, Örmeci and Burnetas 2005, Savin et al.
2005, Papier and Thonemann 2010).
In the context of healthcare, RM problems with

LOS durations have been considered more recently.
The work of Ayvaz and Huh (2010) is one of the first
such studies, modeling the allocation of hospital ca-
pacity among two patient types under a fixed LOS.
Helm et al. (2011) develop a Markov decision process
(MDP) model to study the optimal patient admission
policies and show that both the cancellations of
scheduled procedures and the admissions of call-in
(unscheduled nonemergency) procedures are deter-
mined by optimal thresholds on the number of occu-
pied beds. Bekker and Koeleman (2011) use a heavy
traffic approximation for the G/G/∞ queue to calcu-
late the expected daily bed occupancy for any given
weekly patient admission pattern and determine the
number of daily elective procedures that minimizes
the deviation of the offered load from the target load.
All of these studies, except for Bekker and Koeleman
(2011), assume either fixed or exponential LOS du-
rations. Unlike these papers, our study only assumes
that patient hospital stay durations have a finite
support and makes no assumptions on the shape of
the distributions of these durations. Although our as-
sumptions on the LOS durations are similar to those
of Bekker and Koeleman (2011), our analysis deals
with multiple hospital resources by simultaneously
studying the allocation of OR and recovery bed
capacity rather than just one resource as considered
in Bekker and Koeleman (2011). Our work is also
related to the literature on RM in outpatient set-
tings (e.g., Gupta andWang 2008, Dobson et al. 2011).
The goal of these studies is to optimally allocate
the appointment capacity among patients with dif-
ferent levels of urgency and appointment prefer-
ences. We consider patient LOS in our work, a variable
that is not a concern in outpatient settings. Also, we
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focus on the management of multiple resources,
whereas outpatient clinics are mostly concerned with
optimal allocation of a single resource (appointment
capacity).

One stream in healthcare operations literature that
analyzes capacitymanagement formultiple resources
in hospitals uses mainly mathematical models. Most
recently, Rath et al. (2017) propose a mathematical
model that considers two resources, namely OR and
anesthesiologists, to solve anOR scheduling problem.
Among papers that explicitly model patient LOS,
Adan and Vissers (2002) consider patients with de-
terministic resource requirements (beds, operating
theater capacity, nursing capacity, and intensive care
beds) and minimize the deviation between the re-
alized and the target resource utilizations using a
linear programming model. Adan et al. (2009) show
the importance of accounting for randomness in
patient LOS durations when making decisions re-
garding patient hospital admissions. Beliën and
Demeulemeester (2007), Vanberkel et al. (2011), and
Essen et al. (2013) use the sum of multinomial random
variables to approximate the number of occupied beds.
Helm and Van Oyen (2014) formulate a new Poisson-
arrival-location model to compute the probability dis-
tributions for the number of occupied beds. In thiswork,
we too model the distribution of the number of occu-
pied beds as well as that of the surgical durations, but
our analytical investigation centers on the impact of
LOS variability on the structure of the optimal portfolios
of surgical procedures. Thus, our approach is closer to
that adopted in the areas of RM and inventory control
rather than this stream.

The other stream of literature that models multiple
resources focuses on discrete time Markov decision
frameworks. Nunes et al. (2009) consider multiple pa-
tient groups with care processes that require service
from multiple resources for discrete random amounts
of time and develop an MDP model to determine
the optimal surgery schedule that stabilizes average
utilization of hospital resources at desirable levels.
However, they conclude that the MDP approach is not
suitable for realistically sized problem instances. More
recently, Barz and Rajaram (2015) and Hulshof et al.
(2016) developed MDP models for admission con-
trol of patients in the presence of multiple hospital
resources, with the patient flow modeled using Markov
chain dynamics. The resulting models are analyzed via
the approximate dynamic programming framework.
Liu et al. (2019) also consider a surgery scheduling
problem that accounts for both OR and bed capacity
constraints while assuming exponential LOS dura-
tions. All of these studies consider short-term, tacti-
cal control of mismatches between the demand for
the hospital resources and the resource capacity. In
contrast, our focus is on amedium-term,more strategic

approach of selecting the optimal portfolio of surgical
procedures.
In summary, we aim to determine the total daily

number of elective procedures in the presence of ur-
gent procedures that should be accepted. Our model
allows the total resource requirements to exceed the
nominal capacity values, with corresponding penalty
costs on such an excess. Hence, the spirit of our study
is similar to the inverse newsvendor problem intro-
duced in Carr and Lovejoy (2000). The distinguishing
characteristics of our paper are as follows: to account
for multiple resources with no assumption on the
distribution of their random use by the patients and
to provide a strategic approach to find an optimal
daily portfolio of surgical procedures.

3. Allocating Multiple Hospital Resources
to Multiple Types of Surgical
Procedures: A Model

We consider a setting where a hospital manages its
resources by selecting the optimal daily portfolio of
n types of elective surgical procedures (ae1, . . . , aen) to
perform on any day t in the presence of a random
vector of urgent procedures (au1,t, . . . , aun,t) so that the
total daily number of type i procedures on day t is

ai,t � aei + aui,t, i � 1, . . . ,n. (1)

We focus on daily portfolios to isolate the effect of the
competition between surgical procedures for differ-
ent hospital resources so that our results can identify
the desired volume of surgical procedures at the
strategic level. In practice, operational-level surgical
plans often use a weekly scheduling cycle to in-
corporate the dependency of certain factors, such as
surgeons’ preferences, on the day of the week. In
Section 7, we discuss how our model can be extended
to handle these weekly cycles.
A type i procedure brings a reward of Ri. Following

the common financial compensation rules used by
the U.S. Government (Medicare) as well as private
insurers, we assume that this reward does not depend
on the LOS of a patient. However, our model is still
valid in the settings where a hospital charges the
patients depending on the duration of their LOS.
Because the LOS of a given patient cannot be known
in advance, the hospital has to decide on the surgery
mix using the LOS distributions of procedure types
rather than the actual realizations of LOS.
We also assume that the hospital receives the same

compensation irrespective of whether the procedure
is elective or nonelective/urgent. Note that some
studies indicate that urgent procedures may be less
profitable for the hospital (see Haider et al. 2015).
However, because in our setting, the hospital must
accept all urgent procedures, differentiating the rewards
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with respect to urgency will not affect the optimal mix
of elective surgeries.

All surgical patients require access to multiple
hospital resources, with ORs and recovery beds being
the major ones. Although our model and analysis can
be extended to any number of resources, the model
presented below explicitly accounts for the twomajor
resources with limited nominal capacities: operating
rooms are available for a total amount of τ time units
each day, and there are c hospital beds.

The nominal OR capacity, τ, reflects the strategic
decision of the hospital and may depend on several
factors, such as the number of ORs, the number of
surgeons using the ORs, the number of OR staff, and
their daily work schedules. The actual daily use of OR
fluctuates around this nominal capacity level because
of several factors, including random surgery dura-
tions. One of our aims is to understand the effects
of such fluctuations on managing hospital resources.
We assume that the hospital incurs a penalty cost of
$πS per hour when the total duration of all surgical
procedures performed on a particular day exceeds τ.
The actual corresponding penalty cost may change
with the type of the patient who causes the OR ca-
pacity violation, with this type being a random var-
iable that depends on the operational-level activities,
such as daily scheduling policies and arrival pro-
cesses of urgent procedures during the day. We as-
sume a generic penalty cost, $πS, and interpret it as
the expected hourly value of these random OR ca-
pacity violation costs. Our numerical study (Section 6)
shows how to estimate $πS from hospital data. We
also perform a sensitivity analysis that explores the
effect of this cost parameter on the optimal daily
portfolio of elective procedures and the expected
utilization of OR and bed capacities.

Hospitals account for beds either as the number
of physical beds or as the number of operational or
staffed beds, where the former is generally greater
than the latter (see De Bruin et al. 2010). The nominal
number of beds in our model, c, corresponds to the
number of operational beds so that the hospital
management plans to staff c beds at the strategic level
and keeps some spare beds to be staffed only when
needed. We assume that a hospital incurs a penalty
cost of πN for every patient in excess of c. The actual
cost may depend on the type of patient who causes
the bed capacity violation; however, such as in the
case of the operating room, we interpret πN as the
expected value of this actual cost. Section 6 provides
an estimation example and a sensitivity analysis for
this cost as well.

We should note that the capacity values that we use
in our model should be considered as “nominal”
(i.e., the values that can be exceeded, if necessary, at a
cost). Such nominal values can be contrasted to much

higher maximum capacity determined, for example,
by the maximum possible duration of all surgical
procedures over all ORs or by the maximum possible
number of staffed beds that the hospital can operate
at any given time. In actual hospital environments,
the resource utilization that approaches the levels
defined by this “hard” capacity constraint is cost
prohibitive, and hospitals typically operate under
moderate expected utilization of maximum resource
capacity levels (e.g., around 75% for the operating
room utilization (Foster 2012) and around 63% for the
bed utilization (National Center for Health Statistics
2017)). In our model, we incorporate this observation
using penalty costs associated with exceeding the
nominal capacity, with high penalty costs keeping the
optimal resource utilization well below the hard re-
source constraints.
Our aim is to characterize the patient mix that

maximizes the expected profit of the hospital given
the capacity of the resources at a strategic level. For
many hospitals, it may not be possible to generate as
many surgery requests as the optimal solution would
suggest. To account for such restrictions on the de-
mand for elective surgeries, we impose daily caps on
the numbers of surgical procedures so that

aei ≤ Ui, i ∈ {1, 2, . . . ,n}. (2)

Note that our model allows a hospital to satisfy only a
fraction of potential demand for elective procedures for
any procedure type and even exclude procedures from
its elective portfolio. In reality, however, a hospital may
operate under minimum service-level requirements,
and such requirements can be incorporated as a set of
lower bounds Li on the elective portfolio aei , i � 1, .. ,n,
without affecting the tractability of our model.
Finally, for analytical tractability, we treat all

numbers of surgical procedures as continuous vari-
ables. To summarize, our model focuses on the op-
timal daily portfolio of n types of elective surgical
procedures (ae1, . . . , aen) to be performed on any day t
satisfying aei ≤ Ui for all i in the presence of a ran-
dom vector of urgent procedures (au1,t, . . . , aun,t) with
the objective of maximizing the hospital’s daily ex-
pected profit.

3.1. Random Components: Duration of Surgery,
LOS, and Number of Urgent Procedures

We use Si,j,t and Li,j,t to denote the random variables
describing the duration of the jth procedure of type i
on day t (t � 1, 2, . . .) and the LOS duration for a pa-
tient who underwent that procedure, respectively.
We assume that both the surgical duration (Si,j,t) and
LOS (Li,j,t) are bounded, which is valid for all pro-
cedures when reasonably high upper bounds are
chosen. These random variables are related to each
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other through a number of factors. For example,
studies that classify surgical complications show that
the LOS of a patient increases with the level of sur-
gical complications (see, e.g., Dindo et al. 2004), and
such complications would also affect the surgical
duration. Accordingly, we define a joint probability
distribution for the pairs (Si,j,t,Li,j,t).
Assumption 1. Si,j,t and Li,j,t are distributed according to
a joint continuous probability distribution with a finite
support, and both the support and the probability density
function (pdf) of the distribution depend only on i but not
on j or t:

p Si,j,t � s,Li,j,t � l
( ) � fi(s, l), s ∈ 0,Simax

[ ]
, l ∈ 0, Limax

[ ]
,

i � 1, . . . , n, j � 1, . . . , ai,t, t � 1, 2, . . . ,

(3)

where 0< Simax and 0<Limax, and∫ Limax

0

∫ Simax

0
fi(s, l)dsdl � 1, i � 1, . . . , n. (4)

Next, we assume that the outcomes of surgeries
performed on different days as well as the out-
comes of those from different types are independent
of each other. These assumptions are rather natu-
ral, and they facilitate the subsequent mathematical
analyses.

Assumption 2. The duration pairs (Si1,j1,t1 , Li2,j2,t1) and
(Si1,j1,t2 , Li2,j2,t2) for all procedures performed on different
days t1 �� t2 are independent random variables.

Assumption 3. The duration pairs (Si1,j1,t,Li1,j1,t) and
(Si2,j2,t,Li2,j2,t) for all procedures of different types (i1 �� i2)
performed on the same day t are independent random
variables.

The following parameters defined for each pro-
cedure type will be useful in the subsequent analyses.
More specifically, we let

μS
i �

∫ Simax

0
sf Si (s)ds �

∫ Simax

0

∫ Limax

0
sfi(s, l)dsdl (5)

and

(
σSi
)2 � ∫ Simax

0
f Si (s)

(
s − μS

i

)2ds
�
∫ Simax

0

∫ Limax

0

(
s − μS

i

)2fi(s, l)dsdl (6)

denote the expected value and the variance of the
duration of a procedure of the ith type, respectively.
We also define the following quantities that will be

used to calculate the mean and variance of the daily
bed occupancy:

μN
i �

∫ Limax

0

∫ Simax

0
lfi(s, l)dsdl �

∑Limax

T�0
pLi,T, (7)

σNi
( )2 � ∑Limax

T�0
pLi,T

(
1 − pLi,T

)
, (8)

where

pLi,T �
∫ Limax

T

∫ Simax

0
fi(s, l)dsdl, T � 0, · · · ,Limax. (9)

Note that pLi,T is the probability that a type i patient
stays at the hospital for at least T days. The relation
between these quantities and the daily bed occu-
pancy levels is explicitly established in the proof of
Proposition 1, which can be found in the online ap-
pendix. Also, although patients are admitted and
discharged during the day, we count the bed occu-
pancy using midnight census. For example, a patient
that is admitted any time on a particular day and re-
leased the day after is assumed to have a one-day LOS.
To account for the well-known dependence of the

surgical durations on the surgical team performing
the surgery (see, e.g.,Wang et al. 2018), we assume the
following correlation structure for the durations as-
sociated with the procedures of the same type i per-
formed on the same day t. Consider a partition of
the set of procedures of type i into Ki subsets, with
qik ∈ [0, 1], i � 1, . . . , n, k � 1, . . . ,Ki being a fraction
of ai,t procedures that belong to a subset Ci,k, with∑Ki

k�1 qik � 1. In this setting, each subset k � 1, . . . ,Ki

contains the surgical procedures of type i performed
by the same surgeon or the same surgical team (in-
dexed by k � 1, . . . ,Ki). We assume that the procedures
carried out by a certain surgical team on a given day
result in perfectly correlated surgery and LOS duration
pairs. Naturally, this perfect correlation structure is a
simplification of reality; however, making this as-
sumption produces a higher-fidelity model than as-
suming a complete independence of surgical and LOS
duration pairs resulting from procedures performed
by the same surgical team. This assumption not only
accounts for the effect of the surgical teams but also,
implies a particular structure of the limiting distribu-
tions of the OR time and recovery bed requirements
as specified in Proposition 1 below.

Assumption 4. The duration pairs associated with pro-
cedures of type i � 1, . . . ,n that belong to different subsets
k1 ∈ {1, 2, . . . ,Ki} and k2 ∈ {1, 2, . . . ,Ki}, k1 �� k2, and per-
formed on day t, (Si,j1,t,Li,j1,t) and (Si,j2,t,Li,j2,t), j1 ∈ Ci,k1 , j2 ∈
Ci,k2 are independent random variables.

Assumption 5. All procedures of type i � 1, . . . , n in a
subset k � 1, . . . ,Ki performed on day t result in perfectly
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correlated pairs of procedure and LOS durations (Si,j1,t, Li,j1,t)
and (Si,j2,t,Li,j2,t), j1, j2 ∈ Ci,k.

To account for this correlation structure, we define
the following parameters:

σ̄Si � σSi

̅̅̅̅̅̅̅̅∑Ki

k�1
q2ik

√( )
, (10)

σ̄Ni � σNi

̅̅̅̅̅̅̅̅∑Ki

k�1
q2ik

√( )
, i � 1, . . . ,n. (11)

Finally, we characterize the distribution of the
daily numbers of urgent surgical procedures. We use
aui,t to denote the number of type i urgent procedures
on day t and assume that aui,t values for all procedure
types are drawn from a joint probability distribution
with a finite support.

Assumption 6. The numbers of urgent procedures on any
day t, (au1,t, . . . , aun,t), are distributed on the interval l1, h1[ ]
⊗ . . . ⊗ [ln, hn] according to the joint pdf f u ξ1, . . . , ξn( ).
Moreover, (au1,t, . . . , aun,t) are distributed independently
from Si,j,t and Li,j,t for any (i, j, t) and independently from
(au1,t′ , . . . , aun,t′ ) for any t′ �� t.

The expected number of type i urgent procedures,
denoted by ξ̄i, is given by

ξ̄i �
∫ h1

l1
. . .

∫ hn

ln
dξ1 . . . dξnf u ξ1, . . . , ξn( )ξi. (12)

3.2. CLT-Based Approximation for the Expected
Profit Function

We consider the setting where the same number of
elective procedures is performed on any day t and use
the following notation for the vector of the number
of elective procedures:

ae � ae1, . . . , a
e
n

( )
. (13)

We label the vector of the urgent number of pro-
cedures performed on day t as

aut �
(
au1,t, . . . , a

u
n,t

)
, (14)

and we let

Dt ae, aut
( )

(15)

denote the total duration of all surgical procedures,
both elective and urgent, performed on day t.

In addition, we define the maximum value of LOS
over all patient types by

Lmax � max
i�1,...,n Limax

( )
. (16)

In the presence of random numbers of urgent proce-
dures, the bed occupancy on any daymay, in general, be
a function of the total number of procedures performed

on any of the previous Lmax days. Accordingly, we
use

Ot
(
ae, aut−Lmax

, . . . , aut
)

(17)

to denote the bed occupancy on day t.
We assume that the hospital aims to maximize

its expected daily profit, which depends not only on
the number of surgeries on day t but also, on the
numbers of procedures performed on days t − Lmax,
t − Lmax + 1, . . ., t. Hence, the hospital’s objective must
be calculated by taking the expectation with respect
to the numbers of urgent procedures aui,T, i � 1, . . . ,n,
over the days T � t − Lmax, . . . , t.
Below, we use the notation ξi,T to denote the ran-

dom number of urgent procedures of type i per-
formed on day T and ξT to denote the vector of
urgent procedures of all types ξ1,T, . . . , ξn,T( ) per-
formed on day T. Then, the expected daily profit for
the hospital on any day t is given by
Π̃ ae( )
�
∫ h1

l1
. . .

∫ hn

ln
dξt−Lmax

f u ξt−Lmax

( ) · · ·∫ h1

l1
. . .

∫ hn

ln
dξt f

u ξt( )
∑n
i�1

Ri aei + ξi,t
( ) − πNE Ot ae, ξt−Lmax

, . . . , ξt
( ) − c

( )+[ ](

− πSE
[
Dt ae, ξt( ) − τ( )+]), (18)

where c and τ are the nominal values of hospital bed
and dailyOR capacities, respectively.We use the term
nominal to describe the regular hospital capacity,
such as the no overtime number of daily hours during
which the hospital plans to operate its operating
theaters and the number of the hospital’s certified
beds. Note that such nominal capacity can be exceeded
on any particular day at a cost—for example, by run-
ning operating theaters overtime and by adding and
staffing temporarily extra recovery beds. In particu-
lar, (18) implies that a hospital incurs the penalty cost
of $πN per patient when the midnight census exceeds
c and the penalty cost of $πS per hour when the total
duration of all surgical procedures performed on a par-
ticular day exceeds τ. We can rewrite (18) as follows:
Π̃ ae( )
� ∑n

i�1
Ri aei + ξ̄i
( )

− πS
∫ h1

l1
. . .

∫ hn

ln
dξt f

u ξt( ) E[ Dt ae, ξt( ) − τ( )+]
− πN

∫ h1

l1
. . .

∫ hn

ln
dξt−Lmax

f u ξt−Lmax

( ) · · ·∫ h1

l1
. . .

∫ hn

ln
dξt f

u ξt( ) · E Ot ae, ξt−Lmax
, . . . , ξt

( ) − c
( )+[ ]

.

(19)
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For general surgery and LOS duration distributions,
it is very difficult to compute the expectations inside
the integrals. Hence, we resort to deriving limiting
distributions for Dt(ae, aut ) and Ot(ae, aut−Lmax

, . . . , aut )
under the correlation structure defined above.

Proposition 1. Let (ae, aut−Lmax
, . . . , aut ) be the vector of the

numbers of procedures performed on days t − Lmax, . . . , t,
and define

MS ae, aut
( ) � ∑n

i�1

(
aei + aui,t

)
μS
i , (20)

(
ΣS ae, aut
( ))2 � ∑n

i�1

(
aei + aui,t

)2(σ̄Si )2, (21)

MN(ae, aut−Lmax
, . . . , aut

) � ∑n
i�1

aeiμ
N
i +∑Limax

T�0
aui,t−Tp

L
i,T

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠, (22)

(
ΣN(ae, aut−Lmax

, . . . , aut
))2

� ∑n
i�1

∑Ki

k�1
q2ik

( ) ∑Limax

T�0
aei + aui,t−T
( )2 pLi,T 1 − pLi,T

( )⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠.

(23)
In addition, suppose that, for each procedure type i �
1, . . . ,n, there exists δi > 0 such that

lim
Ki→∞

∑Ki
k�1 q

2+δi
ik

( ) 1
2+δi

∑Ki
k�1 q

2
ik

( )1
2

� 0. (24)

Then, as Ki → ∞,

Dt ae, aut
( ) −MS ae, aut

( )
ΣS ae, aut
( ) →d 1 0, 1( ), (25)

and

Ot
(
ae, aut−Lmax

, . . . , aut
) −MN

(
ae, aut−Lmax

, . . . , aut
)

ΣN
(
ae, aut−Lmax

, . . . , aut
) →d 1 0, 1( ).

(26)

Proposition 1 derives normal approximations for
the total duration of all surgical procedures, Dt(ae, aut ),
for given numbers of elective and urgent proce-
dures on day t as well as for the bed occupancy, Ot(ae,
aut−Lmax

, . . . , aut ), for given numbers of elective and ur-
gent procedures performed in the last Lmax days.
These approximations involve easy to calculate pa-
rameters MS(ae, aut ), ΣS(ae, aut ), MN(ae, aut−Lmax

, . . . , aut ),
and ΣN(ae, aut−Lmax

, . . . , aut ) that are based only on the
first two moments of the distributions of surgical du-
rations and patient length of stay. Thus, Proposition 1
provides a powerful tool for studying tradeoffs
faced by a hospital designing the optimal portfolio of
elective procedures under arbitrary procedure and

LOS durations. The power of this approximation, how-
ever, comes at a cost, because (25) and (26) rely on two
assumptions. First, these normal approximations be-
come exact representations of the underlying distri-
butions only in the asymptotic regime of Ki → ∞.
Second, they require the condition (24) that describes
a setting where, as the number of surgical teams
performing the same procedure grows, none of those
teams “dominate” others in terms of the share of pro-
cedures that it performs. Given these assumptions, it
is important to establish how the approximations
outlined in Proposition 1 perform in realistic settings
that allow for low values of Ki and “hoard-ing” of
procedures by one or more surgical teams. With this
in mind, we provide an analytical comparison be-
tween the exact and approximated optimal portfolios
of surgical procedures in a special case in Online
Appendix B.2 as well as numerical investigations of
the quality of the approximations in Section 6.2.
The often observed pronounced correlation among

the procedures performed by the same surgical team
imposes a significant analytical challenge for a trac-
table analysis of the impact of a selected set of elec-
tive procedures on the use of hospital resources, and
condition (24) is introduced to deal with this chal-
lenge. To underscore the impact of this correlation,
we derive a second CLT-based approximation pre-
sented in Proposition A.1 in the online appendix that
calculates the expressions for the use of OR time and
recovery beds under the alternative assumption of
the independence of the instances of surgical dura-
tion and LOS pairs produced by the same surgical
team. We would like to point out that the “perfect
correlation” assumption that we adopt is equivalent,
from the analytical tractability point of view, to the
“independence” assumption of Proposition A.1 in the
online appendix. However, the latter assumption is,
arguably, much stronger and less realistic in many
hospital environments. Contrasting the two results
underscores two important points. First, both results
are asymptotic, with Proposition 1 holding in the
limit of Ki → ∞ and Proposition A.1 in the online ap-
pendix holding in the limit of ai → ∞. Second, under the
two alternative correlational structures, the expres-
sions for the variance of theOR time and bed usage are
qualitatively different, although their first moments
are identical. In particular, the perfectly correlated
durations produce, for the same numbers of daily
procedures, higher variance in terms of the use of both
resources. This, in turn, results in higher “overage”
costs, and consequently, it may produce, for the same
values of penalty costs πN and πS, smaller optimal
numbers of daily elective procedures. Thus, ignoring
the correlation structure described in Assumption 5
may result in overutilization of hospital resources.
With this in mind, we conduct our analysis below
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based on the more realistic Assumption 5 and the
limiting distributions derived in Proposition 1.

Proposition 1 enables the analytical characteriza-
tion of the optimal portfolio of surgical procedures,
because it leads to a closed form expression for the
limiting value of the objective function (19) as given
by the following lemma.

Lemma 1. Under the limiting distributions for Ot ·( ) and
Dt ·( ) given in Proposition 1, the expected daily profit (19)
can be approximated as

Π ae( )�∑n
i�1

Ri aei + ξ̄i
( )

−πS
∫ h1

l1
...

∫ hn

ln
dξ1,t ...dξn,t f ξ1,t,...,ξn,t( )ΣS ae,ξt( )

× 1̅̅̅̅
2π

√ e
−1

2
τ−MS ae ,ξt( )
ΣS ae ,ξt( )

( )2

− τ−MS ae,ξt( )
2ΣS ae,ξt( )

( )⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
· erfc τ−MS ae,ξt( )̅̅

2
√

ΣS ae,ξt( )

( )⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
−πN

∫ h1

l1
...

∫ hn

ln
dξt−Lmax

f u ξt−Lmax

( )···∫ h1

l1
...

∫ hn

ln
dξt f

u ξt( )

×ΣN ae,ξt−Lmax
,...,ξt

( )× 1̅̅̅̅
2π

√ e
−1

2

c−MN ae ,ξt−Lmax ,...,ξt( )
ΣN ae ,ξt−Lmax ,...,ξt( )

( )2⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
− c−MN ae,ξt−Lmax

,...,ξt
( )

2ΣN ae,ξt−Lmax
,...,ξt

( )( )

· erfc c−MN ae,ξt−Lmax
,...,ξt

( )̅̅
2

√
ΣN ae,ξt−Lmax

,...,ξt
( )( )⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠, (27)

where

erfc(x) � 2̅̅̅
π

√
∫ +∞

x
e−t

2
dt (28)

is the complementary error function.

Then, the problem of finding the optimal portfolio
of surgical procedures can be formulated as

max
0≤ae≤UΠ ae( ), (29)

where U � U1,U2, . . . ,Un( ).
The optimization problem (29) reflects a setting where

multiple types of surgical procedures compete for
hospital resources. Note that, in this optimization
problem, we assume that the hospital is a profit-

maximizing entity. In practice, hospitals can have
altruistic and other long-run considerations, such as
preventing excessive wait times on certain pro-
cedures. The upper bounds on the number of surgical
procedures can be used to represent such consider-
ations as well. Extending the problem by including
lower bounds is also possible.
Among the hospital resources, OR capacity is often

considered to be most important, because it is tied to
the main source of hospital revenue. Ignoring the
costs that surgical procedures may impose on other
hospital resources, such as recovery bed capacity,
reduces (29) to a single-resource case that may be
viewed as a variant of the inverse newsvendor problem
analyzed in Carr and Lovejoy (2000), where the op-
timal matching between the demand and supply of a
single resource is achieved via controlling the demand
side. To underscore the novelty of our modeling and
analysis, we emphasize the importance of accounting
for the impact of a given portfolio of surgical procedures
on multiple resources, and from that perspective, our
model may be described as a “multidimensional in-
verse newsvendor.” Below, we start with the case of a
single procedure type and then proceed to extend our
analysis to multiple procedure types.

4. Managing Hospital Service Capacity
in a Single-Specialty Hospital

For a small number of specialty (e.g., cardiac or or-
thopedic) hospitals or single-specialty hospitals (SSHs),
a particular class of surgical procedures may dominate
the portfoliomix. In such a setting, the hospital is faced
with the problem of balancing the revenues that it
receives with the potentially unequal impact that pro-
cedures have on OR and recovery bed capacities. In
addition, although many SSHs specialize in elective
procedures, about 42% of them have an emergency
department, and therefore, some of the performed
procedures may be nonelective (U.S. Government
Accountability Office 2003).
In this section, we analyze the problem of opti-

mizing the number of elective procedures for a single-
specialty hospital in the presence of urgent pro-
cedures. In particular, we first analyze the case of
arbitrary distributions of surgery and LOS durations
using the CLT-based approximations for the total
required OR and recovery bed capacities derived in
Proposition 1.
When considering a setting where a hospital spe-

cializes in a particular surgical procedure, we let l
and h be the lower and upper bounds, respectively, on
the daily number of urgent surgical procedures, and
we let f ξ( ) be the corresponding pdf. In the case of a
single procedure type, we drop the procedure index
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and use the following notation: ae � ae1, R � R1, μS �
μS
1, σS � σS1, σ̄S � σ̄S1, μN � μN

1 , σN � σN1 , σ̄N � σ̄N1 ,
K � K1, qk � q1k, k ∈ {1, . . . ,K}, l � l1, h � h1, ξ̄ � ξ̄1, and
U � U1. We also define

ρN(ae, aut−Lmax
, . . . , aut ) �

MN
(
ae, aut−Lmax

, . . . , aut
)

ΣN
(
ae, aut−Lmax

, . . . , aut
) , (30)

ρS � μS

σ̄S
. (31)

For the analysis below, it is convenient to use the
following function:

H(x) � πSσ̄S̅̅̅̅
2π

√
∫ h

l
dξtf u ξt( ) e

− 1
2

(
τ

x+ξt( )σ̄S−ρ
S

)2⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
+ ρS

∫ +∞

τ
x+ξt( )σ̄S−ρS

e−
1
2v

2
dv

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

+ πN̅̅̅̅
2π

√
∫
Ξu

dΞtFu Ξt( )
̅̅̅̅̅̅̅̅̅̅∑K

k�1 q
2
k

√
ΣN x,Ξt( )

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

· ∑Lmax

T�0
x + ξt−T( )pLT 1 − pLT

( )( )
e
− 1

2
c−MN x,Ξt( )
ΣN x,Ξt( )

( )2

+μN
∫ +∞

c−MN x,Ξt( )
ΣN x,Ξt( )

e−
1
2v

2
dv

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠, (32)

where we set∫
Ξu
dΞtFu Ξt( )�

∫ h

l
· · ·
∫ h

l
dξt−Lmax . . .dξt f

u ξt−Lmax

( )· · ·f u ξt( )
(33)

with

Ξu � l, h[ ] ⊗ · · · ⊗ l, h[ ]⏟̅̅̅̅̅̅̅̅⏞⏞̅̅̅̅̅̅̅̅⏟
Lmax+1 times

� l, h[ ]⊗ Lmax+1( ), (34)

Ξt � ξt−Lmax , · · · , ξt
( )

, (35)
dΞt � dξt−Lmax · · · dξt, (36)

Fu Ξt( ) � ∏
Lmax

T�0
f u ξt−T( ). (37)

Note that ∂Π/∂ae � R −H ae( ).
We assume that both the OR and bed capacities are

sufficient to accommodate, in expectation, the max-
imum number of urgent procedures. In other words,
h is bounded from above by ĥ, where ĥ � min{ τ

μS , c
μN}:

h< ĥ. (38)

The following result describes the optimal number
of elective surgical procedures.

Proposition 2. In a setting with a single procedure type,
consider the optimization problem (29). Then, the following
statements hold.
(a) The approximate expected daily profit function

Π ae( ) is a concave function of ae.
(b) For

R ≤ H(0), (39)

the optimal daily number of procedures âe is 0.
(c) For

R>H(U)

� πNσ̄N̅̅̅̅
2π

√ e
− μ2

N
2 σ̄N( )2 +

̅̅̅
π

2

√
μN

σ̄N
erfc

1̅̅
2

√
(
− μN

σ̄N

)( )( )

+ πSσ̄S̅̅̅̅
2π

√ e−
1
2 ρS( )2 +

̅̅̅
π

2

√
ρSerfc

1̅̅
2

√ ( − ρS)( )( )
, (40)

the optimal daily number of procedures âe is equal to the
upper bound U.
(d) For

H(0)<R<H(U), (41)

the optimal daily number of procedures is given by

âe � min{H−1(R),U}. (42)

(e) The optimal daily number of procedures, âe, is an
increasing function of R, c, and τ and a decreasing function
of πN, πS, μS, and μN. Moreover, when

R<H(ĥ − h), (43)

âe is decreasing in σ̄S.
(f) Consider two cumulative distribution function (cdf)

functions for the daily number of urgent procedures,Φ1 ξ( )
and Φ2 ξ( ), such that the first distribution exhibits first-
order stochastic dominance over the second,

Φ1 ξ( ) ≤ Φ2 ξ( ),∀ξ ∈ [l, h], (44)

and let âe,1 and âe,2 be the optimal daily numbers of elective
surgical procedures corresponding to Φ1 ξ( ) and Φ2 ξ( ),
respectively. Then, âe,1 ≤ âe,2.

Proposition 2 expresses the optimal number of
surgical procedures âe, when it is strictly positive, as a
unique root of the one-dimensional transcendental
equation H âe( ) � R that can be solved numerically.
Figure 1 illustrates the dependence of the optimal

daily number of elective procedures on the parame-
ters of the distribution of the daily number of urgent
procedures in the setting where the number of urgent
procedures can take two values: l � 0 with probability
1 − qh and h with probability qh. In this figure, to il-
lustrate the impact of the demand limitations, we
are using a setting where the maximum daily num-
ber of elective procedures is set at 45% of the value that
matches, in expectation, the capacity of the bottleneck
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resource. Also, note that the curves in Figure 1 are
based on the CLT-based approximation for the hospital
profit function described in Lemma 1, and therefore,
they do not depend on the Ki values.

As Proposition 2(f) implies, a hospital’s ability
to accommodate elective procedures declines as the
number of urgent surgeries stochastically increases.
In particular, higher values of h and qh both force
diminished optimal values of âe, with elective pro-
cedures being “squeezed out” completely after these
parameters reach critical levels.

Figure 2 illustrates the results of Proposition 2 for
four settings with different levels of penalty costs πN

and πS and the same distribution of the daily number
of urgent procedures as used in Figure 1 with qh � 0.5
and h � 10. Note that, for all settings, the optimal
number of procedures approaches the following limit
when there is ample bed capacity:

âeS � argmax
ae≥0

(
Π ae

)⃒⃒
πN � 0

( )
. (45)

This limiting value is a decreasing function of πS, and
it is an important benchmark, because it represents
the optimal number of procedures under the front-end
planning approach that focuses exclusively on optimal
utilization of operating theater resources, ignoring the
potential impact on “backroom” capacity, such as re-
covery resources. The optimal procedure numbers
in Figure 2 display the monotonicity properties de-
scribed in Proposition 2. Note that, unlike the other
three cases, the setting with the lowest values of
penalty costs, πN � 0.5 and πS � 1.5, exhibits a posi-
tive limit âeS � limc→0 âe. In this setting, even severe

restrictions on the recovery bed capacity will not
prevent the hospital fromputting a significant load on
its surgical resources. Such an approach is optimal in
settings where the penalty cost associated with ex-
ceeding the recovery bed capacity is low.
Figure 3 shows how the ratio of the profit values ob-

tained for ae � âeS and ae � âe depends on the recovery
bed capacity in four settings illustrated in Figure 2.
When bed capacity is too tight or the process of
alleviating bed shortages is too expensive, the

Figure 1. (Color online) Optimal Expected Surgical Load âe

for the Two-Value Distribution of the Daily Number of
Urgent Procedures for Different Values of theHigh Value, h,
and Its Probability, qh (U � 0.45min( τμS , c

μN), R � 1, τ � 50,

c � 100, μN � σ̄N � μS � σ̄S � 1, πN � πS � 2, l � 0)

Figure 2. (Color online) Optimal Expected Daily Surgical
Load from Elective Procedures, â

eμS

τ , as a Function of the Bed
Capacity Factor

c
μN
τ
μS
for Different Values of Penalty Costs πN

and πS (U � 0.45min( τμS , c
μN), R � 1, τ � 50, μN � 1, σ̄N � 1,

μS � 1, σ̄S � 1, qh � 0.5, l � 0, h � 10)

Figure 3. (Color online) Relative Performance of the
Front-End Approach to Selecting the Number of Elective

Surgical Procedures, Π(âeS)
Π âe( ), as a Function of the Bed Capacity

Factor
c

μN
τ
μS

for Different Values of Penalty Costs πN and πS

(U � 0.45min( τμS , c
μN), R � 1, τ � 50, μN � 1, σ̄N � 1, μS � 1,

σ̄S � 1, qh � 0.5, l � 0, h � 10)

Bavafa et al.: Managing Portfolio of Elective Surgical Procedures
Operations Research, 2019, vol. 67, no. 6, pp. 1543–1563, © 2019 INFORMS 1553



performance deterioration associated with ignoring
the backroom processes can become acute, leading to
financial losses. At the same time, the front-end ap-
proach to determining the number of surgical pro-
cedures can be effective in settings with ample bed
capacity or a low penalty associated with bed capacity
overload. Note that, because âeS is the optimal number
of daily elective procedures for πN � 0, the monoto-
nicity results of Proposition 2 imply that âeS ≥ âe.

We can interpret the ratio R/πS as the maximum
amount of excess operating room time that the re-
ward,R, can “cover.”Our next result derives an upper
bound εS,

εS � πN

πSσ̄S

( ) IN2 − c − τ
μS − h
( )

μN
( )

IN0 + IN1̅̅̅̅
2π

√
ξ̄ + τ

μS

( )
R

πSσ̄S

( ) − τ
μS JS1 − JS2 − ρSIS2

, (46)

on the relative performance of the front-end approach
when the ratio R/πS is bounded by BL and BH :

BL � σ̄S̅̅̅̅
2π

√ 1
ξ̄ + τ

μS

( )
τ

μS I
S
1 + JS2 + ρSIS2

( )
, (47)

BH � σ̄S̅̅̅̅
2π

√ (
JS1 + ρSIS1

)
, (48)

where

IN0 �
∫
Ξu

dΞtFu Ξt( )
∫ +∞

c−MN τ
μS

− h,Ξt
( )

ΣN τ
μS

− h,Ξt
( ) e−

1
2v

2
dv, (49)

IN1 �
∫
Ξu

dΞtFu Ξt( )∑Lmax

T�0
pLTξt−T

∫ +∞
c−MN τ

μS
− h,Ξt

( )
ΣN τ

μS
− h,Ξt

( ) e−
1
2v

2
dv, (50)

IN2 �
∫
Ξu

dΞtFu Ξt( )ΣN τ

μS − h,Ξt

( )
e
−1
2

c−MN τ
μS

− h,Ξt
( )

ΣN τ
μS

− h,Ξt
( )( )2

,
(51)

IS1 �
̅̅̅
π

2

√ ∫ h

l
dξ f ξ( ) erfc 1̅̅

2
√ τ

τ
μS − h + ξ
( )

σ̄S
− ρS

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠,
(52)

IS2 �
̅̅̅
π

2

√ ∫ h

l
dξf ξ( )ξ erfc

1̅̅
2

√ τ

τ
μS − h + ξ
( )

σ̄S
− ρS

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠,
(53)

JS1 �
∫ h

l
dξ f ξ( )e

− 1
2

τ
τ
μS

− h+ξ( )
σ̄S

− ρS
( )2

, (54)

JS2 �
∫ h

l
dξ f ξ( )ξe

− 1
2

τ
τ
μS

− h+ξ( )
σ̄S

− ρS
( )2

. (55)

Then, the relative performance of the front-end ap-
proach can be described as follows.

Proposition 3.
(a) For

BL <
R
πS <BH, (56)

we have

Π âe( ) −Π âeS
( )

Π âe( ) ≤ εS. (57)

(b) Consider two cdf functions for the daily num-
ber of urgent procedures, Φ1 ξ( ) and Φ2 ξ( ), both strictly
increasing on ξ ∈ [l, h] such that

Φi l( ) � 0, i � 1, 2, (58)

Φi h( ) � 1, i � 1, 2, (59)

Φ1 ξ( ) ≤ Φ2 ξ( ),∀ξ ∈ [l, h], (60)

and let, under (56), εS,1 and εS,2 be the upper bound values
defined by (57) for Φ1 ξ( ) and Φ2 ξ( ), respectively. Then,
εS,2 ≤ εS,1.

The upper bound on the relative profit loss re-
sulting from ignoring the backroom capacity, as de-
scribed by Proposition 3, is a decreasing function
of the bed capacity c, and it is proportional to the bed
overload cost πN . Figure 4 shows the exponential
decline of the performance gap εS with the increasing
recovery bed capacity c for two different values of
the penalty cost πN .
Figure 5 illustrates Proposition 3(b) in the set-

ting with the two-value distribution of the daily
number of urgent procedures with l � 0 and h � 10.

Figure 4. (Color online) TheUpper Bound εS on the Relative
Profit Loss Generated by the Front-End Approach as a

Function of the Bed Capacity Factor
c

μN
τ
μS
for Different Values

of Penalty Cost πN (R � 3.5, τ � 50, μN � 1, σ̄N � 1, μS � 1,
σ̄S � 1, πS � 5, qh � 0.5, l � 0, h � 10)

Bavafa et al.: Managing Portfolio of Elective Surgical Procedures
1554 Operations Research, 2019, vol. 67, no. 6, pp. 1543–1563, © 2019 INFORMS



In particular, Figure 5 shows how the upper bound εS

changes as a function of the probability of the “high”
value qh.

To investigate the quality of the approximation
suggested by Proposition 1, in Online Appendix B.2,
we develop closed form expressions of the optimal
number of elective procedures for a special case
where both the surgical times and patient LOS du-
rations have two-point distributions. The theoretical
and numerical analyses of this case indicate that the
CLT-based approach combines a clear benefit of being
able to handle arbitrary surgery and LOS distribu-
tions with an adequate performance in settings where
a proper accounting must be made for the presence of
a limited backroom capacity.

5. Managing Hospital Service Capacity:
Two Procedure Types

Themajority of hospitals in the United States perform
multiple types of surgical procedures. Below, we
extend our analysis of Section 4 to this more common
setting. When multiple procedure types utilize mul-
tiple hospital resources, the tradeoff associated with
balancing the revenues of a particular procedure with
the “uneven” cost pressure that it exerts on different
resources is further complicated by the competition
for each resource among different types of pro-
cedures. To isolate the effects of this tradeoff, we
assume that there are no urgent procedures. Our
analysis of the multiple-type setting focuses on the
case of two procedure types, which provides im-
portant insights on the optimal resolution of such a
tradeoff, whereas the analysis of the case with n> 2

procedure types in the absence of upper bounds on
the numbers of elective procedures is included in
Online Appendix B.1.
For the case of two procedure types, we look at

special settings to obtain an analytical characteriza-
tion of the optimal portfolio of elective procedures. In
the presence of two constraining resources, such as
recovery bed capacity and OR time, an important
special case to analyze is the one where different
surgical procedures exhibit different amounts of “pres-
sure” on each resource. In particular, we consider two
settings that we call “asymmetric” and “proportional
asymmetric,” where there is a strong asymmetry in
the variance values for the required surgery time and
the recovery bed capacity. Formally, we use the fol-
lowing definition.

Definition 1. The setting with two procedure types is
asymmetric if

σS1 � σN2 � 0. (61)

The setting with two procedure types is proportional
asymmetric if, in addition to (61), we have

rS � R1

μS
1
� R2

μS
2
, (62)

rN � R1

μN
1
� R2

μN
2
. (63)

As Definition 1 implies, in the asymmetric setting,
procedures of type 1 result in completely predictable
surgery durations, whereas procedures of type 2 re-
sult in completely predictable LOS durations. The
proportional asymmetric setting combines the acute
asymmetry in the stochastic components of procedure
impact on two resources with complete symmetry in
terms of the expected compensation for the use of these
resources on a per unit of time basis. As we will show
below, the combination of these features will allow us to
put a sharper focus on the mechanism of the optimal
portfolio construction.
Similar to the setting with a single surgical pro-

cedure type, it is convenient to use

ρN
1 � μN

1

σ̄N1
, (64)

ρS
2 � μS

2

σ̄S2
. (65)

Note that, in this setting (i.e., with two asymmetric
procedure types in the absence of urgent procedures),
the mean and the standard deviation of the number of
occupied beds have much simpler forms that can be
written in terms of μN

i and σ̄N1 :

MN ae( ) � ae1μ
N
1 + ae2μ

N
2 , (66)

ΣN ae( ) � σ̄N1 a
e
1. (67)

Figure 5. (Color online) TheUpper Bound εS on the Relative
Profit Loss Generated by the Front-End Approach for the
Two-Value Distribution of the Daily Number of Urgent
Procedures as the Function of the Probability qh of the High
Value for Two Values of Bed Capacity c (R � 3.5, τ � 50,
μN � σ̄N � μS � σ̄S � 1, πN � 0.5, πS � 5, l � 0, h � 10)
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The following result describes the composition of
such a portfolio in the setting where all procedures
are elective and the revenue that the hospital receives
is proportional to the expected load that a procedure
exerts on hospital resources. For a proportional asym-
metric setting in the absence of urgent procedures,
define the following:

ωN,S

�

̅̅̅
2
π

√
πS

ρS
2rS

+ πN

rN
erfc

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
ln

πNρS
2rS

πSρN
1 rN

( )√( )
+ πS

rS
,

πS

ρS
2rS

<
πN

ρN
1 rN

,̅̅̅
2
π

√
πN

ρN
1 rN

+ πS

rS
erfc

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
ln

πSρN
1 rN

πNρS
2rS

( )√( )
+ πN

rN
,

πS

ρS
2rS

>
πN

ρN
1 rN

.

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩
(68)

Proposition 4. In the asymmetric setting with the absence
of urgent procedures, the following statements hold.

(a)Π(ae1, ae2) is a concave function of (ae1, ae2) for ae1, ae2 ≥ 0.
(b) In the proportional asymmetric setting with

ωN,S ≥ 2, (69)

let Z be the unique solution to

1̅̅̅̅
2π

√ e−
1
2Z � 1 − πN

2rN
erfc

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
1
2
Z + ln

πN

ρN
1 rN

( )√( )

− πS

2rS
erfc

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
1
2
Z + ln

πS

ρS
2rS

( )√( )
, (70)

and

m− � rN

rS
1

1 +
̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
Z + 2 ln

πN

ρN
1 rN

( )√
1
ρN
1

( ) ,
(71)

m+ � rN

rS
1 +

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
Z + 2 ln

πS

ρS
2rS

( )√
1
ρS
2

( )
. (72)

In addition, for

m− <
τ

c
<m+, (73)

let

a01 �
1
μS
1

cm+ − τ
m+
m− − 1

, (74)

a02 �
1
μN
2

τ
m− − c
m+
m− − 1

. (75)

Then, the optimal portfolio, (âe1, âe2), is determined as
follows.

1. If a01 ≤ U1 and a02 ≤ U2, then (âe1, âe2) � (a01, a02).
2. If a01 ≤U1 and a02>U2, then âe2 �U2 and âe1 �

min{U1, â01}, where

â01 �
c −U2μN

2

μN
1 + σ̄N1

̅̅̅̅
Z1

√ , (76)

and Z1 is the unique solution to

πNσ̄N1̅̅̅̅
2π

√
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e−
1
2Z1 � 1− πN

2rN
erfc

̅̅̅̅
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τ
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−μS

2 −
μS
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2
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μN
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√
( )( )

.

(77)

3. If a01 >U1 and a02 ≤ U2, then âe1 � U1 and âe2 �
min{U2, â02}, where

â02 �
τ −U1μS

1

μS
2 + σ̄S2

̅̅̅̅
Z2

√ , (78)

and Z2 is the unique solution to

πSσ̄S2̅̅̅̅
2π

√
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e−
1
2Z2 � 1− πN

2rN
erfc

1
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((

−μ
N
2 τ/U1−μS

1
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̅̅̅̅
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√
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− πS

2rS
erfc

( ̅̅̅̅
Z2

√ )
. (79)

4. If a01 >U1 and a02 >U2, then âe1, â
e
2

( ) � U1,U2( ).
Proposition 4 expresses the optimal numbers of
procedures of two types in terms of easy to compute
quantities Z, Z1, and Z2 that describe the overall load
on hospital resources offered by the entire portfolio.
Note that the bound (69) ensures that the expected
duration of the procedures included in the portfolio
does not exceed the nominal daily OR capacity τ,
whereas the expected number of beds occupied by pa-
tients recovering from all procedures does not exceed
the nominal bed capacity c. Thus, the bound (69) is not
restrictive, because it is likely to be satisfied in any
practical setting. The limits on the ratio of the ca-
pacities of two resources imposed by (73) ensure that
the optimal portfolio includes positive values for
the numbers of procedures of each type and reflect
a requirement that the hospital’s patient treatment
capacity is balanced: in other words, that the OR
capacity and the recovery bed capacity are not
mismatched.
From the expressions given by (71) and (72),

we expect m− to be decreasing in σ̄N1 and m+ to be
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increasing in σ̄S2. Then, expressions (74) and (75) sug-
gest that â01 is increasing in σ̄S2, whereas â02 is increasing
in σ̄N1 . Hence, the variability of resource usage of one
procedure type affects not only its own “share” in the
optimal portfolio but also, the share of the other
procedure type.

Figure 6 provides an example of how the compo-
sition of the optimal portfolio changes as a function of
the recovery bed capacity within the range outlined
by (73) in the absence (Figure 6(a)) and the presence
(Figure 6(b)) of the demand constraints. Recall that,
under the asymmetric proportional setting, two types
of procedures share the same degree of “monetary
attractiveness” as expressed by the revenue per unit
of time that each resource is used: rN and rS. Thus, the
features that distinguish two procedure types and in
the absence of demand restrictions, shape the com-
petition for hospital service capacity are the different
degrees of uncertainty that the procedures display
with respect to the utilization of hospital resources.
From that perspective, procedures of type 2, which
offer complete predictability in terms of the number
of beds that they require, are more preferable from the
point of view of bed capacity utilization than the type 1
procedures that provide the same compensation rate
but inject a degree of uncertainty in the way that they
use recovery beds. In the same way, taken in isolation,
limited OR capacity will make type 1 procedures more
preferred than type 2 procedures. The way that this
tradeoff is resolved for any particular combination ofOR
capacityτ and bed capacity cdepends on, among other
things, the parameters ρN

1 and ρS
2 that express the

degrees of stochasticity that type 1 procedures bring
in their utilization of bed capacity and type 2 pro-
cedures bring in their utilization of the OR capacity,
respectively. In particular, when the recovery bed

capacity is ample, the front-end approach to hospi-
tal capacity utilization will be optimal, and it will
produce a portfolio that includes only type 1 pro-
cedures as indicated by the results for c

τ � 1
m− on

Figure 6(a). However, the opposite is true of the
optimal portfolio for the case of ample OR capacity:
it will include only type 2 procedures as shown
on Figure 6(a) for c

τ � 1
m+. For the intermediate values

of c
τ ∈ ( 1

m+ , 1
m−), both procedure types are “in play,”

because the impact of stochastic LOS durations from
type 1 procedures is commensurate with that of the
stochastic procedure durations of type 2 procedures.
The presence of limitations on the demand for

surgical procedures may qualitatively alter the com-
position of the optimal portfolio of elective pro-
cedures as indicated in Figure 6(b). In addition to
discontinuities in the portfolio composition outlined
in Proposition 4 and observed at the points where one
of the procedures reaches its upper demand limit, the
presence of limited demand for a particular pro-
cedure allows the competing procedure to serve as a
“replacement” and increase its presence in the port-
folio. In the setting illustrated in Figure 6(b), this effect
is especially dramatic when the hospital operates a
sufficient number of beds and severe demand re-
strictionsmake it profitable for the hospital to attract a
maximum possible number of both procedures rather
than focusing exclusively on the procedure that uses
the “bottleneck” resource (i.e., OR time) in the most
efficient manner.

6. Allocation of Hospital Service Capacity:
A Numerical Study

In this section, we use real data on the duration of
surgical procedures aswell as the resultingLOSvalues to
illustrate the properties of optimal portfolios of elective

Figure 6. (Color online) TheOptimal Portfolio for the Asymmetric Proportional Setting in the Absence of Urgent Procedures as
a Function of the Number of Recovery Beds c (rS � rN � R1 � R2 � 1, πS � πN � 1, ρS

2 � ρN
1 � 0.5, τ � 50)
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surgical procedures. We also investigate the effective-
ness of the front-end approach in allocating hospital
service capacity in different real-life settings.

We collected the duration and LOS data at a
medium-sized teaching hospital. This data source
covers a total of 71, 030 surgical procedures and
corresponds to all procedures (excluding those re-
lated to vulnerable populations) performed at the
hospital between January 1, 2014 and December 31,
2016. For each procedure, we record the surgery
duration, patient LOS, and whether the surgery was
elective. To account for the profitability of surgical
procedures, we use the 2009 Nationwide Inpatient
Sample (Healthcare Cost andUtilization Project 2013),
the largest publicly available all-payer data set for
inpatient care in the United States.

6.1. Description of the Data
For our numerical analysis, we select the data for
the most frequent majority-elective inpatient pro-
cedures. In particular, we focus on procedures with
mean and median patient LOS of at least one day and
with at least 50% of surgeries being elective (addi-
tional details on these procedures are provided in
Online Appendix C.1).

To provide a concise illustration of the properties of
the optimal portfolios and the performance of the
front-end capacity management approach, we picked
the three most frequently performed procedures,
which account for 17.28% of the cases in the subset of
majority-elective inpatient procedures. Table 1 re-
ports the average daily number of elective and non-
elective procedures, OR time, and bed requirement
parameters as well as the hospital charges for these
three procedures (the hospital charges are shown as
the fraction of the charge for procedure 2, the one with
the highest charge).

It is important to note that the profit margin for a
procedure is equal, on average, to a fraction of the
hospital charges. In practice, although there may be
some variation in the reimbursement fraction for
different procedures depending on the type of payer
that reimburses the hospital (government agency or
private insurance company), we assume that the value
of that fraction is approximately the same for all
procedures. Thus, we will be using the charge value

reported in Table 1 as a proxy for the profitability, Ri,
of a particular procedure i. Also, as Table 1 indicates, all
three procedures are performed predominantly on an
elective basis, with a small nonelective component.
There are multiple teams that perform each pro-

cedure. For example, procedure 1 is performed by
seven teams, whereas procedure 2 is performed by
four teams. Table 2 reports the average fraction of each
procedure performed by a particular surgical team.
In our numerical study, we use the “base case”

setting: Table 3 provides a summary of the base case
parameters, including the optimal portfolio values
âei , i � 1, 2, 3, for the three-procedure setting. Note that
we continue to use continuous quantities to describe
the numbers of surgical procedures. The estima-
tion procedure used to obtain the parameters for
this base case is described in detail in Online Ap-
pendix C.2.

6.2. Accuracy of the CLT-Based Approximation
Our analysis of the optimal portfolios of elective
procedures presented in Sections 4 and 5 is based on
approximating the exact expected daily profit (19) by
the expression given by (27). This approximation is
based on the central limit result of Proposition 1 that
assumes that the number of physician teams per-
forming every procedure is very high and that, as
stated in (24), none of the teams dominate others in
terms of the proportion of procedures performed. In
the hospital example that we studied, as specified
in Table 2, the number of surgical teams that per-
formed the top three elective procedureswas between
four and seven. Thus, it is important to establish the
accuracy of the approximation that we used in our
setting (i.e., the setting with small numbers of sur-
gical teams).
In this section, we report the results of the nu-

merical study that compares the optimal portfolio and
corresponding profit obtained using (27) with their
respective exact values defined by (19). The exact
problem optimization using (19), similar to (27), in-
volves evaluating an integral with a large number
of combinations of different values of nonelective
procedures. We evaluated this integral using Monte
Carlo simulation by randomly drawing two sets of
values: (1) LOS values according to their empirical

Table 1. Average Daily Numbers, OR Time, Bed Requirements, and Hospital Charges for the Top Three Surgical Procedures

Procedure, i

Average daily number Duration (hours) Bed requirement
Hospital charges

(relative to procedure 2)Elective Nonelective Mean, μS
i SD, σSi Mean, μN

i SD, σNi

1 1.07 0.17 3.20 1.78 4.31 1.35 0.76
2 0.77 0.18 4.38 2.27 5.80 1.50 1.00
3 0.75 0.03 2.90 1.24 2.55 1.07 0.47
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distributions and (2) the number of nonelective cases
(the possible values are zero or one, with probabilities
reported in column 3 of Table 1).

To compare the exact and approximate approaches,
we evaluated each approach using 50 different random
seeds. Let âeE be the vector representing the exact op-
timal portfolio (i.e., the portfolio that optimizes (19)).
Figure 7 shows the 95% confidence intervals for av-
erage percentage differences between the exact and
approximate values of the optimal portfolio and the
corresponding profit values. In particular, the per-
centage differences are calculated as Π̃(âeE)−Π âe( )

Π̃(âeE)
× 100

for the optimal profit and as
âei,E−âei
âei,E

× 100 for each
procedure in the optimal portfolio.

The optimal portfolios suggested by the exact and
approximate solutions are significantly different. In
particular, the approximation seems to favor pro-
cedure 1 over procedure 2 in a statistically significant
way, with the average differences of about 10% − 15%.
However, these different portfolios generate very

close daily expected profits, because the approximated
optimal profit is within 5% of the exact value. More-
over, the approximation qualitatively maintains the
ordering of procedures in the portfolio: in both the
approximated and exact solutions, procedures 1 and 2
have the highest and lowest optimal values, respectively.
We also investigate the impact of the penalty costs,

πN and πS, on the performance of our approximation
in Online Appendix C.3 (Figures C.1–C.3). We ob-
serve that, as the values of πN and πS change by 50%
in either direction, the approximated optimal profit
stays within 5% of its exact value. All of these obser-
vations suggest that the approximation-based opti-
mal portfolios perform reasonably well compared
with the exact ones.

6.3. Optimal Portfolio Composition and the
Performance of the Front-End Capacity
Management Approach

In our numerical study, we focus on illustrating how
the key outcomes are affected by the penalty costs (πN

and πS), variability of procedure bed occupancy and
OR time ((σNi )2 and (σSi )2), and hospital bed capacity (c).
In particular, we look separately at the impact of
these five parameters on (1) the optimal portfolio com-
position and utilization of hospital resources and (2) the
performance gap of the front-end approach.
Table 1 reports the profit margin as well as the ex-

pected value and standard deviation for procedure
duration and bed requirements corresponding to each
of the three procedure types. To gain insights into the
composition of the optimal portfolio of elective pro-
cedures, it is useful to express the data in Table 1 us-
ing the “profitability ratios” for each procedure with
respect to how it utilizes each hospital resource. Table 4
shows these parameters defined as the ratios of the profit
margin to the first as well as the second moments of the

Table 2. Fractions qik of Procedure i � 1, 2, 3
Performed by Team k

Team, k q1,k

Procedure 1
1 0.3607
2 0.1782
3 0.1328
4 0.0907
5 0.0853
6 0.0810
7 0.0713

Procedure 2 q2,k
1 0.5325
2 0.2062
3 0.0989
4 0.1624

Procedure 3 q3,k
1 0.3731
2 0.1986
3 0.1330
4 0.0915
5 0.0812
6 0.1226

Table 3. Base Case Values for the Three-Procedure
Setting

Quantity Value

τ, hours 14.79
c, beds 18.00
πS
b , multiples of R2 0.55

πN
b , multiples of R2 14.03

Optimal daily number of elective procedures
Type 1, âe1 1.55
Type 2, âe2 0.49
Type 3, âe3 0.87

Figure 7. Percentage Difference Between the Exact and
Approximated Values of the Optimal Profit and Each of the
Three Procedures in the Optimal Portfolio

Note. The bars show the simulation-based 95% confidence intervals.
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requirements that each procedure presents for each
resource.

As Table 4 indicates, procedures 1 and 2 are similar
in terms of how profitable they are given how much
of each resource (OR time and bed capacity) they
consume. Procedure 3 stands separately from pro-
cedures 1 and 2. On the one hand, it seems to be a less
attractive choice with respect to the utilization of OR
time, because it is dominated by the first two pro-
cedures, requiring on a “dollar for dollar” basis more
OR time on average, and more unpredictable in its
OR utilization. However, in terms of bed utilization,
the preference ordering among the three procedure
types is less clear: procedure 3 is more attractive from
the point of view of the expected compensation for
bed usage but seems to result in a disproportionately
high standard deviation of bed usage.

6.3.1. Impact on Optimal Portfolio and Hospital Re-
sources. We investigate the impact of changes in
πN , πS, (σN1 )2, (σS1)2, and c on four key quantities:
(a) expected bed utilization, (b) expected OR utili-
zation, (c) procedure components of elective bed
utilization, and (d) procedure components of elective
OR utilization. In particular, we define the expected
bed utilization as

uc �
∑3

i�1 μN
i âei + aui
( )
c

, (80)

and we define the expected OR utilization as

uτ �
∑3

i�1 μS
i âei + aui
( )
τ

. (81)

Furthermore, the component of elective bed utilization
corresponding to procedure i � 1, . . . , 3 is defined as

xci �
μN
i â

e
i∑3

j�1 μN
j â

e
j
, (82)

and the component of elective OR utilization corre-
sponding to procedure i � 1, . . . , 3 is defined as

xτi �
μS
i â

e
i∑3

j�1 μS
j â

e
j
. (83)

Note that (82) and (83) reflect the contributions of
elective procedures of each type to the total expected

utilization of the corresponding resource by the elective
procedures. We place all of the figures in this section in
Online Appendix C.4 and only summarize the insights
generated by them here. In the figures, we change one of
the parameters, whereas all others remain at their base
case levels.
We observe the impact of penalty costs, πN and πS,

as they change over the ranges πN

πN
b
∈ (0, 1.5) and πS

πS
b
∈

(0.6,2) (Figures C.4 and C.5 in the online appendix).
When one of the penalties associated with exceeding
hospital’s nominal resource capacities is increased,
the expected utilizations of both resources decrease.
For low values of πN , however, both expected utili-
zations exceed 100%, because the penalty cost πS

b
associated with exceeding the nominal capacity of the
OR capacity is not sufficiently large. Note that we do
not observe such a phenomena when πS is low.
Our analysis highlights the fact that the composi-

tion of optimal portfolio depends on how “good”
each procedure is in using both OR time and hospital
beds. For example, were recovery beds the only
hospital resource, there would be a clear preference
for procedure 3, because it is the procedure that
most profitably utilizes bed capacity in expectation.
However, procedures 1 and 2 are better than pro-
cedure 3 at utilizing OR capacity on average. Thus,
procedure 3 yields its portfolio share to procedures 1
and 2 for lower values of πN or higher values of πS. In
the extreme case, where the value of πN is close to
zero, procedure 3 is completely left out of the port-
folio. However, procedure 3 remains in the optimal
portfolio for all values of πS because of the presence of
the second constraining resource: recovery beds.
When examining the impact of changes in the var-

iability of LOS and OR time on the four key quantities
defined above, we change the parameters of the
distributions of OR time and bed occupancy for
procedure 1 (Figures C.6 and C.7 in the online ap-
pendix). In particular, we keep the means of OR time
and bed occupancy constant and scale their variances:
for example, μN

1′ � μN
1 and (σN1′ )2 � κ(σN1 )2, where 0.5 ≤

κ ≤ 1.5. The details of this scaling procedure are pres-
ented in Online Appendix C.4.
As the variability of bed occupancy for procedure 1

increases, the portfolio share allocated to procedure 1
goes down. We also observe that, as (σN1 )2 increases,
bed utilization decreases, andORutilization increases.
Similarly, the share of procedure 1 in the optimal port-
folio decreases as (σS1)2 increases. However, the OR uti-
lization first decreases and then increases in (σS1)2,
whereas the bed utilization is always decreasing.
Changes in the expected OR utilization highlight

the subtle yet consequential relationships between
this outcome and key system variables, such as a
procedure’s variances of OR time or bed occupancy.

Table 4. Profitability Ratios for the Top Three Surgical
Procedures

Procedure, i

Duration Bed requirement

Ri/μS
i Ri/σSi Ri/μN

i Ri/σNi

1 0.2375 0.4270 0.1763 0.5630
2 0.2283 0.4405 0.1724 0.6667
3 0.1621 0.3790 0.1843 0.4393
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The underlying reason for these variances to have
nonobvious impact on OR utilization is portfolio
rebalancing (e.g., if the variance of OR time for pro-
cedure 1 increases, the optimal portfolio will likely
favor the other procedures). The resulting OR utili-
zation may then increase or decrease depending on
the characteristics of the procedures that replace
procedure 1 in the new optimal portfolio.

Finally, we investigate the effect of the number of
beds, c, for c ∈ {14, 15, . . . , 22} (Figure C.8 in the online
appendix). The utilization of beds and the OR time
both increase with bed capacity. Also, as bed capacity
increases, the portfolio share of procedure 3—the best
procedure of the three in terms of profitably utilizing
bed capacity—decreases. This is because increases in
bed capacity lead to OR time becoming more of a
bottleneck resource, and procedures 1 and 2 are better
than procedure 3 in terms of profitably utilizing OR
time (Table 4). Note that the overall impact of in-
creasing c is close to the impact of decreasing πN .

6.3.2. Impact on the Performance of the Front-End Policy.
This section considers the impact of changes inπN ,πS,
(σN1 )2, (σS1)2, and c on the performance gap of the
front-end approach to hospital capacity management
(Figure C.9 in the online appendix). This quantity is
defined similarly to the expression in (57):

ΔS � Π âe( ) −Π âeS
( )

Π âe( ) , (84)

where for every combination of the penalty costs
(πS, πN), âe � (âe1, âe2, âe3) is the optimal portfolio of
surgical procedures and âeS � (âe1,S, âe2,S, âe3,S) is the op-
timal portfolio of surgical procedures for a given
value of πS and for πN � 0.

At the base case, the front-end policy that ignores
the impact of the elective portfolio on bed capacity
leads to a substantial profit loss (i.e., ΔS � 11.7) as a
consequence of a relatively small value of the base
case penalty cost πS

b . This is because the portfolio that
is selected at πN � 0 is considerably different from the
one with nonzero πN (e.g., procedure 3 is not in the
portfolio when πN � 0) (Figure C.4(c) in the online
appendix). Also, the bed utilization exceeds 100% for
near-zero values of πN (Figure C.4(a) in the online
appendix), which leads to substantial revenue loss
as πN increases unless the portfolio is rebalanced.
The profit loss associated with the front-end policy,
although mitigated by the increases in the penalty
cost πS, persists even when this penalty doubles com-
pared with the base case.

The variance of bed occupancy and OR time for
procedure 1 affects the performance gap in opposite
directions. This is partly because the variance of bed
occupancy has no effect on the optimal portfolio of

the front-end approach. As bed capacity increases,
the key constraining resource becomes the operating
room, which is the only resource considered in the front-
end approach. Accordingly, the performance of the
front-end approach approaches optimality in this case.
Finally, Figure C.10 in the online appendix presents

the tradeoff between the variance of bed occupancy and
OR time. In this plot, all of the points on the line have
the same front-end performance gap equal to the base-
line gap of about 11.7. Also, the plot passes through (1,1)
by construction, because both variance values are set to
their empirical values. Thefigure shows a “budget set of
uncertainty” that results in the same front-end per-
formance gap: increases in procedure 1’s bed occu-
pancy variance can be compensated for by reductions
in the procedure’s OR time variance.

7. Discussion
Hospitals are complex systems that serve a variety of
patients, each using multiple resources. To operate
effectively, patient needs should be strategically
matched with the available resource capacity. In this
paper, we build a model that combines the task of
rationing limited front-end OR capacity with allo-
cation of the downstream bed capacity. Our study
focuses on building analytical insights into the im-
pact of stochastic procedure and LOS durations on
the tradeoffs among multiple procedure types. Our
model accommodates arbitrary finite support dis-
tributions and uses a CLT-based two-moment ap-
proximation for the total procedure duration and the
daily number of occupied beds for a given portfolio
of procedures.
Our analysis focuses on the strategic match be-

tween the demand for surgical procedures and the
supply of hospital service capacity. We make several
simplifying assumptions. First, we treat the hospital
bed capacity as homogeneous, whereas in practice, it
is likely that different procedure types, while “com-
peting” for the common OR capacity, may require
different types of beds at the recovery stage. In ad-
dition, we assume that the hospital uses the same
portfolio of surgical procedures every day,whereas in
reality, a weekly scheduling cycle is more common,
reflecting the dependence of both available resources
and surgeons’ preferences on the day of the week.
In such settings, our model can be generalized to
handle theweekly cycle of procedures by formulating
the problem’s objective function using separable (by
day of the week) OR capacity terms and a “mixed”
recovery bed term that, for every day,may contain the
variables corresponding to the procedures performed
on all days of the week.
Another potential line of work to complement our

approach here would focus on mechanisms of tactical
management of constrained hospital resources. In our
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model, we use an “open loop” approach to construct
the optimal procedure mix and do not utilize knowl-
edge of actual bed occupancy to adjust the influx of
already scheduled procedures in situations with
looming bed shortage. In practice, hospitals often use
rescheduling and/or cancellations of elective proce-
dures as tools for restoring the tactical balance between
the demand for recovery services and the supply of
beds. The analysis of these dynamic cancellation and
rescheduling policies is a challenging and promising
extension to this work.
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