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Abstract

Locally orderless images are families of three intertwined scale spaces that describe local histograms. We generalize locally
orderless images by considering local histograms of a collection of "ltered versions of the image, and by extending them to
joint probability distributions. These constructions can be used to derive texture features and are shown to be a more general
description of two established texture classi"cation methods, viz., "lter bank methods and cooccurrence matrices. Because all
scale parameters are stated explicitly in this formulation, multi-resolution feature sets can be extracted in a systematic way.
This includes new types of multi-resolution analysis, not only based on the spatial scale, but on the window size and intensity
scale as well. Each multi-resolution approach improves texture classi"cation performance, the best result being obtained if a
multi-resolution approach for all scale parameters is used. This is demonstrated in experiments on a large data set of 1152
images for 72 texture classes.
? 2002 Pattern Recognition Society. Published by Elsevier Science Ltd. All rights reserved.
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1. Introduction

A precise de"nition of texture is hard to give. Most
attempts to de"ne texture speak of collections of elements
(or primitives, or textons) that are distributed in a typi-
cal way. The exact location of the elements in the texture
image is usually not important, so it is not surprising that
histograms—or, more generally, distributions—play impor-
tant roles in most methods for analyzing and classifying
textures.

Filter bank methods provide a clear example. A set of
"lters is applied to the input image and the histograms are
computed from each "ltered image. The histograms can be
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used directly for classi"cation, but more often features are
extracted from the histograms, for example the "rst four
moments. Another well-known technique for texture anal-
ysis is based on cooccurrence matrices. These matrices are
two-dimensional histograms, constructed from pairs of pix-
els with a "xed spatial relation (for example, all horizontal
neighbors). From these histograms, features are extracted,
such as the energy or the homogeneity.

Recently, Koenderink and van Doorn [1] have introduced
locally orderless images (LOIs) as a principled way to com-
pute image histograms. The formulation of LOIs shows that
there are three distinct scale parameters involved in the com-
putation of a histogram. The aim of this work is to show that
a generalized version of LOIs can be applied to texture anal-
ysis and classi"cation, and that this provides a mechanism
for di>erent types of multi-resolution analysis that improves
texture classi"cation.

To appreciate the scale parameters in the LOI framework,
consider how a histogram is conventionally constructed. The
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image is represented as a grid of pixels. The size of the
grid depends on the working resolution. A region of interest
(ROI) within the image is selected (this can be the complete
image, but it does not have to be). A number of bins for the
histogram is chosen, and each pixel in the ROI is dropped
in the appropriate bin.

This simple procedure contains three resolution parame-
ters, each having a distinct e>ect on the histogram. To see
the inFuence of the working resolution, consider an image
of text. At a high resolution, the histogram will contain two
modes, one for the (black) text and one for the (white)
background. At a low resolution, letters and background are
blurred and the image, and its histogram, will contain many
gray tones. The ROI has obviously also an e>ect on the his-
togram. By considering histograms of di>erent ROIs, the
histograms become location dependent. Finally, there is the
bin-width that determines the resolution of the histogram;
two nearby peaks in a histogram with small bins would have
been merged to a single broad peak had the histogram con-
tained fewer bins. LOI, described in Section 3, will give a
precise and continuous description of local histograms that
contains three scale parameters: � for the working resolu-
tion or inner scale, � for the extent or size of the region of
interest over which the local histogram is computed, and �
for the bin-width or tonal scale.

We propose two extensions to the LOI framework. First,
we consider histograms of a set of images obtained by ap-
plying a set of "lters to the image. Second, we consider
joint probability distributions of locations in the set of "l-
tered images with given spatial relations. It will turn out that
these entities describe textural properties of the image in a
way similar to "lter bank methods and cooccurrence ma-
trices, respectively, in a single general setting with all the
relevant scale parameters stated explicitly. This formulation
allows multi-resolution analysis for each scale parameter
separately.

This paper is organized as follows. In Section 2, we review
related literature on texture classi"cation. In Section 3, we
introduce LOIs and extensions, discuss their properties and
show how they can be used to derive texture features. In
Section 4, 10 sets of texture features are used to classify a
large data set of images of natural and man-made textures.
We end with a discussion and conclusion.

2. Previous work on texture classi�cation

Reviews of texture analysis methods can be found in Refs.
[2–5]. This section focuses on "lter bank methods and cooc-
currence matrices.

Broadly speaking, "lter bank methods use input images
to produce derived images and use statistics of these derived
("ltered) images to obtain texture features. A large variety of
"lter banks have been proposed: di>erences of o>set Gaus-
sians [6]; Gabor "lters [7,8], sometimes complemented with
the Laplacian of Gaussian "lters [9]; transform "lters such

as the Laws masks [10] and other well-known transforms
such as the Hadamard "lters, the discrete sine and cosine
transforms, which have been shown to resemble the optimal
Karhunen–Loeve transform [11–13]; common "lters from
image processing such as gradient, Laplacian, Sobel oper-
ators [14]; mathematical morphology operations and other
non-linear "lters [15]; Fourier transforms [16] and wavelets
[17]. (The given references are by no means complete, and
focus on methodical papers.) Motivations for "lter banks
are usually their properties—in the sense of being complete
or orthonormal—their performance in practice, or evidence
of their existence in the human visual system [18].

Deriving features from cooccurrence matrices is another
widely applied method for texture analysis. Cooccurrence
matrices were "rst proposed by Haralick [19], and have been
the subject of many studies [20–24]. Joint histograms of two
locations in the image with pre-described spatial relations
are constructed, and usually features are derived from these
matrices.

Filter bank method and cooccurrence matrices are related
in various ways. Unser has shown [25] that cooccurrence
matrices can be approximated by combinations of sum and
di>erence histograms, and that most features commonly ex-
tracted from cooccurrence matrices can be computed exactly
from these sum and di>erence histograms. Histograms of
the sum of two pixel locations are related to the histograms
of images with lower resolution (summing two pixels is a
(poor) method of blurring); histograms of the di>erence of
two pixels in a given direction are related to histograms of
the "rst derivative of the image in that direction (taking the
di>erence between neighboring pixels is a (poor) kernel for
computing image derivatives). This shows that there exists
a direct relation between the cooccurrence approach and the
"lter bank approach if the "lter bank contains zeroth order
and "rst-order derivative "lters with multiple orientations.

Obviously, one can construct cooccurrence matrices from
"ltered images [26] and thus combine both approaches. A
natural generalization is to consider (i) a set of "ltered im-
ages, (ii) a number of locations with given spatial relation-
ships, and (iii) a region of interest, and to extract features
from the higher-order probability distributions of intensity
values at these locations in the region of interest. This is
the generalization that we will propose in this work with
all scale parameters readily identi"ed. In the case of a sin-
gle location, this corresponds to "lter bank methods. In the
case of two locations and the original image as input (a "lter
bank with just the identity "lter), this corresponds to clas-
sical cooccurrence matrices. When more than two locations
are taken into account, we obtain entities that are similar to
those studied by Oja and Valkealahti [27] and Valkealahti
and Oja [28].

Markov random "eld (MRF) models provide a third pop-
ular framework for texture analysis [29]. Interestingly, Wu
and co-workers [30] have shown that with such a general
formulation of "lter bank methods and cooccurrence matri-
ces, this approach is equivalent to a special case of a MRF
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model [9]. This means that it is possible to generate textures
given the statistics of "lter bank responses.

3. Theory

3.1. Locally orderless images

We start by introducing locally orderless images [1], and
show how they are related to the image and its histogram.
Recall the procedure for computing a histogram mentioned
in the Introduction:

(1) Choose a working resolution for the input image to com-
pute the histogram from.

(2) Choose the number of bins for the histogram.
(3) Choose an area in the image to compute the histogram

from. This can be the complete image, but also a smaller
part of it.

(4) Drop each pixel in the appropriate bin, and, if desired,
normalize each bin’s content.

To obtain a working resolution for the image L(x), we
observe it at a particular scale �, using the di>usion
equation

�xL(x; �) =
9L(x; �)
9�2=2

; (1)

where � is the Laplacian. We can also convolve the im-
age with a Gaussian kernel of standard deviation �, which
is equivalent because the Gaussian is the Green function of
the di>usion equation. This is the preferred way of decreas-
ing image resolution because it will not introduce “spurious
resolution” and has various other desirable properties, such
as separability, isotropy, and the semi-group property which
are all well-known results from scale-space theory [31–33].

So far we have introduced one scale parameter �, which is
a spatial parameter. But our goal is to compute histograms,
which are the distribution of gray values, and are therefore
functions of the intensity domain. Changing the resolution
of the histogram should also be done by convolution with a
Gaussian kernel, following the same arguments that led us
to use the Gaussian kernel to change the working resolution
of the input image. To obtain this e>ect, we express the
contribution of each image location to a single bin in the
histogram with intensity value i as

R(x; i; �; �) = exp
(
− (L(x; �) − i)2

2�2

)
; (2)

where i denotes the intensity value and � is a scale pa-
rameter in the intensity domain. R(x; i; �; �) is a non-linear
transformation of the input image; if we replace L(x; �)
with R(x; i; �; �) , we essentially replace pixel values with a
probability distribution (or histogram), with Gaussian shape,
centered at the pixel value i with standard deviation �. Thus,

� can be identi"ed as the scale in the tonal domain, or the
imprecision of the intensity value [34], or the bin-width of
a histogram.

For a "xed location x, R(x; i; �; �) as a function of i is
a histogram of the image L(x; �) for a region of zero size,
containing only the pixel at x. If we are interested in the
histogram of the complete image, we can take the average
value of R(x; i; �; �) over all x. This average, OR(i; �; �) is
the histogram observed at scale � of the image observed at
scale �. However, there is no apparent reason to consider
only the histogram of the complete image; the image frame
itself is just as arbitrary as the working resolution. Any ROI
in the image might be considered. A question is, what shape
this ROI should have. We could use rectangular regions of
various size at each position. But there is no reason to use a
rectangular ROI, which has a particular orientation. A cir-
cular ROI, which has no preferred direction, has drawbacks
as well. Because of the abrupt ending at the circle edge,
spurious resolution would appear in the histograms. Again,
scale-space requirements provide a unique way to resolve
this matter, and that is to compute histograms over a Gaus-
sian weighted area. The scale of this Gaussian determines
the size or extent of the ROI.

It is, in fact, easy to determine these histograms from the
R images, simply by convolving R with a Gaussian aperture,
normalized at maximum amplitude 1 and extent �,

A(x; �) = exp
−x2

2�2
(3)

to obtain the LOI

H (x; i; �; �; �) =
A(x; �)

(
√

2��)D
R(x; i; �; �); (4)

where D is the dimensionality of the input image L(x).
Note that H (x; i; �; �; �) has a dimensionality 1 higher than
that of L(x). This is due to the fact that scalar pixel values
(dimensionality 0) have been replaced with histograms (di-
mensionality 1).

To summarize, here is a procedure to compute LOIs:

(1) Blur the input image to the desired inner scale �.
(2) Choose a number of bins with intensity values i, and a

scale � for the resolution of the histogram, and compute
R(x; i; �; �).

(3) Choose an extent � for the size of the local histograms
and blur each R(x; i; �; �) with a Gaussian kernel of
extent �.

Fig. 1 illustrates the construction of a LOI.
Once the LOI is computed, the bin-width � can be in-

creased by keeping x and � "xed and blurring along the
intensity direction with the di>usion equation:

92H (x; i; �; �; �)
9i2 =

9H (x; i; �; �; �)
9�2=2

: (5)
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Fig. 1. Construction of a locally orderless image. The input is an image of 128 × 128 pixels, with intensities uniformly scaled between
−1 and 1. (a) An inner scale � = 2:0 pixels is selected. L(x; � = 2:0) is displayed. Four locations in the image are indicated with white
circles, in (d) local histograms from these four locations are shown. (b) A tonal scale �=0:05 is selected. Now the R(x; i; �=2:0; �=0:05)
can be computed for a range of values of i, which will become the bins in the histogram. The nine displayed images are for the range
i = −1:0;−0:75; : : : ; 1:0, from right to left, top to bottom. Note how a pixels with their values in a certain range light up in each R image.
(c) An extent � = 8:0 pixels is selected. Each r slice is blurred with a Gaussian kernel with scale �. Now the r slices are stacked in 1 3D
volume, and we obtain the LOI H (x; i; � = 2:0; � = 0:05; � = 8:0) where i runs in the vertical direction. (d) The values along the vertical i
direction for di>erent locations are local histograms. Four histograms are shown here, for the locations indicated with white circles in (a).
Note that more than nine bins shown in (b) were used for these histograms.

The extent � can be increased by keeping i and � "xed and
blurring each “intensity slice”:

�(x)H (x; i; �; �; �) =
9H (x; i; �; �; �)

9�2=2
: (6)

The construction is called “locally orderless” because at each
location the pixel values have been replaced by orderless
sets, viz., histograms. LOIs are a versatile framework that
can be used in many image processing tasks [35].

3.2. Filter banks

So far, we have not speci"ed the input image L, except
that it can be observed at any scale �. This implies that we
take as input for the construction of the LOI a family of
images, obtained by "ltering the original image with Gaus-
sians of various scales �. For texture classi"cation, it may
be interesting to consider the response of the image to a
larger set of "lters than just Gaussians. In general, we can



B. van Ginneken, B.M. ter Haar Romeny / Pattern Recognition 36 (2003) 899–911 903

introduce a set of "lters f, which can be scaled by a param-
eter �. In practice, the "lters f will be a countable set that
we can indicate with f1 : : : fn.

In this work, we will not give a thorough discussion on
how to choose a "lter bank that is optimally tuned for the task
of texture feature extraction although this is an interesting
and non-trivial matter. In the context of LOIs, which are a
natural extension of the linear scale-space theory of image
observations to histograms, the N -jet of derivatives up to a
given order appears as the natural choice for a "lter bank.
This type of "lter banks will be used where the nth order
derivative in the direction � will be indicated as L�n. Notice
that these derivatives are very similar to Gabor "lters for
higher orders. They can be “steered”, that is, computed for
arbitrary � for a given order n from the cross derivatives of
that order [36].

These "lter banks are obviously sensitive to orientation
and gray-level transformations. The use of Gaussian re-
ceptive "eld families allows one to directly use results of
scale-space theory to construct "lters which are invariant to
rotations [37] and gray-level transformations [33], if this is
desired for the particular texture analysis task at hand.

3.3. Joint probability distributions

The histograms obtained from formula (4) are marginal,
i.e. a function of a single intensity i. General statistics can
be obtained by considering a number of intensities from
locations with a "xed spatial relation, that we can indicate
as a vector i= i1 : : : im. In this way, we obtain m-dimensional
histograms or joint probability distributions. There may exist
a meaningful order in the set of "ltered images, e.g. when the
set is a scale-space or a steered-orientation bundle. In that
case it may make sense to consider intensities in di>erent
images. As in Ref. [30], one may conceive of the locations
i1 : : : im as the vertices of an m-polygon in the set of "ltered
images (see Fig. 2).

If the polygon consists of a single vertex (m = 1), we
are dealing with a "lter bank method. The di>erence with
a classical "lter bank method is that we have explicitly de-
"ned the construction as a function of the scale parameters
�, � and �. We can use this to perform di>erent types of
multi-resolution texture analysis. In the next section we will
evaluate the performance of such a multi-resolution "lter
bank system.

Haralick’s classical cooccurrence matrices framework
[19] is obtained by using a polygon that consists of a single
line segment (m = 2), with only the raw image taken as
input, � put to ∞, and � "xed. If the scale space L(x; �)
is taken as input, the result is a multi-resolution version
of the cooccurrence matrices parameterized by �, � and �.
The performance of such a system for multiple values of �,
� and the line segment (distance and relative orientation of
the two locations) will be evaluated in the next section.

The combination of a "lter bank and two locations within
a single "ltered image has been investigated as generalized

f1

fn

m1

m1

m2

m2

m3

m3

m2

m1

m1

Fig. 2. Multi-dimensional histograms are obtained by considering
locations i1 : : : im with "xed spatial relations de"ned by the ver-
tices of a polygon in the set of "ltered images f1 : : : fn. Usually,
the locations will be within a single "ltered image and the analy-
sis will be performed for each "ltered image separately. But if a
meaningful order of the "ltered images exist, it may also be use-
ful to consider locations in di>erent images. In the "gure some
examples of polygons are shown.

cooccurrence matrices by Davis [26]. Oja and Valkealahti
[27] and Valkealahti and Oja [28] have presented results
using an m-polygon on only the raw image as input.

3.4. Feature extraction

Although the raw histograms can be used for analysis (tex-
ture classi"cation, as in Ref. [23] or texture generation as in
Ref. [9]), usually features are extracted from the histograms.
The most obvious and most widely followed approach is to
use moments [38]. For marginal histograms H (i), the "rst
four moments around the mean, m1; m2; m3; m4, are given by

m1 =
∫
iH (i) di; (7)

m2 =

√∫
(i − m1)2H (i) di; (8)

m3 =
1
m3

2

∫
(i − m1)

3H (i) di; (9)

m4 =
1
m4

2

∫
(i − m1)

4H (i) di − 3: (10)

These moments are denoted as mean, standard deviation,
skew and kurtosis, respectively. The skew is an indication
of the symmetry of the distribution. The kurtosis is 0 for a
Gaussian distribution and indicates how much the distribu-
tion deviates from a Gaussian.

For joint probability distributions, moments could be
used as well. However, for cooccurrence matrices, com-
monly, some of the 14 measures proposed by Haralick [19]
are taken. Most often "ve features are used, referred to
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as energy (EG), entropy (EP), local homogeneity (LH),
correlation (CO) and inertia (IN). If H (i1; i2) denotes the
two-dimensional histogram of two intensities i1 and i2, they
are de"ned as

EG =
∫ ∫

H (i1; i2)
2 di1 di2; (11)

EP = −
∫ ∫

H (i1; i2) logH (i1; i2) di1 di2; (12)

LH =
∫ ∫

H (i1; i2)
1 + (i1 − i2)2

di1 di2; (13)

CO =
∫ ∫

(i1 − �i1 )(i2 − �i2 )H (i1; i2)
�i1�i2

di1 di2; (14)

IN =
∫ ∫

(i1 − i2)2H (i1; i2)
2 di1 di2; (15)

where � and � denote the "rst and second moment around
the mean of the joint distribution,

�i1 =
∫ ∫

i1H (i1; i2) di1 di2; (16)

�i2 =
∫ ∫

i2H (i1; i2) di1 di2; (17)

�i1 =
∫ ∫

(i1 − �i1 )2H (i1; i2) di1 di2; (18)

�i1 =
∫ ∫

(i2 − �i2 )2H (i1; i2) di1 di2: (19)

In the experiments in the next section we will use mo-
ments for marginal distributions and these "ve features for
cooccurrence matrices.

3.5. Dimensionality and relations between scale
parameters

The proposed generalized LOI are very high-dimensional
objects. Their dimensionality is given by the sum of the
dimension of the input image and the intensity vector i, plus
the three scale parameters, possibly parameters that vary the
m-polygon of spatial relations for the locations that make
up i, and, in case of the "lter bank of steered derivatives,
the order of derivatives n and the orientation �. Obviously,
sparse sampling of some of these dimensions is required for
practical applications.

Rules of thumb may be derived by considering the speci"c
roles that the various parameters in the framework play.

The order of derivative n determines the type of structure
that is extracted by the "lter. n = 0 detects blobs, n = 1
responds on edges, n = 2 is sensitive to line structures and
so on. The orientation � obviously tunes the orientation of
the detected texture primitives. The number of independent
"lters per order is equal to n+ 1.

The inner scale � of the applied "lters tunes the size of
the primitives that are detected. Using various values of �
allows one to distinguish textures of primitives with similar
shape but di>erent sizes.

To characterize texture, a description at multiple scales
is essential. Haralick [2] put it as follows: “to character-
ize texture, we must characterize the tonal primitive prop-
erties as well as the spatial interrelationships between them.
This implies that texture is really a two-layered structure,
the "rst layer having to do with specifying the local proper-
ties which manifest themselves in tonal primitives and the
second layer having to do with specifying the organization
among the tonal primitives”. This clari"es the role of the
extent �. While the "lters parameterized by n; �; � extract
speci"c tonal primitives (or textons), the distribution within
an extent � describes the placement rules or spatial interre-
lationships between the primitives. Thus a multi-resolution
analysis for � can distinguish textures with similar primi-
tives but di>erent placement rules.

The tonal scale � has the dimension of intensity. Thus, it
plays a role similar to � but in the intensity domain. Vary-
ing � is a way to analyze the structure within the histograms
or cooccurrence matrices. If two texture patches are iden-
tical except for a non-linear gray-level transformation that
has reduced the contrast between the primitives in a certain
intensity range, a multi-resolution analysis for � may distin-
guish between such texture pairs.

Although they are of a fundamental di>erent character,
in practice the three scale parameters �; �; � are related. It
does not make sense to consider situations where ��� be-
cause below the inner scale of an observations no details
are discernible, and a histogram of a region of interest that
is smaller than this scale is obviously a peak. Increasing �
always increases the complexity of the histograms. In the
case where � → ∞ the histogram no longer depends on
x which is of course a very eRcient way to reduce the di-
mensionality of the LOI. The dimensionless number (�=�)2

is the logon content, a measure for the amount of informa-
tion that is present at each location of the LOI. One may "x
this value by coupling � and � as GSarding and Lindeberg
[39] did. Increasing � always reduces the complexity of the
histogram.

Whether the use of multiple scales improves texture
classi"cation depends also on the features extracted from
LOIs. In particular, when moments are used as features,
the tonal scale � is immaterial. This can be seen by con-
sidering the expression for mn, the nth moment around the
mean m:

mn =
∫

(i − m)nH (i) di: (20)

This expression is linear in H (i), which means that if we
want to investigate the e>ect of blurringH (i) on the moment,
we may do this by considering what happens at a single
value i′.
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If we use a blurred histogram H (i; �), we have instead of
a single value at i′ a Gaussian with width �:

mn =
∫

(i − m)n
1

�
√

2�
exp

(−(i − i′)2

2�2

)
di: (21)

For � → 0 this reduces to (i − m)n. For �¿ 0, the zeroth
and "rst-order moment remain equal. Higher-order moments
change because equal amounts of weight are moved towards
the mean and away from it and the change in contribution of
these two parts to the moment are di>erent. The expression
for the general integral in Eq. (21) is cumbersome, so we
state the results for the "rst few moments:

m0 = 1;

m1 = (i′ − m);

m2 = (i′ − m)2 + �2;

m3 = (i′ − m)3 + 3�2(i′ − m);

m4 = (i′ − m)4 + 6�2(i′ − m)2 + 3�4

and so on. Thus, by increasing �, m0 and m1 are unchanged
and the higher order moments are simply increased by "xed
amounts proportional to H (i′) and earlier moments. There-
fore, if we use moments as features, using multiple values
of � does not yield extra information.

4. Experiments

We tested a large number of texture feature sets on a
single large data set. The aim of these experiments is to
evaluate the performance of the texture feature schemes, to
compare between "lter bank methods and cooccurrence fea-
tures and especially to investigate whether multi-resolution
approaches for the di>erent scale parameters in the scheme
are e>ective in practice.

4.1. Data set

We collected texture patches from a large variety of
natural texture images. These images originated from the
VisTex database, maintained by the Vision and Modeling
group at the MIT Media Lab (available on the web at
http://wwwwhite.media.mit.edu/vismod/imagery/
VisionTexture/vistex.html), the image collection dis-
tributed with the CorelDraw software suite from Corel, and
the SIPI database (described in Ref. [40] and available on the
web at http://sipi.usc.edu/services/database/
Database.html). Most images in the SIPI database are
taken from the Brodatz collection [41]. We selected all
those images from these databases that contained large
textures, from which 16 (4 × 4) smaller texture patches
could be cropped in such a way that each cropped patch
was representative of the texture shown in the image as a

whole. Consequently, texture images with global gradients,
e.g. perspective views of a water surface, were excluded.

The data set includes a wide variety of textures from
natural scenes and man-made materials. One instance of
each class is shown in Fig. 3. Note that the selection contains
several classes that are very much alike. For example, the
"rst two classes are both tree bark, three classes of grass are
included and two sets of two classes are identical scenes,
photographed with di>erent illumination conditions.

The total number of images is 72, each with a resolution
of 512 × 512 pixels and 256 gray levels. Each image was
subdivided into 16 (4 × 4) adjacent but non-overlapping
patches of 128×128 pixels. The gray level probability (his-
togram) of each patch was equalized to eliminate di>erence
in "rst-order statistics between the patches, and scaled to the
range [ − 1; 1]. The total number of sample patches mea-
sured 72 × 16 = 1152.

4.2. Classi>er

We used a k-nearest-neighbor (k-NN) classi"er and the
leave-one-out method for all experiments. Before classi-
"cation, each feature was normalized to zero mean and
unit variance over all samples in the set. The k-NN clas-
si"er has several advantages over alternatives such as
neural networks. No training is required and the results
are repeatable. There is only a single tuneable parameter,
k. We used a fast implementation of the k-NN classi-
"er by Arya and Mount [42], available on the web at
http://www.cs.umd.edu/∼mount/ANN). We use Whit-
ney’s method for feature selection [43]. This means we start
with 0 features. All available features are added one by one
and the performance is computed, and the best feature is
added to the set. This procedure is repeated until a given
number of features, or all features, have been added. We
selected at most 40 features. Note that a set of n features
obtained in this way does not necessarily correspond to the
best subset of n features [44]. From an application’s point
of view it could be useful to consider (linear) combinations
of features. We choose not to do this, in order to be able to
identify “good” features directly.

We performed the classi"cation with k=1; 3; 5. In general,
performance was best with k = 1 and slightly decreased for
k = 3 and 5. Therefore, we show the results of k = 1.

4.3. Texture feature sets

In order to compare the e>ect of varying the scale param-
eters in our framework, we added two classical methods.

The "rst is the 3 × 3 Laws "lter bank [10], which is
representative of "lter bank methods based on well-known
transforms such as the Hadamard transform, the discrete
sine and cosine transform, etc. [11]. The 3 × 3 Laws "lters
are constructed from 3-tap blob, edge and spot "lters (L =
|1 2 1|; E= |1 0 − 1|; S = |1 − 2 1|). The second classical
method uses features extracted from cooccurrence matrices.

http://wwwwhite.media.mit.edu/vismod/imagery/
mailto:VisionTexture/vistex.html
http://sipi.usc.edu/services/database/
mailto:Database.html
http://www.cs.umd.edu/~mount/ANN
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Fig. 3. The 72 di>erent textures used in the experiment. One patch for each class is shown; the total set contains 16 patches of each class,
1152 textures in total.

We extend the Laws "lter bank with multiple resolutions
for �. We compare it with a "lter bank based on Gaussian
derivatives. This "lter bank is extended to a multi-resolution
approach for both � and �. The cooccurrence scheme is
extended to multiple resolutions for �, � and the separation
distance d between two points.

A detailed description of each system is given below.

(1) Classical 3 × 3 Laws "lter bank. As such, � = 0 and
�=∞. We use the second, third and fourth moment of
the histogram. Using the "rst moment makes no sense
because the input images have equal histograms. There
are nine "lters. Thus, we have 27 features in total.

(2) Classical 3 × 3 Laws "lter bank using multi-resolution
for extent �. The system is similar to the classical 3×3
Laws "lter, except that the cases � = 1; 2; 4 are added.
Thus, we have a total of 104 features.

(3) Filter bank of Gaussian derivatives. Similar to the clas-
sical 3 × 3 Laws "lter bank, except that a "lter bank
of Gaussian derivatives is used at the "xed scale �= 1.
Filters used are L0, L0◦

1 , L90◦
1 , L0◦

2 , L60◦
2 , L120◦

2 . The total
number of features is 18.

(4) Filter bank of Gaussian derivatives using multiple res-
olutions for the inner scale �. Similar to the previous
"lter bank of Gaussian derivatives except that this sys-
tem uses three scales � = 0:5; 1; 2. Thus, we have 54
features.

(5) Filter bank of Gaussian derivatives using multiple reso-
lutions for the inner scale � and extent �. The previous
system is now extended to a multi-resolution approach
for �. As in system 2, we consider � = 1; 2; 4;∞. The
total number of features is therefore 216.

(6) Classical cooccurrence features. As such � = 0 and
� = ∞. For the size of the cooccurrence matrices we
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Table 1
Results for all "lter bank systems (systems 1–5) for the best com-
bination of features (up to 40 features) and the complete set with
all features

Result No. Result No.
Best set Features Whole set Features

System 1 0.9748 19 0.9640 27
System 2 0.9835 37 0.8446 108
System 3 0.9409 15 0.9375 18
System 4 0.9869 40 0.9713 54
System 5 0.9922 38 0.9817 216

The number of features for the best subset up to 40 and for the
whole set is also given.

choose 256. This corresponds to � = 0 because all the
images had 8-bit intensity values originally. We use the
"ve features de"ned in the previous section (energy,
entropy, local homogeneity, correlation and inertia) for
four sets of pixels with separation distance d= 1 at 0◦,
45◦, 90◦, 135◦. Thus, we have 20 features.

(7) Classical cooccurrence features with multiple resolu-
tions for the inner scale �. Similar to the previous sys-
tem, but now we use � = 0; 0:5; 1; 2. Thus, we have 80
features in total.

(8) Classical cooccurrence features with multiple resolu-
tions for the tonal scale �. Similar to the classical cooc-
currence feature system, but now we use �=0; 1; 2; 4; 8.
Thus, we have 100 features in total.

(9) Classical cooccurrence features with multiple separa-
tion distances d. Similar to the classical cooccurrence
feature system, but now we use d = 1; 2; 4. Thus, we
have 60 features in total.

(10) Classical cooccurrence features with multiple separa-
tion distances d and multiple resolutions for the inner
scale � and tonal scale �. This combines the 3 previous
systems. We vary both � = 0; 0:5; 1; 2, d = 1; 2; 4, and
� = 0; 1; 2; 4; 8. Thus, we have 1200 features.

Table 3
Best 10 features for "lter bank systems (systems 1–5)

No. System 1 System 2 System 3 System 4 System 5

Filter m Filter m � Filter m Filter m � Filter m � �

1 E3S3 2 E3S3 2 ∞ L 2 L 2 0.5 L 2 0.5 ∞
2 L3E3 2 L3E3 2 ∞ L0◦

1 2 L 2 2 L 2 0.5 1
3 S3S3 4 S3S3 4 ∞ L90◦

1 2 L90◦
1 4 0.5 L0◦

2 2 1 ∞
4 S3L3 2 S3L3 2 ∞ L120◦

2 4 L0
2 2 1 L90◦

1 4 0.5 4
5 L3S3 3 L3S3 3 ∞ L60◦

2 2 L60
2 4 0.5 L90◦

1 4 1 2
6 E3E3 2 L3L3 2 1 L60◦

2 3 L0◦
1 4 2 L60◦

2 3 1 1
7 E3L3 2 L3E3 4 ∞ L60◦

2 4 L60
2 2 1 L0◦

1 3 0.5 1
8 L3E3 4 E3E3 2 ∞ L0◦

1 4 L 4 1 L60◦
2 4 1 ∞

9 L3S3 2 L3E3 2 1 L120◦
2 2 L0

2 2 0.5 L120◦
2 2 0.5 ∞

10 L3S3 2 L3L3 4 ∞ L0◦
2 4 L 3 0.5 L0◦

2 3 0.5 1

The corresponding classi"cation results are listed in Table 2.

Table 2
Cumulative classi"cation results for "lter bank systems (systems
1–5)

No. System
Features

1 2 3 4 5

1 0.1623 0.1623 0.1423 0.1527 0.1527
2 0.4756 0.4756 0.4157 0.4539 0.4652
3 0.7178 0.7178 0.6553 0.6614 0.6953
4 0.8324 0.8324 0.7934 0.7777 0.8081
5 0.8828 0.8828 0.8506 0.8350 0.8567
6 0.9123 0.9175 0.8923 0.8793 0.8888
7 0.9262 0.9322 0.9105 0.9045 0.9131
8 0.9444 0.9418 0.9192 0.9253 0.9366
9 0.9496 0.9487 0.9288 0.9331 0.9505

10 0.9505 0.9531 0.9340 0.9453 0.9583
11 0.9557 0.9565 0.9340 0.9487 0.9661
12 0.9592 0.9626 0.9357 0.9574 0.9704
13 0.9600 0.9644 0.9383 0.9600 0.9756
14 0.9609 0.9644 0.9392 0.9678 0.9774
15 0.9644 0.9652 0.9409 0.9704 0.9809

The best 10 features are listed in Table 3.

4.4. Results

For each system, we give the classi"cation performance
in terms of the part of correctly classi"ed texture patches
after 1–15 features have been added (Tables 2 and 5). We
also give the performance of the best feature set after at
most 40 features have been added, and the performance
of the system with all features (Tables 1 and 4). Tables 3
and 6 explicitly list the best 10 features of each system. In
Fig. 4 the performance of each system is plotted as a function
of the number of features.

The key result of the experiments is that all types
of multi-resolution analysis increase the classi"cation
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Fig. 4. Classi"cation result of each system as a function of the number of selected features. The "rst graph shows the result for 0–10
features, the second graph displays the results for 10–40 features.

performance. We consider three di>erent types of
multi-resolution features extraction by varying �, � and
�, respectively, while previous work on multi-resolution
texture analysis was limited to � only.

The e>ect of using multiple extents � can be seen by
comparing system 1, classical Laws "lters, with system 3,
the same "lters for multiple values of �. The e>ect is even
more clear by comparing system 4, a "lter bank system
with multiple resolutions �, with system 5, the same system
extended with multiple resolutions for �. In both cases there
is a signi"cant increase in performance.

Likewise, the e>ect of multiple inner scales � can be seen
by comparing system 3 with system 4 and also system 6
with system 7. Using multiple resolutions for the inner scale
� has a large performance bene"t.

Table 4
Classi"cation results for cooccurrence systems (systems 6–10) for
the best combination of features (up to 40 features) and the com-
plete set with all features

Result No. Result No.
Best set Features Whole set Features

System 6 0.9105 13 0.9001 20
System 7 0.9678 20 0.8368 100
System 8 0.9496 34 0.9505 80
System 9 0.9444 36 0.9227 60
System 10 0.9765 31 0.9045 1200

The number of features for the best subset up to 40 and for the
whole set is also given.
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Table 5
Cumulative classi"cation results for cooccurrence systems (system
6–10) for the "rst 15 features

No. System
Features

6 7 8 9 10

1 0.2300 0.2690 0.2300 0.2690 0.3038
2 0.4088 0.4305 0.4444 0.4027 0.4149
3 0.6041 0.6588 0.6892 0.6388 0.6736
4 0.7421 0.8012 0.8194 0.7760 0.8168
5 0.7881 0.8576 0.8654 0.8446 0.8862
6 0.8350 0.8914 0.8897 0.8793 0.9201
7 0.8663 0.9131 0.9019 0.9019 0.9340
8 0.8767 0.9262 0.9140 0.9105 0.9453
9 0.8932 0.9383 0.9192 0.9175 0.9505

10 0.9036 0.9505 0.9288 0.9227 0.9522
11 0.9079 0.9557 0.9331 0.9288 0.9557
12 0.9079 0.9600 0.9375 0.9331 0.9609
13 0.9105 0.9609 0.9427 0.9340 0.9635
14 0.9088 0.9618 0.9461 0.9357 0.9644
15 0.9079 0.9635 0.9479 0.9357 0.9670

The best 10 features are listed in Table 6.

Finally, comparing systems 6 and 8 shows that consider-
ing multiple tonal scales � boosts the performance of texture
classi"cation with cooccurrence matrices. This is an inter-
esting result since � has always been kept at a single "xed
value in previous studies.

The three multi-resolution approaches are truly di>erent:
combined they lead to the most e>ective systems for tex-
ture classi"cation. System 5 obtains the overall highest score
with 0.9922 for 38 features. In this case, 9 out of 1152 tex-
ture patches were classi"ed incorrectly. The fact that the
various "lters, features, moments and scales do indeed cap-
ture di>erent aspects of texture is also supported by Tables
3 and 6. Note that in almost all systems the best 10 features

Table 6
Best 10 features for cooccurrence systems (systems 6–10)

No. System 6 System 7 System 8 System 9 System 10

d d � d � d d � �

1 EP (1; 1) EP (1; 1) 0.5 EP (1; 1) 0 EP (−4; 4) EP (0; 4) 0.5 0
2 EP (0; 1) EG (0; 1) 0 LH (1; 0) 4 IN (1; 0) EG (0; 1) 0 4
3 EP (1; 0) EG (1; 1) 2 LH (−1; 1) 4 CO (−2; 2) EG (1; 0) 0 2
4 LH (−1; 1) LH (1; 0) 0.5 EG (0; 1) 2 LH (−1; 1) LH (−1; 1) 0 0
5 LH (1; 0) CO (1; 0) 0 EG (1; 0) 2 IN (4; 0) EG (2; 0) 1 2
6 IN (0; 1) CO (1; 0) 1 EG (1; 1) 1 CO (0; 2) LH (1; 1) 0 4
7 LH (1; 1) LH (1; 1) 0 LH (0; 1) 0 LH (1; 1) EG (0; 1) 2 1
8 CO (1; 1) EG (0; 1) 2 CO (1; 0) 0 LH (1; 0) LH (−1; 1) 0.5 8
9 CO (1; 0) LH (−1; 1) 0 LH (1; 1) 8 EG (0; 1) LH (1; 0) 0 8

10 IN (−1; 1) EG (1; 0) 1 LH (1; 0) 0 IN (0; 4) LH (1; 1) 0 0

The Haralick features are abbreviated: EP = entropy, EG = energy, LH = local homogeneity, IN = inertia, CO = correlation. The
corresponding classi"cation results are listed in Table 5.

include all types of "lters, all moments, and each of the
scales considered.

The experiments here indicate that "lter bank systems
outperform cooccurrence systems. This may be partly due
to the fact that the "ve features taken into account in these
experiments do not capture all the information in the cooc-
currence matrices.

5. Discussion and conclusions

Multi-resolution analysis follows naturally from the use of
locally orderless images to extract texture features. Our ex-
periments demonstrate that all types of multi-resolution anal-
ysis improve texture classi"cation performance. Whether
this is true for all applications should be tested: the clas-
si"cation of such a diverse set of textures used in the ex-
periments described here may not be encountered often in
practice. In another work, we successfully applied the LOI
"lter bank method to chest radiographs for the detection of
tuberculosis and interstitial disease [45].

The particular choices we made for "lter bank, cooccur-
rence features, moments, number of scales to consider, clas-
si"cation method, are inevitably somewhat arbitrary. It may
well be possible that some other combination improves the
results in particular applications.

The framework could be used for texture segmentation as
well. In this case, � may be used in the same way as it has
been here—to serve as an extent over which to collect in-
formation regarding the placement rules of the textons. Al-
ternatively, � may be used as region of interest over which
to collect texture information, what has been called integra-
tion scale [46,39].

We can summarize the results by stating the advantages
of using generalized locally orderless images to derive
texture features. First of all, it provides a framework in
which all relevant scale parameters are explicitly identi"ed
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instead of being introduced in an ad hoc fashion. One can
directly apply existing scale-space methods and perform
multi-resolution analysis for all scale parameters. This al-
lows the systematic extraction of texture features and gen-
eralizes existing methods. Our experiments suggest that all
types of multi-resolution analysis are bene"cial to classi"-
cation performance.

A system of six basis "lters (zeroth order derivative,
"rst-order derivatives at two orientations and second-order
derivatives at three orientations) at three inner scales and
four extents from which the second to fourth moment were
used as features achieves, after feature selection, excellent
performance (99.21%) on a data set of 1152 real-life texture
samples from 72 di>erent classes.

6. Summary

Locally orderless images are families of three inter-
twined scale-spaces that describe local histograms. These
three scale parameters relevant for local histograms are the
spatial scale (resolution) at which the image is observed,
the spatial extent of the window in which a local histogram
is computed, and the intensity scale at which the histogram
is observed.

We generalize locally orderless images by considering lo-
cal histograms of a collection of "ltered versions of the im-
age, and by extending them to joint probability distributions.
These constructions can be used to derive texture features
and are shown to be a more general description of two es-
tablished texture classi"cation methods, namely "lter bank
methods and cooccurrence matrices.

Because all scale parameters are stated explicitly in this
formulation, multi-resolution feature sets can be extracted
in a natural and systematic way. This includes new types of
multi-resolution analysis, not only based on the spatial scale,
but on the window size and intensity scale as well. Further-
more, one can directly apply existing scale-space methods
and perform multi-resolution analysis for all scale parame-
ters. This allows the systematic extraction of texture features
and generalizes existing methods.

We performed experiments on a large data set of
1152 real-life texture samples from 72 di>erent classes.
The results of "lter bank systems outperformed those
based on features extracted from cooccurrence matrices.
Each multi-resolution approach improved texture clas-
si"cation performance, the best result being obtained
if a multi-resolution approach for all scale parameters
was applied. In this approach a system of six basis "l-
ters was used (zeroth order derivative, "rst-order deriva-
tives at two orientations and second-order derivatives at
three orientations) at three inner scales and four extents
from which the second to fourth moment were taken
as features. Using a k-NN classi"er and feature selec-
tion, we obtained excellent performance (99.21% correct
classi"cation).
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