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Abstract: Many scientific and engineering problems involve physical modeling of complex processes. Sometimes multiple
candidate models are available, and their performance can be compared by how well their outputs match observations. Various
summary statistics can be used for this purpose, but no matter which statistics are chosen, it is important that comparisons based
on them be considered in light of the inherent variability of the data used in their calculation. In this article, we consider the
variability of a summary statistic through an empirical likelihood. The approach is nonparametric in the sense that a moving-
block bootstrap procedure is used to obtain the empirical likelihood. Relative figures of merit for each candidate model are
formed as the ratio of each candidate model’s likelihood to the largest likelihood. We use a small simulation study to show that
our procedure can correctly distinguish between different time series models, and then we demonstrate how the method can
be used to evaluate the output of 20 Intergovernmental Panel on Climate Change (IPCC) atmospheric models based on their
agreement with the observations.  2011 California Institute of Technology. Government sponsorship acknowledged. Statistical Analysis
and Data Mining 4: 247–258, 2011

Keywords: deterministic model evaluation; moving-block bootstrap; blocklength-selection; time series; climate model
diagnostics

1. INTRODUCTION

Model evaluation is a widespread problem in statistics
and elsewhere in science. In particular, there are many
examples where it is necessary to evaluate competing
models of the same phenomenon in order to select the best
one, or to weight the competitors. A prime example occurs
in climate science, where a set of climate models are used
to obtain a set of predictions of some climate quantity in
the future, and it is necessary to decide which model to
believe or how to combine the predictions in a multi-model
weighted average [1]. Other examples occur in the literature
on computer models and computer experiments [2].

In general, we regard deterministic models of physical
processes as mathematical codifications of how modelers
understand those processes. In other words, these models
reflect hypotheses about how physical systems work.
A fundamental principle of the scientific method is that
such hypotheses should be tested by comparing their
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predictions to observations. If the two are signicantly
different, the hypothesis should be refined and retested. In
the area of climate, systematic global-scale observations of
climate variables made by satellites have recently become
available, and these offer unprecedented opportunities
for model testing and model diagnosis—the process of
identifying deciencies in the representation of specific
processes in the model. Even though climate models can be
run on time scales longer than the period of remote sensing
data collection, there is still the opportunity for model
evaluation based on the data available. Most of the methods
in use today, for comparing model output to observations,
base their comparisons either on measures that are ad hoc
from a statistical perspective [3], or are based only on first
and second moments [4,5]. By reducing model output and
observations to such simple statistics, these methods ignore
much of the available information.

In this article, we suggest a new approach that cap-
tures different aspects of a model’s variability through
empirical likelihoods of summary statistics. In the spirit of
exploratory data analysis and data mining, we think of the
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output time series from a climate model as a realization of
a stochastic model. For instance, if a certain climate model
does a good job representing the physics operating in the
atmosphere, then that model’s output time series should be
consistent with the corresponding observations, in the sense
that the likelihood of the observations given the model is
high. With this as motivation, we develop an approach for
evaluating the members of a collection of physical mod-
els by assigning them relative figures of merit. Although
we are motivated by the problem of climate model evalu-
ation, the method is general and could be applied in other
domains where there is a need to evaluate competing deter-
ministic models of physical processes using observational
or experimental data.

In Section 2, we formulate the problem in the context
of model evaluation. In Section 3, we set out the details
of our method for calculating the relative figures of merit
based on empirical likelihoods. These are obtained with no
parametric assumptions, through a moving-block bootstrap
(MBB). We have developed a new, empirical method for
choosing what we call “acceptable blocklength”; details
are deferred to the Appendix. Section 4 describes a small
simulation study in which we evaluate six different moving-
average time series models against each other to show that
our protocol is superior to simpler, moment-based methods.
In Section 5, we apply our method to 20 atmospheric
models used in Intergovernmental Panel on Climate Change
(IPCC) studies. ERA40 reanalysis data play the role of
observations. Finally, discussion and conclusions are given
in Section 6.

2. COMPARING DETERMINISTIC MODELS

Consider a number of deterministic models of a physical
process, where we assume that their outputs can be viewed
as realizations from a stochastic process. We are interested
in evaluating these models based on observations of the
underlying physical process. Both the observations and
the model output are assumed to be taken at equally
spaced time points; that is, we concentrate here on time
series. Specifically, we have an observed time series
Y0 ≡ (Y01, Y02, . . . , Y0N0)

′ of length N0 and J model-
generated time series Yj ≡ (Yj1, . . . , YjNj

)′; j = 1, . . . , J ,
of lengths N1, . . . , NJ , respectively. Each of the J models
purport to represent the physical mechanisms responsible
for generating the observations Y0.

Let {A = j} be the event that model j properly
represents the physical process, and let P (A = j) be the
(prior) probability of that event. If one of the J models
properly reflects the behavior of the physical system, then∑J

j=1 P (A = j) = 1, but in what follows we do not require
this. Natural relative figures of merit for the models are their

posterior probabilities, P (A = j |g(Y0)). Recall that

P (A = j |g(Y0)) ∝ f (g(Y0)|A = j)P (A = j),

where g(Y) is a chosen summary statistic of the generic
time series Y, and f (g(Y0)|A = j) is the likelihood of
model j based on the distribution of g(Y) given {A = j}.
Alternatively, one could evaluate the models directly using
the likelihood, f (g(Y0)|A = j), which gives an equivalent
result under a prior that assigns equal probability to each
of the J competing models. In what follows, we develop a
relative figure of merit for each of the J models based on
the likelihood.

This approach bears some resemblance to ideas in the
literature on statistical model selection. However, there are
important differences that cause us to prefer to describe
our method as a statistical approach to deterministic model
evaluation. Statistical model selection is carried out in the
context of fitting competing statistical models to a data set,
where the models may be of differing complexity. That
is, usually a parametric probability model is assumed, and
models are distinguished by the number and quantitative
values of the parameters that describe them. This is the
setting that leads to the introduction of various information
criteria (e.g., AIC [6]; BIC, SIC [7], and, more recently,
to generalized degrees of freedom [8]), which adjust the
nominal likelihood of a given probability model downward
by penalizing it for complexity as measured by the number
of its parameters.

Our setting is a bit different: Strictly speaking, the
statistical model is a bootstrap distribution of the statistic, g,
obtained by resampling from a time series produced by the
j th deterministic model. The likelihood is f (g(Y0)|A =
j), the sampling distribution evaluated at the value of g

computed from observations, and the statistical distribution
has the same complexity regardless of the deterministic
model that is the source of the time series. Moreover, there
is as much to be learned by knowing which deterministic
models do not perform well as there is to be learned
from which ones do. Climate models deliberately make
different choices about how to represent various aspects
of the climate system and, to respect this, we stop short
of actually selecting a “best” model and prefer to focus
on the collection of relative figures of merit. The potential
for improved model evaluation and model diagnosis lies
in examining performance differences across a number of
deterministic models with deliberately varying assumptions.
Our focus is not on selecting the best statistical model,
but in understanding the relationships between deterministic
model assumptions and consistency with observations.

The two most obvious questions from a statistical point
of view are, “What statistic should we use for g?”, and
“How do we compute f (g(Y0)|A = j)?”. The choice of g
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depends on which aspects of the time series we think are
important for the comparison. Here we focus on the first,
second, and third empirical quartiles because we would like
level and variability behaviors to match for observations
and model output. That is, one model scores higher than
another depending on what its purpose is; in this, its purpose
is captured by the chosen summary statistic g(·).

The answer to the second question is what motivates
the approach given in Section 3. We replace f (g(Y0)|A =
j) discussed in Section 2 with an empirical likelihood
calculated from an MBB. In our data-driven setting, it is
this empirical likelihood, f ∗(g(Y0)|A = j), that is central
to our method.

3. LIKELIHOOD-BASED MODEL EVALUATION

Recall that our goal is to develop relative figures of
merit for the J models based on an empirical likelihood.
Figure 1 shows a schematic diagram of how we do this
using a resampling (bootstrap) strategy. If model j properly
represents the data-generating mechanism, then resampling
from model j ’s output should give an estimate of the
inherent random variability of the statistic of interest. As
shown in Fig. 1, for each j we create B resamples, {Y∗

jb},
b = 1, 2, . . . , B, of length (approximately) N0; for each of
the resamples, we obtain h blocks of length l such that hl

is as close as possible to N0 without exceeding it. From the
resulting Y∗

jb, we compute

g∗
jb = g(Y∗

jb); b = 1, . . . , B,

the bootstrapped statistic of interest. Then we fit a kernel
density estimator, f ∗

j (·), to {g∗
jb : b = 1, . . . , B}. For g0 ≡

g(Y0), the empirical likelihood is f ∗
j (g0), considered as a

function of j . If the model output is viewed stochastically,
then g(Yj ) has density f (·|A = j), and f ∗

j (g0) can be
interpreted as an estimate of the density evaluated at g0 =
g(Y0).

Now form a generalized likelihood ratio statistic,

Ĝ0(j) ≡ f ∗
j (g0)/ max{f ∗

m(g0) : m = 1, . . . , J } ,

which we define to be the relative figure of merit for
model j . Consequently, 0 ≤ Ĝ0(j) ≤ 1, j = 1, . . . , J , and
the model j0 for which Ĝ0(j0) = 1 is the most likely of the
candidate models based on the observed g0.

A crucial aspect of our approach is to use the MBB, as
opposed to the classical bootstrap, in order that temporal-
dependence structures in the time series are preserved [9].
The details are given in the Appendix; our approach is based
on the intuitive notion that temporal dependence between
two elements of a time series decreases to zero as the
temporal lag increases. Consequently, a block of contiguous
elements of the time series can be expected to preserve
much of that dependence, and after “stitching” a number of
such blocks together, we obtain a bootstrapped time series
with dependence that is similar to that of the original series.
Thus, our approach would probably not perform very well
if the data exhibited long-range dependence.

Our approach requires choosing an appropriate block-
length. Intuitively, choosing blocklengths that are too long
should be less disruptive than choosing blocklengths that
are too short; when the blocklength is too short, tempo-
ral dependence is destroyed. Hence, we expect that as
blocklength is increased, the behavior of the time series’
bootstrap distribution will change, but only up to a point.
It is this blocklength, at which there is no more change,

Fig. 1 Likelihood of model j obtained from resampling (moving-block bootstrap); g0 ≡ g(Y0) is observed.
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that we shall regard as an “acceptable” blocklength for our
purposes. In the Appendix, we present an empirical method
for choosing acceptable blocklengths for time series.

4. EXPERIMENTS

In this section, we perform a small simulation experiment
to look at the ability of our empirical likelihood method
to evaluate a collection of models; as it is a simulation
experiment, the true model is known. The models are of the
moving-average type to reflect our intuition that dependence
tends to zero as temporal lag increases.

Suppose we have j = 1, . . . , 6 moving-average time
series models, MA(ω), distinguished by their orders
of dependence, ω = 0, 2, 4, 6, 8, 10. Let ω(j) = 2(j − 1),
so the correspondence between index j and order of
dependence ω is clear. A generic realization from model
j is denoted,

Yj = {
Yjn : n = 1, . . . , 1, 000 − ω(j)

}
, for

Yjn ≡ 1√
ω(j) + 1

n+ω(j)∑
i=n

ei,

where ei ∼ χ2(1) − 1, independently. Notice that {ei} is
a sample of 1000 zero-mean, skewed random variables.
Independence in the time series corresponds to j = 1, lag-
two dependence to j = 2, lag-four dependence to j = 3,
and so forth. Our goal is to show, through a simulation
experiment, the extent to which our methodology can
correctly distinguish among the six models. To do this,
we start by designating one of the six models to be the
true model, from which observations Y0 are generated and
a statistic g0 ≡ g(Y0) is calculated. For example, if Y0

were simulated from model 1 (i.e., ω = 0), we compute
the relative figures of merit for models 1, . . . , 6, and we
expect that the figure of merit would be high for model
1 and low for model 6. Owing to inherent variability in
the experiment, we simulate Y0 many times to assess the
distribution of the relative figures of merit.

Our simulation experiment is organized as follows.
We compute relative figures of merit for each of the
three statistics, g: the first, second, and third empirical
quartiles (q0.25, q0.50 and q0.75) of the time series. The
relative figures of merit based on the observations, g0 =
g(Y0), are arranged in a row vector of length six,
corresponding to the six candidate models. The same six
models successively play the role of the true model from
which the “observations” Y0 are generated. We used the
procedure described in the Appendix to choose acceptable
MBB blocklengths for the three quartiles and the six

Table 1. Acceptable MBB blocklengths by statistic (g) and MA
order (ω).

Acceptable blocklength

MA order (ω)

g 0 2 4 6 8 10
q0.25 2 6 6 8 9 9
q0.50 2 5 7 8 9 10
q0.75 2 5 7 8 7 8

candidate time series models. Results of that blocklength-
selection procedure are summarized in Table 1.

We now use the simulations described above to demon-
strate that the methodology presented in Section 3 can dis-
tinguish among time series models. For each true model
j = 1, 2, 3, 4, 5, 6 (with corresponding moving-average
order ω = 0, 2, 4, 6, 8, 10, respectively), we score the six
candidate time series models j ′ = 1, 2, 3, 4, 5, 6 (with cor-
responding moving-average order ω′ = 0, 2, 4, 6, 8, 10). If
the methodology works well, we expect the best relative
figures of merit to be achieved when j ′ = j .

As there is variability in the time series realizations,
we proceed as follows. For fixed j , which we designate
as the “true model,” we generate 500 independent real-
izations from Yj ; call them {y(v)

j : v = 1, . . . , 500}. Then
we generate a set of 500 independent realizations from
each of the six models and call them {y(v)

j ′ : v = 1, . . . , 500;
j ′ = 1, 2, 3, 4, 5, 6}. Fix v and consider the model outputs,
{y(v)

j ′ : j ′ = 1, 2, 3, 4, 5, 6}. Compute the empirical likeli-
hood based on the MBB, which we notate as

Ŝ(v)(j, j ′) ≡ f ∗(g(y(v)
j )); j = 1, . . . , 6.

The relative figure of merit for the candidate model j ′ when
model j is the true model is,

Ĝ
(v)
j (j ′) = Ŝ(v)(j, j ′)

max{Ŝ(v)(j, m) : m = 1, 2, 3, 4, 5, 6} .

Then let v = 1, . . . , 500, and define the summary statistic,

Ĥj (j
′) = median

{
Ĝ

(v)
j (j ′) : v = 1, . . . , 500

}
,

which is an overall measure of performance of candidate
model j ′ when model j is the true source of the time series.

The results of our experiments are given in the
two-dimensional bar graphs shown in Fig. 2, which
shows the values of {Ĥj (j

′)} corresponding to g =
q0.25, q0.50, and q0.75, respectively. For a given true model
j , the candidate model j ′ with the largest H -value can
be identified. The extent to which the tallest peaks form
a ridge along the diagonal is an indicator of the ability of
our method to identify the correct model. When the true
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Fig. 2 Relative figures of merit Ĥj (j
′), for statistics g = q0.25, left; g = q0.50, center; and g = q0.75, right. The planar-axes index j ′, a

candidate model, and j , a true model. Model 1 is MA(0), model 2 is MA(2), model 3 is MA(4), model 4 is MA(6), model 5 is MA(8),
and model 6 is MA(10). The vertical axis shows the relative figure of merit, higher being better.

model has order zero or order two (models 1 and 2), our
method identifies the correct model in all cases for all three
statistics. For g = q : 50 our method goes on to identify
the correct model for all remaining true orders. However,
for q0.25 and q0.75, errors occur as the true model order
increases, and it generally becomes more difficult to distin-
guish the correct model.

Intuitively, relative figures of merit based on {Ĥj (j
′)}

along the diagonals should be high, and the other relative
figures of merit should be increasingly lower for (j, j ′)
progressively farther from the diagonal. To quantify this,
we use the following statistic:

D =
6∑

j=1

6∑
j ′=1

(wjj ′rj ′|j )2,

where wjj ′ is a weight assigned to the (j, j ′) entry, and
rj ′|j is the rank of cell j ′’s relative figure of merit from
{Ĥj (j

′) : j ′ = 1, . . . , 6} within row j . Rank six is assigned
to the highest score, rank five to the second highest, and
so on. In what follows, we choose wjj ′ = 6 − |j ′ − j |.
For example, in row j = 1 the weights are 6,5,4,3,2,1, for
j ′ = 1, . . . , 6, respectively. The statistic D measures how

diagonal the matrix of row ranks is. High scores mean that
the ability of our method to distinguish the correct model,
and models similar to it, is good.

We test the null hypothesis that our method is no better
than random by permuting the within-row ranks P times
and calculating D∗ for each permutation. That is,

D∗ =
6∑

j=1

6∑
j ′=1

(
wjj ′r∗

j ′|j
)2

,

where r∗
j ′|j is the value of rj ′|j after the within-row ranks

have been randomly reassigned. The three panels in Fig. 3
show the permutation distributions obtained by doing this
calculation P = 20 000 times. For all three statistics, the
results are significant at the 0.01 level. We can conclude
that our method is significantly better than random.

Now we compare our method to others commonly used to
determine whether time series produced by climate models
are “close” to a benchmark time series of observations.
There are numerous examples in the climate literature of
evaluation criteria based on comparisons of means (e.g.
[10,11]) and variability (e.g., [12–14]). Two typical choices
are the mean squared error [15] and a scaled difference

Fig. 3 Histograms of P = 20 000 values of D∗ produced by permuting ranks within rows of the matrices in Fig. 2. The left panel
corresponds to matrix for q0.25, the center panel to the matrix for q0.50, and the right panel to the matrix for q0.75. The vertical lines show
the actual values of D derived from the rank matrices for the three statistics: D0.25 = 12, 165, D0.50 = 13, 530, and D0.75 = 13, 193.
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between time series means [10]. We denote these by d1

and d2, respectively. Define

d1(Yj , Yj ′) = 1

M
‖Yj − Yj ′‖2,

where the longer of the two series has been truncated to be
of the same length as the shorter one; call this minimum
length M . Define

d2(Yj , Yj ′) =
∣∣Yj − Yj ′

∣∣
3sj

,

where Y j and sj are the mean and standard deviation of
Yj . Note that d2 is not symmetric in j and j ′: sj in the
denominator implies that model j is the benchmark against
which model j ′ is to be evaluated. In standard applications,
observations provide the benchmark time series, but in this
simulation experiment we use realizations from the six time
series models in that role.

For comparison with the results displayed in Figs. 2
and 3, we repeat the experiments described in this section
using modified versions d1(Yj , Yj ′) and d2(Yj , Yj ′).
Define

S̃(v)(j, j ′) = d1(Yj , Yj ′) and Š(v)(j, j ′) = d2(Yj , Yj ′).

Then:

G̃(v)(j, j ′) = S̃(v)(j, j ′)
max{S̃(v)(j, m) : m = 1, 2, 3, 4, 5, 6} ,

Ǧ(v)(j, j ′) = Š(v)(j, j ′)
max{Š(v)(j, m) : m = 1, 2, 3, 4, 5, 6} ,

H̃j (j
′) = median

{
1 − G̃

(v)
j (j ′) : v = 1, . . . , 500

}
,

and

Ȟj (j
′) = median

{
1 − Ǧ

(v)
j (j ′) : v = 1, . . . , 500

}
.

The reason for subtracting G̃
(v)
j (j ′) and Ǧ

(v)
j (j ′) from one

before taking the median is so that high values of H̃j (j
′)

and Ȟj (j
′) are superior for easier comparison with the three

versions of Ĥj (j
′).

Figure 4 displays the two-dimensional bar graphs for
H̃j (j

′) based on d1 and Ȟj (j
′) based on d2. Compared

with tests depicted in Fig. 2, it appears that d1 has little
discriminatory power. All models look like all other models.
Furthermore, d2 misidentifies the correct model in every
case except one. For true models with lower orders (true
models 1, 2, 3, and 4), d2 gives the highest relative figures
of merit to candidate models with larger orders of temporal
dependence (candidate models 5, 6, 5, and 5, respectively).
For true model 5, d2 correctly identifies candidate model 5,
but for true model 6, the highest relative figures of merit
is that of candidate model 3. These behaviors are perhaps
not surprising given that d1 and d2 are based only on first-
moment and second-moment properties. Figure 5 shows the
results of permutation tests of the null hypothesis that the
results in Fig. 4 are no better than random. In neither case
can the null hypothesis be rejected.

5. APPLICATION TO ATMOSPHERIC MODELS

We now apply our likelihood-based model evaluation
procedure to output from 20 atmospheric models from
international climate and weather prediction organizations.
Many of these models are components of global models

Fig. 4 Figures of merit for tests of six moving-average models using modified versions of d1 (left) and d2 (right). The explanation of
the figure is the same as for Fig. 2.
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Fig. 5 Histograms of 20,000 values of D∗. The left panel corresponds to d1 and the right to d2. The vertical lines show the actual values
of D derived from d1 and d2: 9899 and 9510, respectively. The proportion of simulated values of D∗ greater than 9899 is 0.591 in the
left panel. The proportion of simulated values of D∗ greater than 9510 is 0.747 in the right panel.

used in IPCC climate assessments. These particular model
runs were performed in the context of the GEWEX
(Global Energy and Water Cycle Experiment) Pacific Cross-
section Intercomparison Study (GPCI [16]; a working group
project of the GEWEX Cloud System Study [17]). More
information about the model runs can be found in Table 1
of [16]. GPCI focusses on an area of the Pacific running
along a transect from the coast of southern California to
the equator southwest of Hawaii. The region was chosen
because there is a fairly well-understood progression of
cloud regimes along this transect. The 20 models are used
to predict various quantities every three hours from June
1, 2003 through August 31, 2003 in each of 13, 3◦ × 4◦

grid cells along the transect. The ERA40 reanalysis data
set [18] plays the role of observations at the same locations
and time points.

We focus here on prediction of planetary boundary
layer (PBL) heights over time in one grid cell, the most
northeastern (centered at latitude 35 ◦N and longitude
235◦E). The PBL is the turbulent part of the atmosphere
closest to the surface. In regions of the GPCI transect, it is
driven by convective motions due to the presence of clouds
and surface energy fluxes. PBL height along the transect is
typically about 1 km, but changes with location and time;
it is important because it is closely linked to fundamental
aspects of the climate system, including clouds, surface
heat fluxes, and aerosol distributions. The 21 time series
are mostly complete, but some do have occasional missing
values because under some circumstances, PBL height
is not defined. To create complete time series, we filled
in missing values using Matlab’s time series function,
“resample”. We then removed the diurnal effect by
computing the mean values at times 00:00, 03:00, 06:00,
09:00, 12:00, 15:00, 18:00, and 21:00 (all times are UT)
over all days in the series, and then subtracting the
appropriate three-hourly mean from each data point.

We derived relative figures of merit, Ĥj (j
′), for all 20

atmospheric models for each of the three quartiles, as we
did for the experiments in Section 4. We also calculated
H̃j (j

′) and Ȟj (j
′) for comparison. Notice that for this real

data set, we have 20 deterministic models to test against one
observational time series, rather than six different “true”
time series and six different candidate time series for each
true series. The blocklength-selection procedure employed
here had no replication, and so was modified in a way
described in the Appendix; the results are shown in Table 2.

Figure 6 compares the 20 deterministic models using the
five different relative figures of merit. Note that the color
scales in the three panels of Fig. 6 are slightly different.

Table 2. Acceptable MBB blocklengths by climate model and
statistic.

Acceptable blocklength

Model q0.25 q0.50 q0.75

BMRC 8 5 3
CAM3 10 8 6
CCC 10 9 10
CMC 9 8 7
CSUMMF 10 10 6
DWD 7 6 7
ECMWF 8 8 11
GFDL 7 6 5
GKSS 10 9 6
JAMSTEC 11 7 11
JMA 2 10 8
KNMI 6 7 10
MetFrCB4 4 4 7
MetFrCY2 3 8 2
MetFrV46 5 7 2
MetOff 5 4 11
NCEPatm 9 7 9
NCEPcoupled 10 9 11
UCLA 10 6 11
UQAM 11 11 11
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Fig. 6 Relative figures of merit for 20 climate model time series using H̃j (j
′) based on d1 (left), Ȟj (j

′) based on d2 (middle), and three
likelihood-based figures of merit, Ĥj (j

′), based on the three quartiles (right).

Although all five relative figures of merit exist in the range
[0, 1], H̃j (j

′) and Ȟj (j
′) do not necessarily achieve one

for the best model, while Ĥj (j
′) does.

H̃j (j
′), the relative figure of merit based on the mean

squared error criterion (left panel in the figure and labeled
d1), shows a good deal of gradation, with the KNMI
model performing best and BMRC performing worst. As
an overall measure of similarity, d1 is reasonable, however,
a good performance in one part of a time series can be
offset by bad performance in other parts. Perhaps more
importantly, methods based on matching model-generated
and observational time series at fine time scales are often
criticized because models are only expected to produce
climatological representatives, not to reproduce actual time
series. Ȟj (j

′) (middle panel in the figure, labeled d2)
shows virtually no differentiation among models. Asking
models to produce series with the same mean as that of the
observations is a weak criterion. The three likelihood-based
figures of merit (right panel in the figure) show moderate
differentiation, and as one might expect, the set of well-
performing models changes depending on the statistic used
for evaluation. Overall, KNMI does quite well and so does
JAMSTEC.

6. DISCUSSION AND CONCLUSIONS

Our likelihood-based methodology was motivated by
applications in climate model evaluation, where the J

candidate time series, {Yj : j = 1, . . . , J }, are the output of
deterministic models, and they are compared to an observed
time series, Y0. The usual approach in climate science is
to evaluate collections of statistics from observations and
see which models reproduce these statistics. That might
be determined “by eye”, or by simple t tests that assume

independence in the time series. These tests are necessary
but not sufficient to establish agreement between predicted
and observed time series. As climate modeling improves, it
is becoming more important to move beyond such simple
comparisons.

In this article, we view the output of a climate model as
a realization of a stochastic process, and we evaluate how
likely it is that an observational time series, summarized
by a suitable statistic, could plausibly have been generated
by an atmosphere with physics represented by the model’s
time series. This is the opposite of what one might
ordinarily be inclined to do, namely test whether the model
predictions are similar to the observations to within the
uncertainty of the observations. However, much of the
remote sensing data we would like to exploit are just now
reaching maturity. Their uncertainty characteristics are not
understood well enough for this purpose. Our approach is to
judge discrepancies between model output and observations
relative to the inherent uncertainties in the model output.
We do this by creating an empirical likelihood based on
the MBB method described in Section 3. This requires that
we decide on appropriate blocklengths to use in the MBB,
which is a notoriously difficult problem when the true
dependence of a time series is not known. The “acceptable
blocklength” selection methodology (see the Appendix) was
developed in response to this problem.

Finally, it should be noted that the MBB is motivated by
an assumption of ergodicity in time series. However, in our
case, we do not use any parametric or joint-distributional
assumptions; our approach is exploratory, not confirmatory.
That is, our approach may have value in non-ergodic
situations, although in this article we do not explore them.

We have shown, through a simulation experiment,
that likelihood-based figures of merit coupled with our
acceptable blocklength-selection method outperform two
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simple evaluation statistics found in the climate literature.
We have also demonstrated likelihood-based figures of
merit using IPCC atmospheric model output, and the results
are encouraging. The likelihood-based figures of merit
show good differentiation among the models and provide
diagnostic information focussed on specific features of the
time series’ distributions.

Our hope is that applying our method using global
remote sensing data sets will allow these data to be
used more effectively in the process of diagnosing and
improving climate models. The relative figures of merit
may also someday provide a basis for weights used to
combine components of multi-model ensembles of climate
predictions. The IPCC uses such multi-model ensembles
to assess uncertainties in future climate projections, and
there is a growing realization that “not all models are
created equal.” Some predictions should carry more weight
than others [19]. Our method may provide a principled
approach for weighting based on the evidence provided by
observational data.

APPENDIX

As our method relies on the MBB, blocklength-selection
is crucially important to the likelihood-based scoring
method presented in this article. Politis [20] provides an
overview and history of block bootstrap methods and also
observes that there are generally two main approaches to
choosing blocklength: cross-validation and plug-in meth-
ods. Plug-in methods are often not viable in practical
situations, because they require theoretical expressions for
sampling distributions or their moments. Cross-validation
methods involve comparing multiple candidate block-
lengths and selecting the best according to some criterion.
For example, Hall et al. [21] propose breaking a time series
of length N into overlapping sub-series of runs, of pre-
specified length l, and performing the bootstrap on the
N − l + 1 sub-series. This results in N − l + 1 estimates of
the statistic, from which a mean squared error relative to the
value of the statistic computed from the original time series
can be calculated. The candidate blocklength minimizing
this mean squared error is chosen, and the choice is justified
asymptotically.

The approach of Hall et al. [21] is elegant and insightful,
but may breakdown for short time series. Furthermore,
it requires a choice of pilot blocklength and sub-series
length. There are reviews of the MBB and blocklength
choice in Ref. [22], pp. 396–408, 427; and in Ref. [9],
Ch. 7. Although there are improvements to Hall, Horowitz,
and Jing’s method [23–26], there is a strong reliance
on asymptotics whose applicability in small samples has
scarcely been studied. Moreover, the regularity conditions

for which the asymptotics hold are difficult to check in
practice.

Here, we present a method for choosing blocklength
that is simpler and more computationally tractable, because
it does not seek to find the optimal blocklength but
merely an acceptable blocklength for our purposes. Recall
that we expect the bootstrap distribution of a statistic
to change with blocklength, but only up to a point. An
acceptable blocklength is that point where there is no more
“significant” change. In what follows, we first describe an
empirical approach to blocklength-selection in the context
of the synthetic, moving-average time series, and then we
show how we applied the method to the real climate model
series in Section 5.

Consider one of the models, say model j . In practice,
we often have only one realization of model j , but for
the purposes of exposition here we consider K realiza-
tions from it, each of length N . That is, consider {Yjk : k =
1, . . .K}, where Yjk ≡ {Yjkn : n = 1, . . . N}. Our approach
to choosing from a set of candidate blocklengths is as
follows. Let l be a candidate blocklength, Q ≡ 
N/l�
is the number of blocks necessary to create an MBB
resample, and S ≡ N − l + 1 is the number of distinct,
overlapping blocks of length l in Yjk . Let {1, 2, . . . , S}
be an index set of integers. To create an MBB resam-
ple, we draw Q members from this set with replace-
ment, resulting in {t∗1 , t∗2 , . . . , t∗Q} ⊂ {1, 2, . . . , S}. Then we
concatenate the corresponding length-l blocks, Yjkt∗q (l) ≡
{Yjkt∗q , . . . , Yjk(t∗q +l−1)}, to form the b-th bootstrapped time
series of length Q × l:

Y∗
jkb(l) ≡ {Yjkt∗1 (l), . . . , Yjkt∗Q(l)} .

Finally, we compute

g∗
jkb(l) ≡ g(Y∗

jkb(l)) ,

and we repeat this for b = 1, . . . , B, independently. Con-
sequently, for a given j , we obtain an MBB distribution
of values {g∗

jkb(l) : b = 1, 2, . . . , B}, and a kernel smooth
of these values produces an empirical density, f ∗

jk(l)(·).
Performing this procedure for k = 1, . . . , K , yields K inde-
pendent empirical densities, {f ∗

jk(l)(·) : k = 1, . . . , K}, for
each l.

It is convenient to collect the bootstrap values into
a three-dimensional array, X∗

j [l, b, k], l = 1, . . . , L, b =
1, . . . , B, k = 1, . . . , K , where cell [l, b, k] of X∗

j contains
g∗

jkb(l). Slices of X∗
j are indicated by “·” in the position

of the index for which all values are taken. For example,
the bootstrap sampling distribution of values for realization
k = 1 from model j simulated with blocklength l = 2 is
X∗

j [2, ·, 1] = {g∗
j1b(2) : b = 1, . . . , B}.

To examine how bootstrap distributions change with
blocklength, we look at summaries of those distributions
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relative to the distribution with a blocklength of l = 1,
which we would use if the time series is independent.
Specifically, we look at QQ plots comparing distributions
X∗

j [l, ·, k] to X∗
j [1, ·, k], k = 1, . . . , K , and we fit regres-

sion lines to them. The resulting intercept–slope pairs,
(aj (k, l), sj (k, l)), correspond to the comparative behav-
ior of the distributions’ means and the standard deviations,
compared to the independence model. For a given j , we
capture the changes in the QQ plots as a function of increas-
ing blocklength by computing

δj (l) = ‖(aj (l), sj (l)) − (1, 0)‖ , (1)

where

aj (l) = 1

K

K∑
k=1

aj (l, k) and sj (l) = 1

K

K∑
k=1

sj (l, k).

(2)

We then examine the increments,

dj (l) = δj (l) − δj (l − 1); l = 3, . . . , L. (3)

The left panel of Fig. 7 shows plots of pairs (aj (l),

sj (l)) for j = 1, . . . , 6, for g = q.50. We expect that, as
blocklength l increases, the increments between points will
get closer to zero, because the behavior of X∗

j [l − 1, ·, ·]
relative to X∗

j [1, ·, ·] will look more and more like the
behavior of X∗

j [l, ·, ·] relative to X∗
j [1, ·, ·]. The structure

in the plot bears this out. Pairs of points for a given
model lie along a ray, and different rays (corresponding
to different models) emanate (approximately) from the
point (1, 0). Then each successive point along a given
ray corresponds to increasing blocklength l = 1, . . . , 15.

(For each j , we visualize the apparent ray by fitting an
ordinary-least-squares regression line to {(aj (l), sj (l)) : l =
2, . . . , 15}.) As the slope of a QQ plot depends on
relative variances, and the intercept depends on differences
between means, the “ray” structure in Fig. 7 suggests
that the expected means and expected variances of the
MBB distributions are changing in a very regular manner,
relative to the corresponding quantities for blocklength l =
1. Furthermore, notice that the slopes of the rays become
smaller as true order increases, and spacings of points
change within different rays. Distances between points on
the same ray decrease more quickly for smaller values
of ω. In other words, when ω is small, corresponding
to short-range dependence, an acceptable blocklength (for
g = q0.50) is reached relatively quickly as l increases. For
larger ω, corresponding to longer-range dependence, larger
acceptable blocklengths are indicated. This is in line with
our intuition.

We define the (l − 1, l) pair for which these changes
are “acceptably” zero, as the first pair for which dj (l) is
not significantly different from zero. For this, we need to
simulate the sampling distribution of dj (l). For fixed j and
l, we draw K indices with replacement from the integers
1, 2, . . . , K and designate these as κ = {k∗

1 , k∗
2 , . . . , k∗

K }.
We follow the same procedure described above to obtain
mean slopes and intercepts given by (2), but we use the
elements of κ instead of the original indices, k, of X∗[·, ·, k].
This yields resampled versions of aj (l), sj (l), δj (l), and
dj (l). Resampling from {1, . . . , K} 500 times provides an
estimate of the sampling distribution of the increments
between mean slopes–intercept pairs. The medians of these
distributions for the case of ω = 4 are plotted as circles
in the right panel of Fig. 7. To obtain upper and lower
confidence bounds, we choose an overall Type I error rate
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Fig. 7 Left panel: Average slopes and intercepts from QQ plots comparing simulated MBB distributions with blocklengths l = 2, . . . , 15,
to the MBB distribution with blocklength l = 1; g = q0.50. Different rays correspond to different orders of dependence, ω. Right panel:
Distributions of changes in distances from (1,0) between successive points along the MA(4) ray in the left panel. The envelope shows,
for each l, the 95% simultaneous lower and upper bounds of Bonferroni-corrected confidence intervals for increments given by (3) for
j = 3. Circles are the centers (medians) of the confidence intervals. The lower confidence bound first goes below zero at l = 8, and hence
l∗(3) = 7.
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of 0.05, and hence the Bonferroni-corrected lower and
upper confidence limits are the (0.025/(L − 2)) ≈ 0.002
quantile and the 1 − (0.025/(L − 2)) ≈ 0.998 quantile, as
the number of (l, l − 1) pairs is L − 2. Denote these
lower and upper confidence limits by c0.002 and c0.998,
respectively. These values are also plotted in the right panel
of Fig. 7. We define the acceptable bootstrap blocklength,
l∗(j), to be the value of l − 1, where l is the first value for
which c0.002 < 0. (We avoid the term “optimal blocklength”
because this might be interpreted as the blocklength where
the MBB distribution of the statistic is “close” to its true
sampling distribution; we do not claim this.)

To arrive at a set of acceptable blocklengths for the
simulation experiment described in Section 4, we execute
the steps above for each of the models j = 1, 2, 3, 4, 5, 6
using K = 500 independent time series realizations for each
model, B = 500 for the size of the sampling distributions
derived from the MBB, and testing blocklengths l =
1, . . . , 15. The results are given in Table 1.

To arrive at a set of acceptable blocklengths for the
IPCC atmospheric model time series in Section 5, we
execute the steps above for each of the model time
series j = 1, 2, . . . , 20. Now, for model j , we have only
K = 1 realization, namely {Yj1 = Yj1n : n = 1, . . . Nj1}.
As before, let l be a candidate blocklength, let Q be the
number of blocks necessary to create an MBB resample and
so on, with Nj1 now denoting the length of the time series
Yj1. The b-th bootstrapped time series of length Q × l is

Y∗
j1b(l) ≡ {Yj1t∗1 (l), . . . , Yj1t∗

Q
(l)}, for which

g∗
j1b(l) ≡ g(Y∗

j1b(l)) .

We do this for b = 1, . . . , B, independently, to obtain
one MBB distribution, {g∗

j1b(l) : b = 1, 2, . . . , B}, and the
empirical density, f ∗

j1(l)(·). Then repeating this proce-
dure independently for k = 2, . . . , K , yields K independent
empirical densities, {f ∗

jk(l)(·) : k = 1, . . . , K}, for each
l, which we use to “populate” the array X∗

j [·, ·, k], k =
1, . . . , K . Here we again use K = 500 trials for each model
and B = 500 for the size of the sampling distributions
derived from the MBB. We test blocklengths l = 1, . . . , 50,
and make the appropriate adjustments to the Bonferroni cor-
rections discussed earlier. The results are given in Table 2.
The choice of L = 50 for the number of blocklengths to
test is based on the fact that a blocklength of 50 represents
more than 6 days. This is thought to be a rough upper limit
on the memory of cloud processes of the sort reflected in
PBL height.
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