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DATA MINING AND WAREHOUSING IT- 8004(1)  

(LECTURERS NOTES) 

Unit II Data Warehouse and OLAP technology: Multidimensional data models and different OLAP Operations, 

OLAP Server: ROLAP, MOLAP, Data Warehouse implementation, Efficient Computation of Data Cubes, 

Processing of OLAP queries, Indexing data. 

UNIT:-2 Data Warehouse and OLAP Technology 

INRODUCTION 

Online Analytical Processing Server (OLAP) is based on the multidimensional data model. It allows managers, 

and analysts to get an insight of the information through fast, consistent, and interactive access to 

information.  

OLAP is a category of software that allows users to analyze information from multiple database systems at 

the same time. It is a technology that enables analysts to extract and view business data from different points 

of view. ... With OLAP data can be pre-calculated and pre-aggregated, making analysis faster. 

 

We have four types of OLAP servers – 

 Relational OLAP (ROLAP) 

 Multidimensional OLAP (MOLAP) 

 Hybrid OLAP (HOLAP) 

 Specialized SQL Servers 

Relational OLAP 

ROLAP servers are placed between relational back-end server and client front-end tools. To store and 

manage warehouse data, ROLAP uses relational or extended-relational DBMS. 

Relational On-Line Analytical Processing (ROLAP) work mainly for the data that resides in a relational database, 
where the base data and dimension tables are stored as relational tables. ROLAP servers are placed between 
the relational back-end server and client front-end tools. ROLAP servers use RDBMS to store and manage 
warehouse data, and OLAP middleware to support missing pieces. 
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ROLAP includes the following − 

 Implementation of aggregation navigation logic. 

 Optimization for each DBMS back end. 

 Additional tools and services. 

Advantages of ROLAP 
1 ROLAP can handle large amounts of data. 
2 Can be used with data warehouse and OLTP systems. 

Disadvantages of ROLAP 
1 Limited by SQL functionalities. 
2 Hard to maintain aggregate tables. 

 

Multidimensional OLAP 

MOLAP uses array-based multidimensional storage engines for multidimensional views of data. With 

multidimensional data stores, the storage utilization may be low if the data set is sparse. Therefore, many 

MOLAP server use two levels of data storage representation to handle dense and sparse data sets. 

Multidimensional On-Line Analytical Processing (MOLAP) support multidimensional views of data through 
array-based multidimensional storage engines.With multidimensional data stores, the storage utilization may 
be low if the data set is sparse. 
 

Advantages of MOLAP 
1 Optimal for slice and dice operations. 
2 Performs better than ROLAP when data is dense. 
3 Can perform complex calculations. 

Disadvantages of MOLAP 
1 Difficult to change dimension without re-aggregation. 
2 MOLAP can handle limited amount of data. 

 

Hybrid OLAP 

Hybrid OLAP is a combination of both ROLAP and MOLAP. It offers higher scalability of ROLAP and faster 

computation of MOLAP. HOLAP servers allows to store the large data volumes of detailed information. The 

aggregations are stored separately in MOLAP store. 

Hybrid On-Line Analytical Processing (HOLAP) is a combination of ROLAP and MOLAP. HOLAP provide greater 
scalability of ROLAP and the faster computation of MOLAP. 
 
Advantages of HOLAP 
1 HOLAP provide advantages of both MOLAP and ROLAP. 
2 Provide fast access at all levels of aggregation. 

Disadvantages of HOLAP 
1 HOLAP architecture is very complex because it supports both MOLAP and ROLAP servers. 
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Specialized SQL Servers 

Specialized SQL servers provide advanced query language and query processing support for SQL queries over 

star and snowflake schemas in a read-only environment. 

 

 

 

 

OLAP vs OLTP 

 

Sr.No. Data Warehouse (OLAP) Operational Database (OLTP) 

1 Involves historical processing of 

information. 

Involves day-to-day processing. 

2 OLAP systems are used by 

knowledge workers such as 

executives, managers and analysts. 

OLTP systems are used by clerks, DBAs, or 

database professionals. 

3 Useful in analyzing the business. Useful in running the business. 

4 It focuses on Information out. It focuses on Data in. 
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5 Based on Star Schema, Snowflake, 

Schema and Fact Constellation 

Schema. 

Based on Entity Relationship Model. 

6 Contains historical data. Contains current data. 

7 Provides summarized and 

consolidated data. 

Provides primitive and highly detailed 

data. 

8 Provides summarized and 

multidimensional view of data. 

Provides detailed and flat relational view 

of data. 

9 Number or users is in hundreds. Number of users is in thousands. 

10 Number of records accessed is in 

millions. 

Number of records accessed is in tens. 

11 Database size is from 100 GB to 1 TB Database size is from 100 MB to 1 GB. 

12 Highly flexible. Provides high performance. 

The Multidimensional Data Model 

It consists of the following topics: 

 The Logical Multidimensional Data Model 
 The Relational Implementation of the Model 
 The Analytic Workspace Implementation of the Model 

1. The Logical Multidimensional Data Model 

The multidimensional data model is an integral part of On-Line Analytical Processing, or OLAP. Because OLAP 
is on-line, it must provide answers quickly; analysts pose iterative queries during interactive sessions, not in 
batch jobs that run overnight. And because OLAP is also analytic, the queries are complex. The 
multidimensional data model is designed to solve complex queries in real time. 

The multidimensional data model is important because it enforces simplicity. As Ralph Kimball states in his 
landmark book, The Data Warehouse Toolkit: 
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"The central attraction of the dimensional model of a business is its simplicity.... that simplicity is the 
fundamental key that allows users to understand databases, and allows software to navigate databases 
efficiently." 

The multidimensional data model is composed of logical cubes, measures, dimensions, hierarchies, levels, and 
attributes. The simplicity of the model is inherent because it defines objects that represent real-world 
business entities. Analysts know which business measures they are interested in examining, which dimensions 
and attributes make the data meaningful, and how the dimensions of their business are organized into levels 
and hierarchies. 

 

Diagram of the Logical Multidimensional Model 

 
 

 Logical Cubes 

Logical cubes provide a means of organizing measures that have the same shape, that is, they have the exact 
same dimensions. Measures in the same cube have the same relationships to other logical objects and can 
easily be analyzed and displayed together. 

 Logical Measures 

Measures populate the cells of a logical cube with the facts collected about business operations. Measures are 
organized by dimensions, which typically include a Time dimension. 

An analytic database contains snapshots of historical data, derived from data in a legacy system, transactional 
database, syndicated sources, or other data sources. Three years of historical data is generally considered to 

be appropriate for analytic applications. 

 Logical Dimensions 

Dimensions contain a set of unique values that identify and categorize data. They form the edges of a logical 
cube, and thus of the measures within the cube. Because measures are typically multidimensional, a single 
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value in a measure must be qualified by a member of each dimension to be meaningful. For example, the Sales 
measure has four dimensions: Time, Customer, Product, and Channel. A particular Sales value (43,613.50) only 
has meaning when it is qualified by a specific time period (Feb-01), a customer (Warren Systems), a product 
(Portable PCs), and a channel (Catalog). 

 Logical Hierarchies and Levels 

Suppose a data warehouse contains snapshots of data taken three times a day, that is, every 8 hours. Analysts 
might normally prefer to view the data that has been aggregated into days, weeks, quarters, or years. Thus, 
the Time dimension needs a hierarchy with at least five levels. 

Similarly, a sales manager with a particular target for the upcoming year might want to allocate that target 
amount among the sales representatives in his territory; the allocation requires a dimension hierarchy in 
which individual sales representatives are the child values of a particular territory. 

Hierarchies and levels have a many-to-many relationship. A hierarchy typically contains several levels, and a 
single level can be included in more than one hierarchy. 

 

2. The Relational Implementation of the Model 

In Oracle Database, you can define a logical multidimensional model for relational tables using the OLAP 
Catalog or AWXML. The metadata distinguishes level columns from attribute columns in the dimension tables 
and specifies the hierarchical relationships among the levels. It identifies the various measures that are stored 
in columns of the fact tables and aggregation methods for the measures. And it provides display names for all 
of these logical objects. 

Diagram of a Star Schema 
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 Dimension Tables 

A star schema stores all of the information about a dimension in a single table. Each level of a hierarchy is 
represented by a column or column set in the dimension table. A dimension object can be used to define the 
hierarchical relationship between two columns (or column sets) that represent two levels of a hierarchy; 
without a dimension object, the hierarchical relationships are defined only in metadata. Attributes are stored 
in columns of the dimension tables. 

 Fact Tables 

Measures are stored in fact tables. Fact tables contain a composite primary key, which is composed of several 
foreign keys (one for each dimension table) and a column for each measure that uses these dimensions. 
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 Materialized Views 

Aggregate data is calculated on the basis of the hierarchical relationships defined in the dimension tables. 
These aggregates are stored in separate tables, called summary tables or materialized views. Oracle provides 
extensive support for materialized views, including automatic refresh and query rewrite. 

Queries can be written either against a fact table or against a materialized view. If a query is written against 
the fact table that requires aggregate data for its result set, the query is either redirected by query rewrite to 
an existing materialized view, or the data is aggregated on the fly. 

3. The Analytic Workspace Implementation of the Model 

Analytic workspaces have several different types of data containers, such as dimensions, variables, and 
relations. Each type of container can be used in a variety of ways to store different types of information. For 
example, can define an edge of a measure, or store the names of all the languages supported by the analytic 
workspace, or all of the acceptable values of  relation Dimension objects are themselves one dimensional lists 
of values, while variables and relations are designed specifically to support the efficient storage, retrieval, and 
manipulation of multidimensional data. Like relational tables, analytic workspaces have no specific content 
requirements. You can create an empty analytic workspace, populate it only with OLAP DML programs, or 
define a single dimension to hold a list of values. 

 Multidimensional Data Storage in Analytic Workspaces 

In the logical multidimensional model, a cube represents all measures with the same shape, that is, the exact 
same dimensions. In a cube shape, each edge represents a dimension. The dimension members are aligned on 
the edges and divide the cube shape into cells in which data values are stored. 

In an analytic workspace, the cube shape also represents the physical storage of multidimensional measures, 
in contrast with two-dimensional relational tables. An advantage of the cube shape is that it can be rotated: 
there is no one right way to manipulate or view the data. This is an important part of multidimensional data 
storage, calculation, and display, because different analysts need to view the data in different ways. For 
example, if you are the Sales Manager for the Pacific Rim, then you need to look at the data differently from a 
product manager or a financial analyst. 
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A cube shape is three dimensional. Of course, measures can have many more than three dimensions, but 
three dimensions are the maximum number that can be represented pictorially. Additional dimensions are 
pictured with additional cube shapes. 

 Database Standard Form Analytic Workspaces 

figure shows how dimension, variable, formula, and relation objects in a standard form analytic workspace are 
used to implement the multidimensional model. Measures with identical dimensions compose a logical 
cube. All dimensions have attributes, and all hierarchical dimensions have level relations and self-relations; for 
clarity, these objects are shown only once in the diagram. Variables and formulas can have any number of 
dimensions; three are shown here. 
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Different OLAP Operations 

Since OLAP servers are based on multidimensional view of data, we will discuss OLAP operations in 
multidimensional data. 

Here is the list of OLAP operations − 

 Roll-up 

 Drill-down 

 Slice and dice 

 Pivot (rotate) 

Roll-up 

Roll-up performs aggregation on a data cube in any of the following ways − 

 By climbing up a concept hierarchy for a dimension 

 By dimension reduction 

The following diagram illustrates how roll-up works. 

 Roll-up is performed by climbing up a concept hierarchy for the dimension location. 

 Initially the concept hierarchy was "street < city < province < country". 

 On rolling up, the data is aggregated by ascending the location hierarchy from the level of city to the 

level of country. 

 The data is grouped into cities rather than countries. 

 When roll-up is performed, one or more dimensions from the data cube are removed. 
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Drill-down 

Drill-down is the reverse operation of roll-up. It is performed by either of the following ways − 

 By stepping down a concept hierarchy for a dimension 

 By introducing a new dimension. 

The following diagram illustrates how drill-down works – 

 Drill-down is performed by stepping down a concept hierarchy for the dimension time. 

 Initially the concept hierarchy was "day < month < quarter < year." 

 On drilling down, the time dimension is descended from the level of quarter to the level of month. 

 When drill-down is performed, one or more dimensions from the data cube are added. 

 It navigates the data from less detailed data to highly detailed data. 

 

 

 

Slice 

The slice operation selects one particular dimension from a given cube and provides a new sub-cube. 

Consider the following diagram that shows how slice works. 

 Here Slice is performed for the dimension "time" using the criterion time = "Q1". 

 It will form a new sub-cube by selecting one or more dimensions. 
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Dice 

Dice selects two or more dimensions from a given cube and provides a new sub-cube. Consider the following 

diagram that shows the dice operation. 

The dice operation on the cube based on the following selection criteria involves three dimensions. 

 (location = "Toronto" or "Vancouver") 

 (time = "Q1" or "Q2") 

 (item =" Mobile" or "Modem") 
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Pivot 

The pivot operation is also known as rotation. It rotates the data axes in view in order to provide an 

alternative presentation of data. Consider the following diagram that shows the pivot operation. 
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Data Warehouse implementation 
 
Given the current information concerns among higher education institutions, an up-to-date data warehousing 
system can effectively improve data utilization by providing a more integrated, subject-oriented, time-variant, 
and nonvolatile information system. With these benefits in mind, higher education institutions may decide to 
adopt a plan for data warehouse implementation in order to be able to accurately assess the costs and 
resources involved in the warehouse project and derive the maximum benefit of a data warehouse. 
 
Common Pitfalls in Data Warehouse Implementation 
 
Drawing from a survey on best practices in data warehousing – previously conducted by The Hanover 
Research Council – we conclude by presenting an overview of six primary areas of recommendation for 
avoiding pitfalls and improving implementation processes. These six critical factors in the implementation of a 
data warehouse include issues related to: executive sponsorship, initial deployment of a single business area, 
concrete understanding of the needs and objectives of the end-users, proper funding, knowledge base of data 
warehouse team members, and capable and passionate leadership. 
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Efficient Computation of Data Cubes 
 
In data warehouse, a data cube of a fact table with n dimensions and m measures can be seen as the result of 
the set of the Structured Query Language (SQL) group-by queries over the power set of dimensions, with 
aggregate functions over the measures. The result of each groupby query is an aggregate view, called a 
cuboid, of the fact table. The concept of data cube represents important interests to business decision as it 
provides aggregate views of measures over multiple combinations of dimensions. As the number of cuboids in 
a data cube is exponential to the number of dimensions of the fact table, when the fact table is big, computing 
a cuboid is critical and computing all cuboids of a data cube is exponentially cost in time [1][5]. To improve the 
response time, the data cube is usually precomputed and stored on disks [6]. However, storing all the data 
cube is exponential in space. Research in Online Analytical Processing (OLAP) focuses important effort for 
efficient methods of computation and representation of data cubes. 
 
A. Related work 
 
There are approaches that represent data cubes approximately or partially. The other approaches search to 
represent the entire data cube with efficient methods to compute and to store the cube. The computing time 
and storage space can be minimized by reducing redundancies between tuples in cuboids [20] or based on 
equivalence relations defined on aggregate functions or on the concept of closed itemsets in frequent item set 
mining  or by coalescing the storage of tuples in cuboids. 
 
B. Contribution 
 
This paper presents a simple and efficient approach to compute and to represent data cube without sorting 
the fact table or any part of it, neither partitioning the fact table, nor computing the complete lattice of 
subschemes, nor sophisticated techniques to implement direct or indirect references of tuples in cuboids. The 
efficient representation of data cube is not only a compact representation of all cuboids of the data cube, but 
also an efficient method to get the original cuboids from the compact representation. The main ideas of the 
proposed approach are: 1) Among the cuboids of a data cube, there are ones that can be easily and rapidly get 
from the others, with no important computing time. We call the latter the prime and next-prime cuboids. 
These cuboids will be computed and stored on disks. 2) The prime and next-prime cuboids are computed and 
stored on disk using a prefix tree structure for compact representation. To improve the efficiency of research 
through the prefix tree, this work integrates the binary search tree into the prefix tree. 3) To compute the 
prime and next-prime cuboids, this work proposes a running scheme in which the computation of the current 
cuboids can be speeded up by using the previously computed cuboids. 
 

Processing of OLAP queries 
 
On-line analytical processing (OLAP) queries can take hours or even days to execute on very large data 
warehouses. Therefore, there is a need to employ techniques that can facilitate efficient execution of these 
queries. The data partitioning concept that has been studied in the context of relational databases aims to 
reduce query execution time and facilitate the parallel execution of queries. In this paper, we develop a 
framework for applying the partitioning technique on DW schema (star schema) to reduce the total query 
execution cost. We develop an analytical cost model for executing a set of OLAP queries on a partitioned star 
schema. We conduct experiments to evaluate the utility of partitioning in efficiently executing OLAP queries. 
Finally, we show how partitioning can be used to facilitate parallel execution of OLAP queries. 
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Indexing data 
 
Indexing the data warehouse can reduce the amount of time it takes to see query results. When indexing 
dimensions, you'll want to index on the dimension key. When indexing the fact table, you'll want to index on 
the date key or the combined data plus time. 

Indexing a data warehouse is tricky. If you have too few indexes, the data loads quickly but the query response 

is slow. If you have too many indexes, the data loads slowly and your storage requirements go through the 

roof but the query response is good. Indexing in any database, transactional or warehouse, most often 

reduces the length of time it takes to see query results. This is especially true with large tables and complex 

queries that involve table joins. (See also, "Design your Data Warehouse for Performance" and "Data 

Warehouse Workloads and Use Cases"). 

Some of the variables that you’ll want to take into account when indexing the data warehouse are the type of 

data warehouse you have (i.e., primarily archive or primarily near real-time), how large the dimensions and 

fact tables are (and if the fact tables are partitioned), who will be accessing the data and how they'll do so, and 

whether access will be ad hoc or via structured application interfaces. These variables will determine how your 

indexing scheme should be structured. Here’s a simple plan for indexing the relational tables that comprise a 

portion of your data warehouse. (Although I only explain how to index dimensions and fact tables in this 

article, I explain how to index the staging database in the Web-exclusive sidebar “Indexing the Staging 

Database.”) Note that the relational tables are those that are managed by SQL Server’s relational data engine, 

not those managed by the SQL Server Analysis Services (SSAS) engine. 
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