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Abstract-This work discusses how Student’s f-tests might still be validly applied to medical data 
that may violate the usual statistical assumptions. Here the one sample t-test, which includes as 
a special case the paired comparisons f-test, is treated in detail. Practical “rules-of-thumb” are 
given, along with their applications to various examples, so that readers will easily be able to use 
them on their own data sets. 

1. INTRODUCTION 

MEDICAL research often relies on statistical tests to judge treatments and recommend new 
practices. That these tests are open to abuse is without question, and there is frequent 
criticism of their use when the underlying assumptions are not met [l-3]. The usual 
implication is that statistical procedures are rendered null and void unless the data are 
exactly as the statistics text book demands. Alternative statistical procedures, for example 
non parametric tests, random permutation tests, or tests where some of the data have been 
censored [4], may be employed, but the more familiar parametric procedures can often still 
be validly used. This is because of the concept of a test’s robustness; i.e. the ability to give 
a result which differs little from the standard result, even when the classical assumptions 
are not fully met. There is a considerable amount of statistical literature dealing with 
robustness of various statistical tests but this concept is rarely dealt with in statistical text 
books. This paper aims to discuss the concept of robustness so that the knowledge is more 
accessible to medical researchers. 

The one sample f-test, which includes as a special case the paired comparisons t-test, 
is treated in detail. This test is used so often that the question of its properties needs to 
be addressed. Some easy to follow rules are developed to help the researcher decide if his 
data are suitable for analysis by this test. 

2. METHODS AND RESULTS 

The most common use of the one sample t-test occurs when the effect of a new treatment 
is being assessed on a single group of patients. This paired comparisons t-test is computed 
from the dzJGrence in each patient, of a particular measure before and after treatment. For 
example, a group of beta thalassemia patients at the Adelaide Children’s Hospital were 
treated by a continuous infusion of desferrioxamine, in order to reduce their ferritin 
content; Table 1 shows 20 numbers representing differences between patients’ ferritin 
content 5 months apart. The researcher is interested in whether the data support the null 
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TABLE 1. FERRITIN CONTENT @G/L) OF 20 ~ALASSAEMIA PATIENTS AT WE 
ADELAIDE CHILDREN’S HOSPITAL 

September 

ferritin content 

(u9/1) 

March 

ferritin content 

(W1) 

September minus March 

ferritin content 

(Gl/1) 

6630 5100 1530 

4590 3510 1080 

3510 6600 -3090 

6375 8000 -1625 

2500 2800 - 300 

1400 2860 -1460 

4580 3640 940 

6885 9030 2145 

4200 4420 - 220 

5600 7910 -2310 

5360 6780 1420 

6110 7250 -1140 

5300 6000 - 700 

3120 4300 -1180 

3300 4680 -1380 

11400 8500 2900 

3100 3735 - 635 

2800 2730 70 

3500 6600 -3090 

12700 7000 5700 

hypothesis that the treatment (desferrioxamine) is of no benefit, or support the alternative 
hypothesis that there is real benefit (i.e. ferritin content reduced) from such a treatment. 
Table 1 shows that 12 out of the 20 cases had a negative difference, which might indicate 
the efficacy of the ferritin reducing treatment. 

The usual way to test the null hypothesis is to compute the Student t-statistic [5]. 

where X is the mean of the 20 differences in ferritin, S is the standard deviation of the 
20 differences and n = number of patients, here 20. A significance level of 5% will be 
specified (this is an arbitrary figure but by convention is usually taken as 5%). Calculations 
from Table 1 show that X = -67.25 pg&il and S = 2135.61 pgg/l. Thus 

T, = -0.14. 

As we are only interested in a decrease in ferritin content a one-tailed test is appropriate. 
So, by referring to Student’s r-tables on n - 1 = 19 df the cut-off value at the 5% level is 
found to be - 1.73. But -0.14 is greater than - 1.73 so the “treatment is of no benefit” 
hypothesis is retained. The one sample r-test thus suggests there is no statistically 
significant difference in ferritin content due to the desferrioxamine treatment. 

The question arises as to whether the assumptions underlying the use of the one sample 
l-test have been met. These assumptions are 

(1) The measurements are statistically independent from patient to patient. 
(2) The measurements are identical in their statistical distribution. 
(3) The statistical distribution is the normal distribution (sometimes called the Gaus- 

sian distribution). 

These assumptions strictly apply to characteristics of the population and not the sample; 
e.g. the total number of thalassaemia children on continuous desferrioxamine infusions in 
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Australia as opposed to our sample of twenty patients. In practice we cannot study the 
population and so its statistical characteristics must be estimated from the sample. More 
often than not in medical research, not all of these assumptions are exactly satisfied, and 
indeed it is not realistic to expect that they should be. By treating the assumption 
one-by-one (in reverse order to the above), we will give the researcher rules-of-thumb for 
when it is safe to use the one sample r-test. 

2.1 Normal (Gaussian) distribution? 

We return to the ferritin content example, whose data are represented in Table 1, In the 
description of the one sample l-test given above we computed the t statistic to be 
T, = - 0.14 and declared it not to be significant. But are the original data normal; is the 
test a valid one? The 20 measurements of Table 1 are pictured in the histogram shown in 
Fig. 1, which apart from sample fluctuations, look to the casual observer to have the 
properties of the bell-shaped normal frequency curve so beloved by all users of statistics. 
However in practice, few real-life examples meet the rigid criterion of normality and our 
example is no exception. In general, the shape of any frequency curve can be effectively 
described by two statistical measures, skewness and (excess), kurtosis, which for a normal 
distribution, are both zero. A zero skewness means that the frequency curve is symmetrical 
while positive skewness means that the right had tail of the frequency curve is elongated 
and vice-versa for negative skewness. A negative kurtosis means that the data will give rise 
to a curve with a flatter shape than the familiar bell, while a positive kurtosis will come 
from a distribution with a peaked curve. Clearly, one way to compare data with normality 
is to estimate skewness and kurtosis (see Appendix). The kurtosis formula used subtracts 
3 from the usual kurtosis formula in order that departures from the normal distribution 
are characterized by departures of both skewness and kurtosis from zero. In the ferritin 
content example, we estimate skewness = 0.89, and kurtosis = 0.81. Can the one sample 
t-test still be used to analyse these data? We will now show that the answer is in the 
affirmative in spite of possible non-zero skewness and kurtosis. 

As we have already remarked it is unlikely that the data will come from a distribution 
which is exactly normal, so we need to consider the implication of deviations from 
normality. For example, suppose our data were chosen from a distribution that is 
positively skewed; then we need to question the effect on the resulting T1 value. The use 
of Student’s t-tables tells us the probability of obtaining a T, value which is equal to or 
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FIG. I. Histogram for the difference in ferritin con- 
tent @g/l) of thalassaemia patients at the Adelaide 
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TABLE 2. (LOWER TAIL TEST). MINIMUM SAMPLE SIZE REQUIRED FOR THE TRUE LEVEL OF S,GN,FKANCE (I E Pr{ r, < 

LOWER CRlTlCAL VALUE}) TO BE BETWEEN 3 AND 7% WHEN THE STATED LEYEL IS 5% 

Kurtosis 

2 

-1.6 -1.2 -0.8 -0.4 0 0.4 0.8 I.2 1.6 2 0 2.4 2.8 3.2 3.6 4.0 4.4 4.8 

0 

.6 

.O 

Key 
. A sample of at least 5 is adequate 
l l A sample of at least IO is adequate s A sample of at least 25 is adequate 

be 
. A sample of at least I5 is adequate x A sample of at least 30 is adequate 
l . 
. . A sample of at least 20 is adequate E4 A sample of more than 30 is required 

more extreme (more negative in this case) than the critical value. Thus at the 5”/, level of 
significance the critical value on 19 df is - 1.73. This statement tells us that if the 20 X’s 
are independent and identically normally distributed then the probability of obtaining a 
T, value less than - 1.73 (or more than 1.73) is 5%. Thus, if we sample from a positively 
skewed distribution and compare T, with - 1.73 the level of significance will be different 
from 5% and depend on the underlying distribution of the X’s. In the following discussion 
we will call 5% the stated level of significance as distinct from the true level of significance 
(which depends on the distribution of the X’s). It is our intention to quantify the difference 
between true and stated level of significance so that we can indicate when, despite the 
assumptions being broken, the true level falls within acceptable bounds, thus allowing us 
to continue the use of the t-test with safety. 

Cressie [6] surveyed the statistical literature and concluded that when the distribution 
from which the sample is taken is symmetrical (zero skewness) but has positive kurtosis 
(more extreme pieces of data occur than typically found in the normal distribution) the 
true level of significance is below the nominated level while the reverse holds in the case 
of negative kurtosis. If the kurtosis is zero however and the skewness is non zero then 
positive skewness of the X’s means that T, will be negatively skewed and negative skewness 
of X’s gives positive skewness of T,. Whether our stated 5% level of significance over- or 
under-estimates the true value will depend on the direction of the alternative hypothesis. 

TABLE 3. (UPPER TAIL TEST). MINIMUM SAMPLE SIZE REQLNRED FOR THE TRUE LEVEL OF SCNWICANCE (I E Pr{ r, > 

UPPER CRlTlCAL VALUE}) TO BE BETWEEN 3 AND 7% WHtk THE STATE" LEVEL 1S 5g/, 

Kurtosis 

- 1.6 -I 2 -0.8-0.4 0 0.4 0.8 1.2 1.6 2.0 2.4 2.8 3.2 3.6 4.0 4.4 
. . 

T 
0. . . 
l *.. 
b.. If x:: 
xx 

4.8 . 
be 

. _I 0. 

. . 

x 
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If both skewness and kurtosis are present, the dominant factor is skewness since when this 
is fixed and the value of the kurtosis allowed to vary from - 1.2 to 1.4, there is little change 
in the actual level of significance [73. 

The exact numerical value of the true level of significance has been given for a range 
of distribution shapes in a study by Posten [7]. Posten allowed both skewness and kurtosis 
to vary simultaneously, with skewness ranging effectively between -2.0 and 2.0 and 
kurtosis ranging between - 1.6 and 4.8. For brevity we have summarized Posten’s results 
by defining the true level of significance to be within acceptable bounds if it is between 
3 and 7%, the same as used by Pearson and Please [8] Tables 2 and 3 show the minimum 
sample size that permits safe use of the ~-test even though the assumption of normality 
is violated. Should the reader wish to make these limits around the stated level of 
significance (here So/,) wider or shorter, reference to Posten’s paper will allow for individual 
decisions to be taken. The use of these tables can best be illustrated by returning to the 
ferritin example; n = 20. The skewness and kurtosis for this data are 0.89* and 0.81 
respectively. Table 2 tells us that for this combination of skewness and kurtosis, a 
minimum sample size larger than 30 is necessary to validly use the (lower tail) one sample 
t-test. One might be tempted to give up here, however a satisfactory conclusion to the 
question of whether ferritin content is reduced or not, is obtained by looking up the true 
level of significance in Posten’s original paper (namely his Table 3). We see here that for 
sample size 20, 0.89 skewness, and 0.81 kurtosis, the probability of obtaining a T, value 
less than - 1.73 is 7.7% (outside the [3x, 7x1 range), which means the critical value 
cutting off only 5j:o of probability is somewhat smaller than - 1.73. The observed T, value 
of - 0.14, which is larger than - 1.73, is thus larger than this 5% critical value. Conclusion: 
ferritin content is not reduced by desferrioxamine treatment. 

2.2 Identical distribution? 

The second assumption is that the measurements are drawn from the same population. 
However if it is suspected but not really known that some of the data have come from 
several populations with differing variances but identical shape, the one sample t-test can 
still be validly applied with an adjustment. For example, a study at the Stanford Children’s 
Hospital [9] was undertaken where two measurement techniques for measuring lympho- 
cytes following PHA (phytohaemmaglutnin) stimulation were compared. The investigators 
wanted to know whether the easier technique could be substituted for the more difficult 
one and thus were interested in any statistical difference between the results of the two 
measurements. Thus a two tailed, one sample t-test is applicable. Table 4 presents the 
differences of the two methods at two different PHA levels. As there are two different levels 
of PHA the investigator may be concerned that the distributions (as measured by 
variances) are different at the two different concentrations. One can calculate the variances 
as St = 0.0328 (where PHA = 0) and as S: = 0.0714 (where PHA = 5). One could perform 
an F-test here to see whether these variances are equal but this is not necessary as it can 
be shown that the one sample t-test using the combined data PHA = 0, PHA = 5, is still 
valid even if there is unequal variation in the groups. By borrowing strength across the 
differing populations, we are thus able to perform a more powerful test about the null 
hypothesis (that the two measuring techniques are identical) than we would by doing two 
t-tests, one at PHA = 0 and the other at PHA = 5. There is however an adjustment needed 
to the degrees of freedom of the pooled one sample test [IO]. The T, value is calculated 
as usual; i.e. using all the data from Table 4 and we find 

X = -0.1745 s* = 0.0513 

and hence 
T = @ - 0) -0.1745 ---= 

’ JzqFl $Gi?iq5 = -4.43. 

*If the skewness was negative, say -0.89, we should then use Table 3 with a (skewness, kurtosis) value of 
(0.89. 0.8 I). 
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TABLE 4. REGULAR-MICRO DIFFERENCES OF 
Loo COUNTS FOR PHA=0, 5.0 (IN DE- 

SCENDING ORDER). THE LOGARITHMS (BASE 

E) OF THE LYMPHOCYTE COUNTS WERE 

TAKEN FROM EFRON'S TABLE AND THEN 

DIFFERENCED 

Differences 

PHA = 0 PHA = 5.0 

0.19 

0.06 

0.02 

0 

0 

-0.02 

-0.04 

-0.08 

-0.15 

-0.17 

-0.20 

-0.20 

-0.23 

-0.29 

-0.35 

-0.36 

-0.53 

0.28 

0.14 

0.06 

0.01 

-0.11 

-0.11 

-0.17 

-0.20 

-0.22 

-0.24 

-0.27 

-0.36 

-0.39 

-0.50 

-0.60 

-0.73 

The adjustment to the degree of freedom is given by 

[mQ + (n - m)12 
mQ*+(n -m) 

where 

Q=$, and 
I 

n = the number of differences in the first subset, where PHA = 0, and m = the total 
number of differences. From our data we have 

m = 17, 

Q =2=2.177, 
I 

n - m = 33 - 17 = 16. Hence the adjusted degrees of freedom are 

Kl7 x 2.177) + V6)12=29 1 N 29 
17 x (2.177)*+ 16 ’ . 

Thus we consult the Student t-tables on 29 &instead of using the usual 32, which would 
have been used if we were unconcerned about differing variation. The tables show that on 
29 #the lower tail 2pA cut-off value is -2.05. So at the 5% significance level we can reject 
the null hypothesis that both methods lead to the same conclusions; i.e. the two methods 
are statistically significantly different. So although we had concerns that there may be 
underlying differences in variations of the measurements at the two PHA concentrations, 
the one sample t approach is, after some adjustment, still valid. 
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2.3 Statistically independent measurements? 

Independence here means that knowing the value of the measurement from one patient 
does not help one predict the value from another patient. This assumption may be 
unrealistic if the data in fact arise from a number of subgroups of different patients, with 
possible dependence within subgroups. For example, in the ferritin study this may occur 
if some of the thalassaemia patients are siblings, who may share a genetic response to 
desferrioxamine. In general, surveys and other observational studies are prone to 
producing data sets which are not independent. If this is so, any subgroup structure may 
interfere with the interpretation of the test, because within a particular subgroup (e.g. 
siblings) a prediction of a measurement may be made solely on the basis of which subgroup 
the patient is in, instead of merely reflecting that it is just one in a sample. Experimental 
studies however can be designed to eliminate the problem of lack of independence. 

Suppose an analysis of data reveals dependence; then the first step is to identify how 
it occurs and to build a statistical model to take it into account. Cressie [6] had done this 
in three situations and a general rule emerges. Positive dependence (e.g. amongst siblings) 
causes Student’s t-statistic to reject the null hypothesis more often than it should. 

CONCLUSION 

The “rules-of-thumb” presented for the one sample t-test show that there is quite a wide 
region of validity around the strict assumption that the data are independent, identically 
distributed and normal. In summary, the one sample t-test is safe to use in the following 
situations: 

(1) Where the underlying distribution is non-normal but skewness and kurtosis are 
within the limits which give an acceptable significance level as summarized by Tables 2 and 
3. As a quick guide (lower tail test), provided the skewness is between 0.0 and 0.4 and 
kurtosis is between -0.4 and 4.8, a sample size of 20 will be adequate; and provided the 
skewness is between -0.8 and 0.0 and kurtosis is between -0.8 and 4.8, a sample size 
of 20 will be adequate. 

(2) Where the “identical distribution” assumption is possibly violated and the sample 
can be considered to divide into two (or more) groups with differing variances. In this case 
the degrees of freedom need to be adjusted. 

(3) Where no subgroups of values exhibit internal dependence. 

Overall then the one sample t-test is quite robust and can be used in many situations 
in practice, where first impressions would lead one to believe that the statistical 
assumptions are not fully met. The ideas developed above should help the researcher use 
the one sample t-test in these circumstances, being confident that the procedure is still 
statistically sound. 
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APPENDIX 

Skewness and kurtosis have been used on this paper to describe departures from normality. Their estimates 
are defined as follows 

skewness = 
Z(Xi - X)1 

{X(X, -X)2)312 

kurtosis = ?(‘I - ‘)‘I 
{E(X, - X)‘}r 

_ 3 

We are aware that the estimates of skewness and kurtosis themselves have sampling error, which may influence 
the behavior of the test, but we believe this extra effect on assessing departures from normality to be of second 
order. First of all the skewness-kurtosis adjustments to significance levels are rather gradual [7], which means 
that we have to do little more than capture the “direction” of the departure from normality. Secondly, our 
philosophy is one which sees the sample at hand as the best representative of its own distribution. We therefore 
believe that the sample skewness and sample kurtosis are the best indicators available to assess the influence 
of population skewness and kurtosis. However due caution is needed, since if pushed to the limit, this 
philosophy does away entirely with populations, something we do not wish to do here. 

The robustness of the one sample f-test, in regard to departures from normality, is also strengthened by 
the fact that the associated permutation distribution begins to look very similar to Student’s t distribution 
as the sample number increases. Furthermore the central limit theorem guarantees approximate normality for 
the sample mean and hence approximate validity of the test. The tables presented in this paper indicate the 
minimal sample sizes required to guarantee this robustness. 
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