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DirtyMNIST 
A modified version of MNIST with a long tail of ambiguous samples. It 
poses a challenge for using entropy for OoD detection as it 
confounds aleatoric and epistemic uncertainty.


With ambiguous data having various levels of aleatoric uncertainty, 
Dirty-MNIST is more representative of real-world datasets compared 
to well-cleaned curated datasets, like MNIST and CIFAR-10.

Don’t Trust Softmax Entropy  
The aleatoric uncertainty of a Deep Ensemble is the expected 
softmax entropy of its members, which are deterministic 
models. This connects Deep Ensembles to deterministic 
models. Thus, we can see from the equation in red:


This shows that if a sample is assigned higher epistemic 
uncertainty (in the form of mutual information) by a Deep 
Ensemble, it will necessarily be assigned lower softmax entropy 
by at least one of the ensemble’s members. 

As a result, the empirical observation that the mutual 
information of an ensemble can quantify epistemic 
uncertainty well implies that the softmax entropy of a 
deterministic model cannot.

Harmful for Bayesian Models 
Bayesian Models provide a principled way of measuring uncertainty. 
Starting with a prior distribution  over model parameters , they 
infer a posterior , given the training data , and the 
predictive distribution  for a given input  is computed 
via marginalisation over the posterior. 


In practice, both mutual information  and predictive 
entropy  are used in the literature to detect OoD 
samples. However, predictive entropy will be high whenever epistemic 
uncertainty or aleatoric uncertainty is high: it upper bounds both.


With ambiguous iD samples, this leads to confounding, while for 
curated iD datasets, this can help separate iD and OoD data better, 
offering an explanation for previous empirical findings of predictive 
entropy outperforming mutual information. 


Hence, predictive entropy is only a good measure for OoD 
detection when used with curated datasets that do not contain 
ambiguous samples, unlike Dirty-MNIST. 

Harmful for Deep Ensembles 
Deep Ensembles are an ensemble of neural networks which average 
the models’ softmax outputs. Uncertainty is then estimated as the 
entropy of this averaged softmax vector. Note that ensembling might 
also be seen as performing Bayesian Model Averaging, as each 
ensemble member, producing a softmax output , can be 
considered to be drawn from some distribution  over the trained 
model parameters , which is induced by the pushforward of the 
weight initialization under stochastic optimization.


As a result, the equation above can also be applied to Deep 
Ensemble and Deterministic Models. 
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The predictive entropy  of  upper-bounds the 
epistemic uncertainty, where epistemic uncertainty is quantified as the 
mutual information  (expected information gain) of parameters 

 given output  of  , following the equation:

.


Predictive entropy will be high for both in-distribution (iD) 
ambiguous samples (high aleatoric uncertainty) and for out-of-
distribution (OoD) samples (high epistemic uncertainty).
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Quantitative Modeling & Empirical Validation 
We empirically find that a Dirichlet distribution lower-bounds the 
variance, but models the entropy distribution well. This preliminary 
result allows us quantify how strongly the softmax entropies vary 
across different deterministic models.

Aleatoric & Epistemic Uncertainty 
Two types of uncertainty are often of interest in ML: 


• epistemic uncertainty, which is inherent to the model, caused 
by a lack of training data, and hence reducible with more data, 
and


• aleatoric uncertainty, caused by inherent noise or ambiguity in 
data, and hence irreducible with more data.


Disentangling these two and reasoning about each one 
independently is critical for applications such as active learning 
or detection of out-of-distribution (OoD) samples from in-
distribution (iD) ones.


Otherwise, we would confound ambiguous/noisy iD samples with 
OoD samples.

WideResNet-28-10+SN (above) or VGG16 on CIFAR-10 with SVHN as OOD.
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