
Homework 2 Solutions

EE 559: Spring ‘19
TA: Chase Dowling

Problem 1

We are given the data points (1, 2), (2, 4), (3, 12), (4, 8), and we wish to find the linear coefficent a that
minimizes the following loss functions:

0.1 l2 norm

Rather than using the closed form solution we computed in the previous homework, we can write this least
squares problem out literally,

∑
i

(yi − axi)
2 = (2− a · 1)2 + (4− a · 2)2 + (12− a · 3)2 + (8− a · 4)2 (1a)

= (4 + a2 − 4a) + (16 + 4a2 − 16a) + (144 + 9a2 − 72a) + (64 + 16a2 − 64a) (1b)

= 30a2 − 156a + 228 (1c)

∂

∂a

∑
i

(yi − axi)
2 =

∂

∂a

[
30a2 − 156a + 228

]
(1d)

= 60a− 156 (1e)

setting the derivative equal to 0 and solving for a to find the value that minimizes the loss, a = 2.6

0.2 l1 norm

If we try to solve this problem the same as the L2 norm problem, we find that we can’t take the derivative
of the loss with respect to a because of the absolute value signs.

One way to solve this problem is to draw the loss functions of individual data points, taking their
superposition, and finding that the minimum lies at a = 2, as in Fig. 1.

We’ll learn that the L1 norm promotes sparsity by finding the weights that explain the largest number
of data points; this is one way of visualizing that behavior.

0.3 l0 norm

Remember that we’re thinking of the loss as vectors. The L0 norm is special, and counts the number of
non-zero elements in a vector. For each data pair, if we observe that setting a = 2, this makes all but one
pair have loss equal to 0. No other choice of a leads to greater number of data points exhibiting zero loss.

Another way to think of this is, since we’re finding a model with a linear basis, we’re finding the maximum
number of co-linear data points. This isn’t the same as the L1 norm since the L0 norm will ignore a large
number of data points with similar axes of variance (what minimizing L1 loss finds) in favor of maximizing
the number of perfectly explained data.
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Figure 1: Superposition (sum) of L1 functions for each individual data point in problem 1

Figure 2: Individual l2 losses for each individual data point in problem 1, l∞ norm in bold

0.4 l-∞ norm

Here we want to minimize the maximum squared error for each individual data point for any choice of a.
Fig. 2 plots the individual squared loss functions for each individual data point, and highlights where the
maximum value lies across each data point for each value of a. The minimum value of a is roughly 2.9. One
way to think of the loss defined by L∞ norm is as a very conservative loss function by not assuming any
data are outliers.

Problem 2: Bonus

Suppose we are given three data points, (1, 2), (2, 4), (3, 12), (4, 8) and we wish to find the coefficients of
minimum degree polynomial

y = a0 + a1x + a2x
2 . . . + akx

k (2)

such that the function fits with 0 loss at these points. This implies that f(1) = 2, f(2) = 4, etc., for each of
the given data points. We can treat this as a system of equations
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2 = a0 + a1(1) + a2(1)2 . . . + ak(1)k (3a)

4 = a0 + a1(2) + a2(2)2 . . . + ak(2)k (3b)

12 = a0 + a1(3) + a2(3)2 . . . + ak(3)k (3c)

8 = a0 + a1(4) + a2(4)2 . . . + ak(4)k (3d)

(3e)

Looking closely, this is just a linear system—noting how a polynomial basis looks with respect to input data
as a matrix, 

1 11 . . . 1k

1 21 . . . 2k

1 31 . . . 3k

1 41 . . . 4k

 ·


a0
a1
...
ak

 =


2
4
12
8

 (4)

Observing that a linear function will not be sufficient to fit the points precisely, we can check k = 2, and no
solution exists for k = 2, but for k = 3, the coefficients a0 = 24, a1 = −40, a2 = 21, and a3 = −3 yield exact
solutions for each of the data points, meaning that this function would exhibit 0 loss.

Written explicitly, the loss, using the L2 norm for example, is the difference between the data passed
through the basis function with the corresponding weights, minus the output values,

L(y, ŷ) =

∣∣∣∣∣∣∣∣
∣∣∣∣∣∣∣∣


1 11 12 13

1 21 22 23

1 31 32 33

1 41 42 43

 ·


24
−40
21
−3

−


2
4
12
8


∣∣∣∣∣∣∣∣
∣∣∣∣∣∣∣∣
2

2

(5)

and we know the solution we found for the weights to be exact, so the loss must be 0.

Problem 3

See solutions on the class Git repo.
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