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UNIT-III 

Transmission Control Protocol (TCP) 

TCP is a transport layer protocol, and serves as the intermediary between the application programs and 

the network operations.  

 

TCP Services: 

The services offered by TCP to the processes at the application layer are as follows: 

Process-to-Process Communication: 

TCP provides process-to-process communication using port numbers. The following table lists some well-

known port numbers used by TCP. 

 

Port Protocol Description 

7 Echo Echoes a received datagram back to the sender 

9 Discard Discards any datagram that is received 

11 Users Active users 

13 Daytime Returns the date and the time 

17 Quote Returns a quote of the day 

19 Chargen Returns a string of characters 

20 and 21 FTP File Transfer Protocol (Data and Control) 

23 TELNET Terminal Network 

25 SMTP Simple Mail Transfer Protocol 

53 DNS Domain Name Server 

67 BOOTP Bootstrap Protocol 

79 Finger Finger 

80 HTTP Hypertext Transfer Protocol 

Table-1: Ports numbers of TCP services 

Stream Delivery Service: - It allows the sending process to deliver data as a stream of bytes and allows the 

receiving process to obtain data as a stream of bytes. TCP creates an environment in which the two 

pro esses see  to e o e ted y a  i agi ary tu e  that arries their ytes across the Internet. 

 

Sending and Receiving Buffers: -The sending and the receiving processes may not necessarily write or read 

data at the same rate, TCP needs buffers for storage. There are two buffers, the sending buffer and the 

receiving buffer, one for each direction. 

 

Segments 

Although buffering handles the disparity between the speed of the producing and consuming processes, 

one more step before it can send data. The IP layer, as a service provider for TCP, needs to send data in 

packets, not as a stream of bytes. At the transport layer, TCP groups a number of bytes together into a 

packet called a segment. TCP adds a header to each segment (for control purposes) and delivers the 

segment to the IP layer for transmission. 

Full-Duplex Communication 

TCP offers full-duplex service, where data can flow in both directions at the same time. Each TCP endpoint 

then has its own sending and receiving buffer, and segments move in both directions. 

Multiplexing and De-multiplexing 

Like UDP, TCP performs multiplexing at the sender and demultiplexing at the receiver. However, since TCP 

is a connection-oriented protocol, a connection needs to be established for each pair of processes. 

Connection-Oriented Service 

TCP is a connection-oriented protocol. When a process at site A wants to send to and receive data from 

another process at site B, the following three phases occur: 

 The two TCPs establish a virtual connection between them. 

 Data are exchanged in both directions. 

Downloaded from  be.rgpvnotes.in

Page no: 1 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


 The connection is terminated. 

Note that this is a virtual connection, not a physical connection. The TCP segment is encapsulated in an IP 

datagram and can be sent out of order, or lost, or corrupted, and then resent. Each may be routed over a 

different path to reach the destination. There is no physical connection. TCP creates a stream-oriented 

environment in which it accepts the responsibility of delivering the bytes in order to the other site. 

Reliable Service 

TCP is a reliable transport protocol. It uses an acknowledgment mechanism to check the safe and sound 

arrival of data. 

 

TCP Header 

Packet in TCP is called a segment. The segment consists of a header of20 to 60 bytes, followed by data 

from the application program. The header is 20 bytes if there are no options and up to 60 bytes if it 

contains options. The header fields are shown in the figure below: 

 

 
Figure-1: TCP Header 

 

Source port address. This is a 16-bit field that defines the port number of the application program in the 

host that is sending the segment. 

Destination port address. This is a 16-bit field that defines the port number of the application program in 

the host that is receiving the segment. 

Sequence number. This 32-bit field defines the number assigned to the first byte of data contained in this 

segment. As we said before, TCP is a stream transport protocol. To ensure connectivity, each byte to be 

transmitted is numbered. 

Acknowledgment number. This 32-bit field defines the byte number that the receiver of the segment is 

expecting to receive from the other party. 

Header length. This 4-bit field indicates the number of 4-byte words in the TCP header. The length of the 

header can be between 20 and 60 bytes. 

Reserved. This is a 6-bit field reserved for future use. 

Control. This field defines 6 different control bits or flags. 

Window size. This field defines the window size of the sending TCP in bytes. Note that the length of this 

field is 16 bits, which means that the maximum size of the window is 65,535 bytes. 

Checksum. This 16-bit field contains the checksum. The calculation of the checksum for TCP follows the 

same procedure as the one described for UDP. 
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Windows Size. This field is used for flow control between two stations and indicates the amount of buffer 

(in bytes) the receiver has allocated for a segment, i.e. how much data is the receiver expecting. 

Checksum. This field contains the checksum of Header, Data and Pseudo Headers. 

Urgent Pointer. It points to the urgent data byte if URG flag is set to 1. 

Options. It facilitates additional options which are not covered by the regular header. Option field is always 

described in 32-bit words. If this field contains data less than 32-bit, padding is used to cover the remaining 

bits to reach 32-bit boundary. 

 

Connection Establishment 

TCP transmits data in full-duplex mode. When two TCPs in two machines are connected, they are able to 

send segments to each other simultaneously. This implies that each party must initialize communication 

and get approval from the other party before any data are transferred. 

Before the sending device and the receiving device start the exchange of data, both devices need to be 

synchronized. During the TCP initialization process, the sending device and the receiving device exchange a 

few control packets for synchronization purposes. This exchange is known as Three-way handshake. 

The Three-way handshake begins with the initiator sending a TCP segment with the SYN control bit flag set. 

TCP allows one side to establish a connection. The other side may either accept the connection or refuse it. 

If we consider this from application layer point of view, the side that is establishing the connection is the 

client and the side waiting for a connection is the server. 

TCP identifies two types of OPEN calls: 

Active Open. In an Active Open call a device (client process) using TCP takes the active role and initiates 

the connection by sending a TCP SYN message to start the connection. 

Passive Open A passive OPEN can specify that the device (server process) is waiting for an active OPEN 

from a specific client. It does not generate any TCP message segment. The server processes listening for 

the clients are in Passive Open mode. 

 

 

 

 

 

 

 

 

 

 

 

Figure-2: TCP Connection Establishment 

Three-way Handshaking   

Step 1. Device A (Client) sends a TCP segment with SYN = 1, ACK = 0, ISN (Initial Sequence Number) = 2000. 

An Initial Sequence Number (ISN) is a random Sequence Number, allocated for the first packet in a new 

TCP connection. 

The Active Open device (Device A) sends a segment with the SYN flag set to 1, ACK flag set to 0 and an 

Initial Sequence Number 2000 (For Example), which marks the beginning of the sequence numbers for data 

that device A will transmit. SYN is short for Synchronize. SYN flag announces an attempt to open a 

connection. 

Step 2. Device B (Server) receives Device A's TCP segment and returns a TCP segment with SYN = 1, ACK = 

1, ISN = 5000 (Device B's Initial Sequence Number), Acknowledgment Number = 2001 (2000 + 1, the next 

sequence number Device B expecting from Device A). 

Step 3. Device A sends a TCP segment to Device B that acknowledges receipt of Device B's ISN, With flags 

set as SYN = 0, ACK = 1, Sequence number = 2001, Acknowledgment number = 5001 (5000 + 1, the next 

sequence number Device A expecting from Device B) 

This handshaking technique is referred to as TCP Three-way handshake or SYN, SYN-ACK, ACK. 

Device-A 

Client 

Active 

Open 

Device-B 

Server 

Active  

Open 
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Figure-3: TCP Three-way Handshaking 

 

SYN Flooding Attack 

The connection establishment procedure in TCP is susceptible to a serious security problem called SYN 

flooding attack. This happens when one or more malicious attackers send a large number of SYN segments 

to a server pretending that each of them is coming from a different client by faking the source IP addresses 

in the datagrams. 

 

Termination 

Transmission Control Protocol (TCP) Connection Termination: When the data transmission is complete 

and the device want to terminate the connection, the device initiating the termination, places a TCP 

segment with the FIN flag set to one. The purpose of FIN bit is to enable TCP to gracefully terminate an 

established session. The application then enters in a state called the FIN-WAIT state. When at FIN-WAIT 

state, Device A continues to receive TCP segments from Device B and processes the segments already in 

the queue, but no additional data is accepted from the application. 

 

 
Figure-4: TCP Connection Termination 

Timeout of Connection Establishment 

There are several instances when the connection cannot be established. 

Time out during TCP connection establishment issue occurs if: 

 SYN send but not reached the backed or 

 SYN received by backend but did server did not respond with SYN-ACK to it - in specified response 

time or 

 Backend responded with SYNC-ACK but that was lost in transit and never reached SNIP 

Maximum Segment Size 

The maximum segment size(MSS) is the largest chunk of data that TCP will send to the other end. When a 

connection is established, each end can announce its MSS. The resulting IP datagram is normally 40 bytes 
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larger: 20 bytes for the TCP header and 20 bytes for the IP header. When a connection is established, each 

end has the option of announcing the MSS it expects to receive.(An MSS option can only appear in a SYN 

segment.) If one end does not receive an MSS option from the other end, a default of 536 bytes is 

assumed. In general, the larger the MSS the better, until fragmentation occurs 

 

Half-Close 

In TCP, one end can stop sending data while still receiving data. This is called a half close. Either the server 

or the client can issue a half-close request. It can occur when the server needs all the data before 

processing can begin. A good example is sorting. When the client sends data to the server to be sorted, the 

server needs to receive all the data before sorting can start. This means the client, after sending all data, 

can close the connection in the client-to-server direction. However, the server-to-client direction must 

remain open to return the sorted data. The server, after receiving the data, still needs time for sorting; its 

outbound direction must remain open. 

After half closing the connection, data can travel from the server to the client and acknowledgments can 

travel from the client to the server. The client cannot send anymore data to the server. 

Connection Reset 

TCP at one end may deny a connection request, may abort an existing connection, or may terminate an 

idle connection. All of these are done with the RST (reset) flag. 

Denying a Connection 

Suppose the TCP on one side has requested a connection to a nonexistent port. The TCP on the other side 

may send a segment with its RST bit set to deny the request.  

Aborting a Connection 

One TCP may want to abort an existing connection due to an abnormal situation. It can send an RST 

segment to close the connection. 

Terminating an Idle Connection 

The TCP on one side may discover that the TCP on the other side has been idle for a long time. It may send 

an RST segment to end the connection. The process is the same as aborting a connection. 

 

State transition diagram of TCP 

 
Figure-5: State transition diagram of TCP 
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State Description 

CLOSED No connection exists 

LISTEN Passive open received; waiting for SYN 

SYN-SENT SYN sent; waiting for ACK 

SYN-RCVD SYN+ACK sent; waiting for ACK 

ESTABLISHED Connection established; data transfer in progress 

FIN-WAIT-1 First FIN sent; waiting for ACK 

FIN-WAIT-2 ACK to first FIN received; waiting for second FIN 

CLOSE-WAIT First FIN received, ACK sent; waiting for application to close 

TIME-WAIT Second FIN received, ACK sent; waiting for 2MSL time-out 

LAST-ACK Second FIN sent; waiting for ACK 

CLOSING Both sides decided to close simultaneously 

Table-1: States description of TCP Connection 

 

Port Number and Socket Addresses 

Port number recognizes the original process on the source machine and the destination process on the 

target machine. They are packed by the TCP or UDP software before transmission and used to forward the 

data to the right process on the target device. CP and UDP port numbers length is 16 bits, therefore valid 

port numbers can take on values from 0 to 65,535. These values are partitioned into ranges for various 

purposes, with specific ports kept reserved. 

 Port numbers 0-1023- These are allocated to server services by the Internet Assigned Numbers 

Authority (IANA). Web servers normally use port 80 and SMTP servers use port 25  

 Registered Port 1024-49151-These can be registered for services with the IANA and should be 

treated as semi-reserved. User written programs should not use these ports. 

 Ports 49152-65535– These are used by client programs and you are free to use these in client 

programs. When a Web browser connects to a web server the browser will allocate itself a port in 

this range. Also known as ephemeral ports 

A connection between two computers uses a socket. A socket is the combination of IP address plus port. 

Each end of the connection will have a socket. The exchange of data between a pair of devices contains 

series of messages transmitted from a socket on one device to a socket on another device.  

 

TCP timers 

TCP uses multiple timers to do its work.  

 RTO (Retransmission Timeout). When a segment is sent, a retransmission timer is started. If the 

segment is acknowledged before the timer expires, the timer is stopped. If, on the other hand, the 

timer goes off before the acknowledgement comes in, the segment is retransmitted The 

retransmission timer is also held to a minimum of 1 second, regardless of the estimates. This is a 

conservative value chosen to prevent spurious retransmissions based on measurements. 

 A second timer is the persistence timer. It is designed to prevent the following deadlock. The 

receiver sends an acknowledgement with a window size of 0, telling the sender to wait. Later, the 

receiver updates the window, but the packet with the update is lost. Now the sender and the 

receiver are each waiting for the other to do something. When the persistence timer goes off, the 

sender transmits a probe to the receiver. The response to the probe gives the window size. If it is 

still 0, the persistence timer is set again and the cycle repeats. If it is nonzero, data can now be sent. 

 A third timer that some implementations use is the keep-alive timer. When a connection has been 

idle for a long time, the keep alive timer may go off to cause one side to check whether the other 

side is still there. If it fails to respond, the connection is terminated. This feature is controversial 

because it adds overhead and may terminate an otherwise healthy connection due to a transient 

network partition. 

 The last timer used on each TCP connection is the one used in the TIME WAIT state while closing. It 

runs for twice the maximum packet lifetime to make sure that when a connection is closed; all 

packets created by it have died off. 
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UDP 

UDP is deployed where the acknowledgement packets share significant amount of bandwidth along with 

the actual data. For example, in case of video streaming, thousands of packets are forwarded towards its 

users. Acknowledging all the packets is troublesome and may contain huge amount of bandwidth wastage. 

UDP (User Datagram Protocol) is an alternative communications protocol to Transmission Control Protocol 

(TCP) used primarily for establishing low-latency and loss tolerating connections between applications on 

the Internet. Both UDP and TCP run on top of the Internet Protocol (IP) 

Features 

 UDP is used when acknowledgement of data does not hold any significance. 

 UDP is good protocol for data flowing in one direction. 

 UDP is simple and suitable for query-based communications. 

 UDP is not connection oriented. 

 UDP does not provide congestion control mechanism. 

 UDP does not guarantee ordered delivery of data. 

 UDP is stateless. 

 UDP is suitable protocol for streaming applications such as VoIP, multimedia streaming. 

 

 
Figure-6: UDP Header 

Source Port Number. This is the port number used by the process running on the source host. It is 16 bits 

long, which means that the port number can range from 0 to65,535. If the source host is the client (a client 

sending a request), the port number, in most cases, is an ephemeral port number requested by the process 

and chosen by the UDP software running on the source host. If the source host is the server (a server 

sending a response), the port number, in most cases, is a well-known port number. 

Destination Port Number: This is the port number used by the process running on the destination host. It 

is also 16 bits long. If the destination host is the server (a client sending a request), the port number, in 

most cases, is a well-known port number. If the destination host is the client (a server sending a response), 

the port number, in most cases, is an ephemeral port number. In this case, the server copies the 

ephemeral port number it has received in the request packet. 

UDP Length: This is a 16-bit field that defines the total length of the user datagram, header plus data. The 

16 bits can define a total length of 0 to 65,535 bytes. However, the total length needs to be much less 

because a UDP user datagram is stored in an IP datagram with the total length of 65,535 bytes. The length 

field in a UDP user datagram is actually not necessary. A user datagram is encapsulated in an IP datagram. 

There is a field in the IP datagram that defines the total length. 

UDP le gth = IP le gth − IP header’s le gth 

UDP Checksum: This field is used to detect errors over the entire user datagram (header plus data). 

 UDP checksum is a complement of a 16-bit one's complement sum calculated over an IP "pseudo-header" 

and the actual UDP data. The IP pseudo-header is the source address, destination address, protocol 

(padded with a zero byte) and UDP length the checksum is calculated over all the octets of the pseudo 

header, UDP header and data. If the data contains an odd number of octets a pad, zero octet is added to 

the end of data. The pseudo header and the pad are not transmitted with the packet. 
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Figure-7: Pseudo Header 

 

UDP Operations 

UDP Starvation 

It occurs when there is congestion on the network, either because of bandwidth limitations, or due to 

Quality of Service mechanisms. TCP has congestion avoidance and error discovery mechanisms that allow it 

to know when it needs to slow things down a bit.  UDP however, does not have these built-in congestion 

avoidance mechanisms.  That means that a UDP-based traffic flow will just keep on blasting its destination 

with traffic, with no regard to how that may be affecting other traffic flows. It can starve TCP to death. 

Latency 

The latency is the interval between the response and the stimulation. The UDP is considered to be much 

faster than the TCP.  UDP can reduce latency because of being smaller and simpler than TCP.  This is 

because the ACK allows a continuous stream of packets. 

Connectionless Services 

UDP provides a connectionless service. This means that each user datagram sent by UDP is an independent 

datagram. There is no relationship between the different user datagrams even if they are coming from the 

same source process and going to the same destination program 

Flow and Error Control 

UDP is a very simple, unreliable transport protocol. There is no flow control and hence no window 

mechanism. The receiver may overflow with incoming messages. 

There is no error control mechanism in UDP except for the checksum. This means that the sender does not 

know if a message has been lost or duplicated 

Encapsulation and Decapsulation 

 
Figure-8: Encapsulation and Decapsulation 

Encapsulation 

When a process has a message to send through UDP, it passes the message to UDP along with a pair of 

socket addresses and the length of data. UDP receives the data and adds the UDP header. UDP then passes 

the user datagram to IP with the socket addresses. IP adds its own header, using the value 17 in the 

protocol field, indicating that the data has come from the UDP protocol. 
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Decapsulation 

When the message arrives at the destination host, the physical layer decodes the signals into bits and 

passes it to the data link layer. The data link layer uses the header (and the trailer) to check the data. If 

there is no error, the header and trailer are dropped and the datagram is passed to IP. The IP software 

does its own checking. If there is no error, the header is dropped and the user datagram is passed to UDP 

with the sender and receiver IP addresses. 

Queuing 

 In UDP, queues are associated with ports. The queues opened by the client are, in most cases, identified 

by port numbers. 

The queues function as long as the process is running. When the process terminates, the queues are 

destroyed. The client process can send messages to the outgoing queue by using the source port number 

specified in the request. UDP removes the messages one by one and, after adding the UDP header, delivers 

them to IP. 

When a message arrives for a client, UDP checks to see if an incoming queue has been created for the port 

number specified in the destination port number field of the user datagram. If there is such a queue, UDP 

sends the received user datagram to the end of the queue. If there is no such queue, UDP discards the user 

datagram and asks the ICMP protocol to send a port unreachable message to the server 

 

SCTP Services  

Stream Control Transmission Protocol (SCTP) is a new reliable, message-oriented transport-layer protocol. 

SCTP lies between the application layer and the network layer and serves as the intermediary between the 

application programs and the network operations. 

 Process-to-Process Communication 

 Multiple Stream 

 Multihoming 

 Full-Duplex Communication 

 Reliable Service 

 

Transmission Sequence Number (TSN) 

A transmission sequence number (TSN) is a 32-bit internal numerical sequence number assigned to data 

fragments by Stream Control Transmission Protocol (SCTP). TSNs are independent of other stream 

sequence level numbers and acknowledged by receiving end points, even during sequencing gaps. 

Fragments are then reassembled before they are passed to SCTP clients, which ensure reliable sequenced 

stream delivery. 

The following are TSN attributes: 

 Ensure that lower layer packets conform to the maximum transmission unit path. 

 Facilitate endpoint acknowledgment. 

 Provide duplicate delivery detection. 

 

Stream Identifier (SI) 

To distinguish between different streams the Stream Identifier is used. It is a16 bit field, contains the 

Identifier of the stream that this data chunk belongs to. 

 

Stream Sequence Number (SSN) 

To distinguish between different data chunks belonging to the same stream, SCTP uses SSNs. it contauns a 

identifier of the sequence number for the message in this stream. If a message is fragmented then this 

value is maintained for all fragments. It is 16 bit filed. 

 

SCTP Packet  

An SCTP packet consists of the following sections: 

 Common header section 

 Data chunk section 
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Figure-9: Common Header and Data chunk Section of SCTP Packet 

Common header section: All SCTP packets require a common header section. This section occupies the 

first 12 bytes of the packet 

 Source port number: This is a 16-bit field that defines the port number of the process sending the 

packet. 

 Destination port number: This is a 16-bit field that defines the port number of the process receiving 

the packet. 

 Verification tag: This is a number that matches a packet to an association. This prevents a packet 

from a previous association from being mistaken as a packet in this association. It serves as an 

identifier for the association; it is repeated in every packet during the association. There is a 

separate verification used for each direction in the association. 

 Checksum: This 32-bit field contains a CRC-32 checksum.  

Data chunk section: This section occupies the remaining portion of the packet.  

 Chunk Type: Identifies the contents of the chunk value field. This is 1 byte long. 

 Chunk Flags: Consists of 8 flag-bits whose definition varies with the chunk type. The default value is 

zero. This indicates that no application identifier is specified by the upper layer for the data. 

 Chunk Length: Specifies the total length of the chunk in bytes. This field is 2 bytes long. If the chunk 

does not form a multiple of 4 bytes (that is, the length is not a multiple of 4) it is implicitly padded 

with zeros which are not included in the chunk length. 

 Chunk Value: A general purpose data field. The size of the checksum is increased from 16 bits (in 

UDP, TCP, and IP) to 32 bits in SCTP to allow the use of the CRC-32 checksum. 
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