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Abstract

An automated method for coronary calcification detec-
tion from ECG-triggered multi-slice CT data is presented.
The method first segments the heart region. In the ob-
tained volume candidate objects are extracted by threshold-
ing. They include coronary calcification, calcium located
elsewhere in the heart, for example, in the valves or the my-
ocardium, and other high density structures mostly repre-
senting noise and bone. A set of 57 features is calculated for
each candidate object. In the feature space objects are clas-
sified with a k-NN classifier and feature selection in three
consecutive stages. The method is tested on 51 scans of the
heart. They contain 320 calcification in the coronary arter-
ies, 291 in the aorta and 62 calcifications in the heart. The
system correctly detected 177 calcifications in the coronar-
ies at the expense of 56 false positive objects. On average
the method makes 3.8 errors per scan.

1. Introduction

The coronary arteries (see Figure 1) supply blood to the
heart muscle. Over time, they may become hardened and
narrowed due to the buildup of plaque in the arterial walls.
This is a gradual process which may eventually cause symp-
toms of coronary artery disease, such as chest pain, heart
attacks, heart failure and other complications, for example
stroke. Coronary artery disease is a leading cause of mor-
bidity and mortality in the western population [2]. Hard
plaque contains calcium deposits (calcifications) that are
visible on CT data as bright spots. Clinical studies show
that coronary calcification is a risk factor for later cardiac
events, but the exact relation is not known [7, 9, 10]. The
amount of calcifications present in the coronary arteries can
be expressed in terms of a calcium score [9].

Commercial tools for coronary calcification scoring re-
quire an operator to manually identify every calcified region
individually. To facilitate large scale epidemiological stud-
ies that investigate the correlation between coronary calcifi-
cation and risk of a disease, a computer-aided system would
be required. Also, for screening purposes where patients
who need prevention treatment are identified, an automated
computer tool would be advantageous.

We are developing a method for automated detection
of calcifications in the coronary arteries. Our approach is
based on pattern recognition and no segmentation of the ar-
teries is required. Even though it is clear that with a pre-
cise segmentation of coronary arteries detecting calcifica-
tions present there would be a simple task, we have chosen
another approach. That is because segmentation, especially
on non-contrast enhanced scans, would be a complex task.
Contrast material, intravenously given to patients, makes
the vessels brighter on a CT scan. In the non-contrast en-
hanced images, parts of the coronary arteries are not visible,
except when they are calcified or embedded in fat tissue,
which has a slightly lower density in CT than blood. Pub-
lished methods for coronary artery segmentation are applied
to contrast-enhanced scans [1].

2. Materials

In this study 51 non-contrast enhanced scans acquired
on a 16-slice CT scanner (Mx8000IDT, Philips Medical
Systems, The Netherlands) were used. They were part
of a study investigating the association between age of
menopause and risk of cardiovascular disease. Scans were
prospectively ECG-triggered [8] and slice thickness was
1.5 mm. In-plane resolution was 0.429 mm. Data was re-
constructed to 512 x 512 matrices. The vertical range in-
cluded approximately the region from the level of the tra-
cheal bifurcation to the base of the heart.
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Figure 1. Left: A volume rendering of a
contrast enhanced CT scan of the heart in
which the coronary arteries are visible. Right:
A rendering of segmented coronary arteries
showing the three main branches: right coro-
nary artery (RCA), left anterior descending
(LAD) and left circumflex (LCX) both stem-
ming from the left main (LM).

The reference standard was set manually by the third
author who identified a point in each calcified lesion in
the heart. Three-dimensional region growing was used to
connect all neighboring voxels above a threshold value of
130 HU, the commonly used value for calcification extrac-
tion [4]. Additionally, each lesion was given a label depend-
ing on its location. In the coronary arteries the labels were:
LM (left main), LAD (left anterior descending), LCX (left
circumflex), RCA (right coronary artery) and PDA (poste-
rior descending). The remaining regions were labeled as
aortic or other (e.g. myocardium, valves) calcification. Fig-
ure 2 shows examples of various categories of calcifica-
tions.

3. Methods

3.1. Heart extraction

The goal of the heart extraction procedure was to obtain
a rough indication of the location of the heart, in which the
coronaries and thus the coronary calcifications are located.
Therefore, it was necessary that the complete volume of the
heart was included, and not that the segmentation was very
precise.

The image was first thresholded to obtain a lung mask.
Because lung tissue has a low attenuation, a threshold value
of -200 HU was chosen. Segmentation was performed on
each slice. A landmark point was manually placed at the bi-
furcation of the pulmonary artery from where 36 rays were
cast in radial directions. Along the ray a gray value deriva-
tive was computed at a scale of one pixel. The point on
the border of the heart was a location where the derivative
had the lowest value. Additionally, the algorithm had two
stopping criteria. The first one ensured that the algorithm
stopped when a ray met bone. This occurred when the ray
was cast in the direction towards the sternum. Therefore,

Figure 2. Top-left: Examples of calcification
in (1) LCX and (2) LM. Top-right: An example
of calcium in RCA. Bottom-left: Calcification
in the aorta. Bottom-right: Example of a heart
valve calcification.

the distance of the observed point on the ray to the mask
was measured. If it was larger than d pixels and the deriva-
tive here bigger than a predefined value c1, the process was
stopped. The second criterion prevented further ray cast-
ing when lung tissue or the area outside the body was en-
tered. In other words, if a distance of the point to the lung
mask was equal to zero, process was stopped. Furthermore,
a criterion ensuring that the algorithm continued when an
edge of a big calcification was met was added. These cal-
cifications have a high intensity value and the derivative on
the border with heart tissue can be lower than that on the
edge between the heart and lungs. Thus, if a derivative was
smaller than a predefined constant c2, and the distance to
the mask was smaller than d pixels, the point was not con-
sidered to be on the edge of the heart and casting was con-
tinued. Constant values used were: c1 = 80, c2 = 150 and
d = 40 pixels. When all points in the slice were found, the
border was smoothed and therefore a new position of each
point was calculated. The new location was determined as
a median distance of the observed point and the four neigh-
boring points, two on each side. The final result was copied
to the next slice and there a new center of mass was com-
puted and used for ray casting. Here, points on the edge of
the heart were found the same way as in the previous slice,
but only a limited displacement of 10 voxels was allowed.
Figure 3 shows examples of segmentation results.

3.2. Candidates

A standard way of identifying candidates for vascular
calcification is by thresholding [9]. Therefore, scans were
thresholded at 130 HU. Three-dimensional region growing
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Figure 3. Example of heart segmentation. Im-
ages show results at several slices for one
scan. Top left image is the first slice and man-
ually placed landmark point is shown.

was used to connect neighboring voxels and obtain candi-
date objects. If the center of mass of an extracted object
was located within the mask of the segmented heart, it was
considered as a candidate for further analysis. All objects
smaller than 3 and bigger than 3000 voxels were discarded.
The small objects mostly represented noise and the very
large objects were bony structure included in the heart seg-
mentation.

3.3. Features

For each candidate object 57 features were calculated.
Features included size, position, shape and appearance in-
formation of candidates and their surrounding. Size is ex-
pressed in the number of voxels an object consists of. Posi-
tion features were x, y and z coordinates of the object cal-
culated in a coordinate system relative to the body. Eigen-
values ratios described the object’s shape and differentiated
between plate-like and elongated structures. Appearance
of objects and their surroundings was expressed using box-
features. These features are described in more detail in the
following section.

3.4. Box-features

Inspired by the work of [11], the last group of features
includes box-features. The goal is to approximate Gaus-
sian derivatives up to second order at scales of 1, 2, 4, 8
and 16 voxels in x, y and z direction. The exact computa-
tion of these derivatives for the large scans in our database
is very expensive both in terms of computation time and
required memory. Here, the Gaussian function is approxi-
mated with a box. This is illustrated in Figure 6. Intensity

values within this rectangular volume are summed and then
multiplied with a weight factor. The weight factors and the
size of the box depend on the Gaussian scale to be approx-
imated. They are determined by minimizing the squared
sum of the differences between the Gaussian and rectangu-
lar kernel. Boxes are positioned depending on the direction
in which the feature is calculated. This is illustrated in Fig-
ure 4.

Figure 4. Illustration of two-box features. For
simplicity this is shown in two dimensions.
Depending on the direction in which the
derivative is calculated, the box is split in dif-
ferent directions.

As in [11], sums of the intensity values in the boxes are
calculated using an integral image, but the implementation
has been extended to 3D. The value in the integral volume
at a point (a, b, c) is

ii(a, b, c) =
∑

x≤a

∑

y≤b

∑

z≤c

im(x, y, z) (1)

where im is the original volume and ii is the integral vol-
ume. This is calculated according to

t(x, y, z) = t(x− 1, y, z) + im(x, y, z) (2)

ii(x, y, z) = t(x, y, z) + ii(x, y − 1, z)

+ ii(x, y, z − 1)− ii(x, y − 1, z − 1) (3)

where im is the original volume, t is a temporary
image containing cumulative sums with t(−1, y, z) =
0, t(x,−1, z) = 0 and t(x, y,−1) = 0, and ii is the in-
tegral volume. This integral volume enables fast computa-
tion of features and computing time does not depend on the
approximated Gaussian scale. Summing the values in any
box using the integral volume requires just eight operations
using

s = ii(B1)− ii(A1)− ii(C1) + ii(D1)

−ii(B2) + ii(A2) + ii(C2)− ii(D2) (4)

where s is the sum of the voxel values in the box and
A1, A2, B1, B2, C1, C2,D1,D2 are its vertices. This is
illustrated in the Figure 5.
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Figure 5. Sum of the values in the box can
be computed according to formula (4) using
integral volume.

Specifically, one-, two-, three- and four-box features
were computed. They were calculated at the maximum in-
tensity value of each candidate. First, to approximate Gaus-
sian blurring one-box feature was determined by summing
the gray values in the box around the observed voxel. The
approximation of the first order derivatives was determined
by the two-box features. They were calculated by subtract-
ing the sums of the intensities in the two adjacent boxes.
Further, for the approximation of the second order deriva-
tives computation of the three-box and the four-box fea-
tures was implemented. The three-box features were im-
plemented by first adding the sums of the two outside boxes
and then subtracting the sum in the central one. Finally, the
four-box features were determined by summing the pairs of
the diagonally positioned boxes and afterwards subtracting
those two values. Figure 6 shows these examples.

3.5. Classification

The data set contained samples of eight different classes:
five inside the coronary arteries, one in the aorta, one else-
where in the heart and one class of other objects with in-
tensity value above the threshold. Classification was per-
formed in three steps and in each a two-class problem was
observed. In each stage k-nearest-neighbor (kNN) classifier
[3] was used. All features were scaled to zero mean and unit
variance. Sequential forward feature selection [6] was used
in each stage.

In the data set, the prior probability for negatives is above
99%. Therefore, in a first stage the most easily recognized
negatives were discarded from the training set. Here, all cal-
cifications were considered a positive class. A simple k-NN
classifier was used with only two selected features and with
k = 101. Only samples with 101 nearest neighbors of a
negative class were discarded. The remaining samples were
further classified. In the second step a more complex dif-
ferentiation between calcifications and other samples was
performed. Again, objects detected here as calcifications
were going to be further analyzed. Finally, in the last step
calcium in the coronaries was discriminated from other cal-
cified volumes in the heart. In the second and in the third
stage feature selection was performed where a maximum of

Figure 6. The top row shows Gaussian func-
tion and a box approximating it. The next
row is an example of the first order deriva-
tive and two boxes approximating the func-
tion. Further are examples for the second
order derivatives. The height of the box is
equal to the weight factor, and the size of the
box depends on the approximated Gaussian
scale.

eight features could be selected. The number of neighbors
k for the classifier was set to three.

4. Experiments and Results

The data set of 51 scans contained 52206 extracted ob-
jects. After eliminating candidates smaller than 3 vox-
els and bigger than 3000 voxels, 32846 objects remained.
Among them were 320 calcifications in the coronary arter-
ies: 37 in LM, 115 LAD, 67 in LCX, 103 in RCA and 2 in
PDA. Also, among the candidates were 291 calcifications in
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the aorta and 62 elsewhere in the heart.

In the preprocessing phase, five positives from RCA
were lost due to an incorrect heart segmentation. These seg-
mentation errors occurred in just two of the 51 scans.

Classification experiments were carried out in a leave-
one-out fashion. That means that one scan was used for
testing and the rest for training. This was done for each
scan separately.

Overall, in the classification 177 calcified objects in the
coronaries were correctly detected at the expense of 56 false
positive objects. This means that on average 3.8 errors were
made per scan. False positives were calcified objects in the
aorta in 20 cases, and eight times other types of calcium
in the heart. The rest of the false positives mostly repre-
sented noise. False negatives were located as follows: 11
in LM, 35 in LAD, 26 in LCX, 64 in RCA and 2 in PDA.
Figure 7 shows examples of misclassified objects. The top
row gives examples of false positives. Noise in the top-left
resembles calcification in LAD and object in the top-right
is positioned in the vicinity of RCA. Bottom row shows ex-
amples of missed calcifications in RCA (bottom-left) and in
LAD (bottom-right).

Figure 7. Examples of errors made by the sys-
tem. The top row shows two objects that have
been incorrectly classified as coronary calci-
fication. The bottom row shows two coronary
calcifications that have been missed.

In the first classification stage 76% of the negatives were
eliminated, but 45 positives were misclassified. In the fol-
lowing step another 30 calcifications in the coronaries were
missed. The remaining errors were made in the last classi-
fication step.

5. Discussion

The described method starts with a segmentation of the
heart. Because of that five coronary calcifications were lost.
In these cases the heart segmentation partially failed. The
experiments could also have been applied to the complete
scans, but that would significantly increase computation
time and probably other kinds of errors would have been
made. In our previous experiments [5] it was observed that
without a heart segmentation parts of the sternum and spine
and calcification in the descending aorta were occasionally
classified as positives. Because those are usually bigger ob-
jects of high density, calcification scores would have been
strongly influenced. Thus, we conclude that on the whole it
is advantageous to include a heart segmentation step in our
system, despite occasional false negatives caused by under-
segmentation. Further, for the heart extraction, a manually
set landmark point was used as a starting point. Experi-
ments on a subset of scans showed that this point could have
been placed anywhere around the center of the heart without
a significant influence on the resulting segmentation. This
can be done automatically using the lung mask obtained in
the segmentation process.

In the feature selection process of the first classification
stage always the same two features were selected: aver-
age intensity value of the candidate and its z coordinate,
respectively. This corresponds well with two visual obser-
vations of the data. The first is that noise is regularly of a
lower intensity value than calcium and the second that most
of the noise is located in the slices around the base of the
heart. Very seldom a coronary calcification was observed
in those slices. In the second classification step always a
maximum of eight features was selected, while in the last
one this number varied between five and eight. In the last
two stages different features were selected. This means that
features which differentiate heart calcification from noise
are different from features that discriminate between coro-
nary calcium and calcifications in the heart. This motivated
the use of multi-step classification approach. Feature se-
lection showed that box-features describing surroundings of
the candidate were important. They were always among the
first selected features in the second and the third classifica-
tion stage while shape features were rarely selected. In error
analysis it was also visually observed that false positives of-
ten resembled true coronary calcification, but because of the
knowledge of the anatomy, a radiologist will not make such
errors.

When comparing the system described here with the one
designed in our previous work [5] there are two major dif-
ferences. The first one is the data used. In [5] scans from
clinical practice were used which meant that often heart
disease was present while here the scanned subjects were
asymptomatic and the only inclusion criterion was the age
of women. This data set is larger, contains more examples
of calcifications in the coronaries, but examples of other cal-
cification in the the heart were different from those present
in our previous data set. Big calcifications in the heart were
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most false positive errors made in [5], such as calcium in
pericardium. This type of objects did not occur in this set
of scans. In these experiments, about a half of the false
positives were relatively small objects, about ten voxels in
size, most of them representing noise. Further, analysis of
false negatives showed that in these experiments big, above
1000 voxels in size, missed calcified lesions occurred in
only three cases. Although the number of false negatives
is large, they are mostly of relatively small size and lower
density. The second difference with the previous work are
the calculated features. Here, the box features were used
to describe the objects’ surroundings. In [5] this was done
by sampling intensity values in the cube around a candi-
date. Also, first and second order Gaussian derivatives were
calculated in x and y directions. Now, we wanted to use
three-dimensional features that would be fast to compute.
Although features here were three-dimensional, the draw-
back is that scans were not isotropic. Future work will in-
vestigate these features on the resampled isotropic data.

Although calcium scoring is a simple task for a human,
the results show that the automated system is not yet reli-
able. While scoring, an expert human observer uses knowl-
edge of anatomy and knows where the coronaries are lo-
cated and how they are oriented. Thus, further work will
focus on incorporating this knowledge in the features de-
scribing candidates.

6. Conclusion

A system for automated coronary calcification detection
is presented. In a segmented heart region candidates ex-
tracted by thresholding are classified in three stages. Out of
the total of 320 calcifications in the coronaries the system
correctly detected 177, at the expense of 56 false positives.
On average 3.8 errors per scan were made.
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