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Tagesplan und Themen 
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Themen 
•  Wiederholung und Aufgaben, Ausblick 

•  Darstellung von grossen Datenmengen  

•  Darstellung von hochdimensionalen Daten / Ähnlichkeiten 
 

 

•  13:00 - 14:30: Vorlesung(2) + Übungen 

•  14:30 - 14:45: Pause 

•  14:45 – 16:30: Vorlesung (2) + Übungen 

•  16:30 – 16:45: Pause 

•  16:45 – 18:15: Vorlesung (2) + Übungen 

 



At the end of today (I) 



At the end of today (II) 



Homework(s) 
Recap and Outlook of 
Grammar of Graphics 



Principle of ggplot 

df = data.frame(

  x=c(1,1),

  y=c(1.5,1),

  text=c('Hallo', 'Gallo'))

ggplot(df, aes(x = x, y = y)) + 

  geom_point(size=10, color='white') + 

  geom_text(aes(label=text))

New Layer with 
additional mapped  
aesthetics  

additional (fixed) 
aesthetics mapping 

global 
aesthetics mapping.  

geom_... 
Geometric Objects: stuff with is plotted.  



Homework 

Discuss problem with ordering 
 



qplot: Wenn’s mal schnell gehen muss  

Creates a ggplot (with less typing) 

qplot(data = iris, x = Sepal.Length, y = Sepal.Width, col = Species) 

 

It’s a standard qqplot and we can add a new layer 

qplot(data = iris, x = Sepal.Length, y = Sepal.Width, col = Species) +  

  geom_smooth() 

 

On the fly creation of data.frame 
# creates data.frame on the fly 

qplot(x = (1:63)/10, y = sin((1:63)/10)) + geom_smooth() 

 

 

 

 

 

 

 



qplot: Wenn’s mal schnell gehen muss  

# changing the geometry of the plot (what comes after geom_) 

qplot(x = (1:63)/10, y = sin((1:63)/10), geom='line')  

 

 

 

 

# changing the color (not working, we are changing inside aes) 

qplot(x = (1:63)/10, y = sin((1:63)/10), geom='line', col = 'blue')  

 

# changing the color  

qplot(x = (1:63)/10, y = sin((1:63)/10), geom='line', col = I('blue')) 

 

 

 

 

 

 

geom_line 
drop the geom. similar for others  

Don’t use qplot if you did not understand ggplot and the grammar of graphics! 



ggviz, the new ggplot? 

No worries you understood the hardest part!  
 ggviz uses grammar of graphics (as ggplot and ggmap) 

 
ggplot(iris) + 

  geom_point(aes(x = Sepal.Width, y = Sepal.Length, color= Species))  

 

ggvis(iris) %>%  

  layer_points(x = ~Sepal.Width, y = ~Sepal.Length, fill= ~Species) 

 
 

 
 

 
 

1/ Aestetic mapping are now implicit. Use ‘:=‘ to directly 
specify property. E.g. fill := ‘green’ 
 
2/ Pipe ‘%>%’ instead of ‘+’, consistent with dplyr 
 
3/ fill instead of color, makes more sense!  
(You remarked it last time) 
 



Reactive Programming (principle) 

Taken from: Winston Chang   



Reactive Programming (reactive widgets in ggvis) 

Interactive Elements 
ggvis(iris) %>%  

  layer_points(x = ~Sepal.Width, y = ~Sepal.Length, fill= ~Species, 

opacity := input_slider(0, 1)) 

 

 
 

The result of the slider is an reactive result. You can create reactive results yourself… 



Reactive Programming (own reactive function) 

## Reactive Programming 

dat <- data.frame(time = 1:10, value = runif(10)) 

# Create a reactive that returns a data frame, adding a new 

# row every 2 seconds 

ddat <- reactive({ 

  invalidateLater(2000, NULL) 

  dat$time  <<- c(dat$time[-1], dat$time[length(dat$time)] + 1) 

  dat$value <<- c(dat$value[-1], runif(1)) 

  dat 

}) 

 

ddat %>% ggvis(x = ~time, y = ~value, key := ~time) %>% 

layer_points() %>% 

layer_paths() 

Creates an animated time course. 
Dynamic data the principle of shiny. 



Your turn (very short one) 



ggvis summary: the new ggplot2? 

•  Pushed by RStudio (http://ggvis.rstudio.com/) 
•  Integrates with Shiny 

•  Creation of interactive documents.  
•  Fits into the new ‘%>%’ philosophy 
•  Works together with tidyr, dplyr  

•  Still no en pare with ggplot2 concerning features 
•  No faceting (yet) 

•  If you know ggplot2 the switch is easy 
•  http://ggvis.rstudio.com/ggplot2.html 

•  ggplot2 vs ggivs: The future will tell 
•  Further links: 

•  Talk by Winston Chang 
http://www.r-bloggers.com/winston-changs-interactive-graphics-with-ggvis-at-
user-2014/ or here 



3 Slides on  
Visualising large data 



Problem 

Situation: You want to do a scatter plot, but you have more than 1’000 data points. 
 

Example: 
> library(ggplot2)

dim(diamonds)

sp <- ggplot(diamonds, aes(x=carat, y=price))

sp + geom_point() 
 

 

All cluttered  



Solution I 
Use alpha channel 
 

Example: 
> library(ggplot2)

dim(diamonds) #53940 10

sp <- ggplot(diamonds, aes(x=carat, y=price))

sp + geom_point() 
 

 

‘Bands’ diamonds with 
certain weights are visible 



Solution II 
Binning / Density 
Construct bins and count the number of examples in each bin 
sp + geom_bin2d(bins=100) + 

  scale_fill_gradient2(low="lightblue", high="red",

                      breaks=c(1, 10, 5, 100,1000),

                      limits=c(1, 6000), 

trans = "log", midpoint = 0.01)

 

 

 



Visualizing large data 

Conceptually pretty easy, ‘just’ technical issues. 
 

Currently no single package, check out: 
 install_github("hadley/bigvis")  

not compiling on MAC 



Visualising:  
 high dimensional data & 
 similarities 



Overview: Visualizing similarities 

●  Motivation to visualize many features: Dataset 
●  Simple Solutions 
●  Parallel,  

●  Methods to visualize Similarities 
●  PCA (recap CAS) 
●  Distance (recap CAS) 
●  Multidimensional Scaling (MDS) 

o  Linear Metric MDS 
§  PCA (classical mds) 

o  Non-Linear Metric MDS 
§  isoMDS 
§  Sammon Mapping 

●  Other Techniques 
o  Manifold-Learning 

§  Isomap (not to be confused with isoMDS) 
o  Kernel-PCA 

●  t-SNE 



Iris-Dataset: The mother of all data-sets 

Blume	   Type	   Sepal.Length	   Sepal.Width	   Petal.Length	   Petal.Width	  

1	  setosa	   5.1	   3.5	   1.4	   0.2	  

2	  setosa	   4.9	   3	   1.4	   0.2	  

3	  virinica	   3.3	   3.2	   1.6	   0.5	  

4	  setosa	   5.1	   3.5	   1.4	   0.2	  

…	   …	   …	   …	   …	   …	  
150	  virinica	   4.9	   3	   1.4	   0.2	  

5 Attribute: 4 numerische, 1 Klassenattribut 

150  
Pflanzen 

Fisher,R.A. "The use of multiple measurements in taxonomic problems" Annual Eugenics, 7, Part II, 
179-188 (1936) 
  

Iris Virginica Iris Setosa Iris Versicolor 

R: iris 



Whiskey (my favorite dataset)  

Data Source: Whiskyclassified.com, https://www.mathstat.strath.ac.uk/outreach/nessie/nessie_whisky.html 

84 Whiskeys, 12 Features   



MNIST Data Set: Easy to interpret 

Row Names	   Label	   Pixel_1	   Pixel_2	   Pixel_28*28	  
Sample16	   0	   0	   0	   0	  
Sample78	   0	   0	   1	   0	  

Sample79	   1	   1	   1	   …	   0	  
Sample80	   1	   0	   0	   1	  
Sample81	   2	   0	   0	   0	  
Sample82	   2	   0	   0	   1	  
Sample83	   2	   0	   0	   1	  

Here the distance is calculated directly on the pixel values. 
 
More advanced: Semantic distance between images  



Word Vector 

Other data has to be transformed in vectors first… 

‘dog’ Big Complex Machine (0,10,20,002,1,0…,334) 

Alternatively: We have (just) a distance between words 



Geneexpression: Cancer Mircro Arrays  

Patient	   Cancer Type	   Gene 1	   Gene 2 Gene 3 Gene 30000 
1	   Cancer I	   3.5	   1.4	   0.2	   54	  

2	   Cancer	  II	   3	   1.4	   0.2	  
… 
	   3.3	  

3	   Cancer I	   3.2	   1.6	   0.5	  
… 
	   45	  

4	   Cancer	  II	   3.5	   1.4	   0.2	  
… 
	   44	  

…	   …	   …	   …	   …	  
… 
	   …	  

100	   Cancer II	   3	   1.4	   0.2	   65.0	  

~30’000 Features 

~100  
 Chips 
Patients 

Breast Cancer Type I Breast Cancer Type II 



The fundamental problem 

•  Data has 4 to 30’000 features 
•  All we can draw are 2 or 3 dimensions 

•  Example:  
100 Experiments with 30’000 gene expression measured.  
What is hidden in the 100x30’000 dimensional matrix? 
Did all the experiments go fine?  



Importance of a global overview 

•  Look at all features at once to find problematic cases 
•  Example from gene-expression 



Importance of a global overview 

I like Lagavulin, what to try next? 



Simple Ways to Visualize 



Scatter Plot 

 ggplot(iris) +  
geom_point(aes(x=iris$Sepal.Length, y=iris$Sepal.Width, col=iris$Species)) 



Plot Matrix 
library(GGally) #extension of ggplot2 
ggpairs(iris, colour="Species") 

Just cuts 



Parallel Koordinate Plot 
library(GGally) 
ggparcoord(iris, columns = c(1:4), groupColumn=5)  
 



Dimensionality Reduction 



Taxonomy of techniques  

Dimension Reduction 

Linear (PCA) 

MDS 
•  Classical 
•  Sammon 
•  isoMDS 
Isomap 

(t-)SNE 

Nonlinear 

Distance Probability 

For a fine grained map see (Maarten,  http://www.iai.uni-bonn.de/~jz/dimensionality_reduction_a_comparative_review.pdf) 

Other methods: e.g. autoencoder 

Needs X Only needs distances 
/ dissimilarities 



Recap PCA 

PC 
3 

feature 1 

fe
at

ur
e 

3 

feature 2 

2D 

y(1)=PC1 

y(
2)

=P
C

2 

The PCA is a tool to reduce multidimensional data to lower dimensions while 
retaining most of the information. This allows to approx. visualize the data in 2D. 
 
If there were groups or outliers in high dimensions we hope to still see them in a 
2D component space spanned by the first 2 principal components. 
But PCA is not made group finding - it knows no labels, we just add colors 
afterwards 



Distance based approaches 



Definition: Let O1 and O2 be two objects from the universe of possible 
objects. The distance (dissimilarity) between O1 and O2 is a real number 
denoted by d(O1,O2) 

0.23 3 342.7 

Peter Piotr 

40 

Defining Distance Measures (Recap) 
 



(Dis-)similarities / Distance  

Pairs of Objects: 
Similarity     (large ⇒ similar), vague definition  
Dissimilarity    (small ⇒ similar), Rules 1-3 
Distance,Metric   (small ⇒ similar), Rule 4 in addition 
 
 
 
 
 
 
 
 
Examples of metrics (more follow with the examples) 
●  Euclidian and other Lp-Metrics  
●  Jaccard-Distance ( 1 - Jaccard Index) 
●  Graph Distance (shortest-path) 

 
 

Rules 



Example of a Metric 

Draw 3 Objects and meassure their distances (e.g. by a ruler) 
 

 

 

 

 

Does this distance confirm the properties? 



Counter Example of a Metric 

The 3 enties A,B,C have the dissimilarity:  
 d(A,B) = 1 
 d(B,C) = 1 
 d(A,C) = 3 

 

 

•  Is this dissimilarity a distance? 

•  Can you try to draw them on a piece of paper? 



Problematic: Wordmaps  

What about: 
 Bank 
 Finance 
 Sitting Triangular Inequality: 

Not just a mathematical gimmick! 



3	  objects	  fit	  on	  a	  piece	  of	  paper	  



General considerations on metrics 

•  N-1 entities with any metric* between them can be drawn in the N-
dimensional (Euklidian) space preserving all of their mutual distances. 

 

•  Examples: 
•  In 1-d you can always draw 2 entities 
•  In 2-d you can always draw 3 entities 
•  In 3-d you can always draw 4 entities 
•  … 

•  What if you want to draw 100 entities? 
•  We need a 99-dimensional space 

•  What if you want to draw 100 entities, on a piece of paper 2-D. 
•  You have to do compromise (dimensionality reduction) 

*Still looking for a prove in d>2 



Principle Idea (it’s all about compromise)  

•  Have data in high dimensional space with distance, (e.g. 99 features) 
or (è) 
•  Have distances / dissimilarities dij between many objects (e.g. 100 Objects) 
 

•  Draw this in low dimensional space (2, 3) 

•  The distances in (low-D) d*ij  should match the original ones dij (high-D) as 
“good as possible”  

 

 
dij → d*ij =

!yi −
!yj

2

High Dimensional  
Space 

Low 2,3 Dimensional  
Space (Euklidean) 



Taxonomy of techniques  

Dimension Reduction 

Linear (PCA) 

MDS 
•  Classical 
•  Sammon 
•  isoMDS 
Isomap 

(t-)SNE 

Nonlinear 

Distance Probability 

For a fine grained map see (Maarten,  http://www.iai.uni-bonn.de/~jz/dimensionality_reduction_a_comparative_review.pdf) 

Other methods: e.g. autoencoder 

Needs X Only needs distances / 
dissimilarities 



Classical Metric Scaling MDS (recap?) 

•  Classical MDS. Formulation as minimisation of a cost function.  
•  In R: cmdscale() 
 

Cost = (dij
i< j
∑ − d*ij )

dij = || xi − x j ||
2

d*ij = || yi − yj ||
2

Remarks 
•  Fast, “based on linear algebra” 
•  The formulation as a cost function 

is valid for Euclidian distances 
only (internally Eigenvalues are 
used) 

•  If other distances (besides 
Euclidian) are taken but nothing is 
guarantied.  

•  Only distances are needed as 
input (as all MDS methods) Euclidean Distances also in high-D 



MDS in R 

d <- dist(whiskies.f)
res <- cmdscale(d)
x <- res[,1]
y <- res[,2]

qplot(x,y,label = row.names(whiskies.f)) + geom_text(size=3, alpha=0.5) 



How good is the reduction (Eigenvalues)  

•  If original distances are Euclidean, then Eigenvalues λ are positive  
•  If Eigenvalues are too negative other methods might be better (see below) 

•  Goodness of Fit using m-dimensions 

d <- dist(whiskies.f, method = 'euclidian') #Change to Euklidian 

r = cmdscale(d, eig = TRUE) 

min(r$eig) #-1.649809e-14, -164(euklidian, manhattan) 

p = (cumsum(abs(r$eig)) / sum(abs(r$eig))) 

qplot(1:length(p),p[1:length(p)]) + 

  xlab("Number of Eigenvectors") + ylab("P_m") + 
geom_vline(xintercept=12) 

Similar to PCA (explained variance) but absolute values. 
Values above 0.8 are good 

Live! 



How good is the fit (Shepard Diagram)  

X <- matrix(rnorm(100), ncol = 3) #Play around change to 3 

dd <- dist(X) 

rr = cmdscale(dd, eig = TRUE) 

shep <- Shepard(dd, rr$points) 

qplot(shep$x, shep$y, alpha=I(0.2)) +  

  geom_abline(slope=1, color = 'red') + 

  xlab("High Dim ") + ylab("Low Dim")  

All pairwise distances are plotted  



Your turn 



Take home message from exercise 

•  PCA and metrical MDS are equivalent, if original distances are taken in 
Euclidean Space 

•  PCA and MDS reproduce the original data if original data is in 2 D.  

•  Metric MDS needs only distances 
•  Metric MDS OK (kind of) for non-Euclidean distances   



Kruskal's Non-metric Multidimensional (recap?) 

•  Formulation as minimisation of a cost function.  
•  In R: MASS:isomds() do not confuse with isoMAP (see later) 
 

Cost = 1
dij

2

i< j
∑ (dij

i< j
∑ − d*

ij )
2

dij distance in orginial

d*
ij   distance (euclidian) in low-D

Remarks 
•  Slower, numerical 

optimization 
•  The formulation as a cost 

function is defining quantity 
(no need that dij are 
Euclidean) 

•  Arbitrary distances / 
dissimilarities as input 

Try to best preserves the rank ordering of the 
distances between observation 

Just for normalization 



Sammon Mapping 

•  Sammon Mapping. Formulation as minimisation of a cost function.  
•  In R: MASS:sammon() 

Cost = 1
dij

i< j
∑

(dij − d
*
ij )

2

diji< j
∑

dij distance in orginial

d*
ij   distance (euklidian) in low-D

Remarks 
•  Slower, numerical optimization 
•  The formulation as a cost function 

is defining quantity (no need that 
dij are Euclidean) 

•  Arbitrary distances as input 

More much emphasis to get small distances exactly 
right. 

Just for normalization 



Goodness of fit for Sammon mapping 

•  The cost function is also called stress 

 

stress = NULL 

for (i in 1:12) { 

  res <- sammon(d, k = i) 

  stress[i] = res$stress 

} 

 

 

Cost = 1
dij

i< j
∑

(dij − d
*
ij )

2

diji< j
∑

dij distance in orginial

d*
ij   distance (euklidian) in low-D

Numerical instability  Stress as a function of dimension 





Comparison 

•  Below Diagonal (low 
dimensional space more 
compact) 

•  Sammon puts more weights on 
short distances 



Your turn 



Take Home Message 

•  isoMDS and sammon are iterative procedures 
•  For isoMDS only the order matters. Taking an order preserving 

transformation of the distances as e.g. the log leads to no changes. 
•  This is not the case for sammon mapping. 

•  èIsomds good for cases where only the order matters 



Problems with PCA / metric MDS 
The swiss roll 

P
C 
3 feature 1 

fe
at

ur
e 

3 

feature 2 

There is (almost) no reason, why the data should lie on a plan.  

Goal: Preserve local structure. Keep local distances intact.  

van der Maaten et al. 2007  



Isomap (Tenenbaum, 2000) 

Isomap (Tenenbaum, Science 2000):  
●  Create a NN-Graph (weighted with distance) 

o  For each point take the k-NN and connect them (K-isomap) 
o  For each point connect points with distance < eps (Eps-Isomap) 

●  Calculate all-distances as weighted graph distances  
o  Distance is original distance along the edges 

●  Do standard (classical) MDS (or a variant of it) 
 

https://www.ceremade.dauphine.fr/~peyre/numerical-tour/tours/shapes_7_isomap/ 
 

Original Data Creation of the 
graph 

Layout using 
classical MDS 



Example 

Data is on a low-dimensional nonlinear manifold in the high-dimensional input space. 
Manifold Learning 
 

Image: Point in e.g. 64x64 = 4096 
dimensional space.  
 
However, only 3 parameters from 
the images needed. 
 
Axis are found by the method: 
 
Issues: 

 Need lots of data 
 Not generative 
  

 
 
 
 

isomap (tenenbaum 2000) 



library(vegan) 
d <- dist(whiskies.f)
imap <- isomap(d, k=3)
x <- imap$points[,1]
y <- imap$points[,2]
qplot(x,y,label=row.names(whiskies.f), main='isomap') + 
  geom_text(size = 2.5) 

Isomap in R 



Stochastic Neighbor 
Embedding (SNE) 



SNE: Line of thought 

•  L.J.P. van der Maaten and G.E. Hinton (2008) 
•  Theory a bit shacky but works well in practice 

•  The exact structure of the data in the high-dimension space cannot be 
transferred to the low dimensional embedding 

•  It’s sufficient to model the distance / dissimilarities (as in MDS) 
•  Proxy similarity by (conditional) probabilities in high and low dim space 

•  Maximize similarity of both distributions (Kullback-Leibler divergence) 

•  More information: http://lvdmaaten.github.io/tsne/ 



SNE: Details  

q j|i = e
−d*ij

2

k
∑ e

−d*ik
2

probability of picking j 
given that you start at i 

222

222

|
iikde

k

iijde
ijp

σ

σ

−

−
=

∑

probability of picking j 
given that you start at i 

σi is selected so that the number of neighbors 
is about constant (parameter perplecity) 



Cost function 

ijq
ijp

i j
ijpQ

i
iPKLCost i

|

|log|)||( ∑∑∑ ==

•  KL is standard, when comparing two distributions 
•  Solution placement in low-D space so that Cost is minimal 

•  For points where pij is large and qij is small we lose a lot. 
–  Nearby points in high-D really want to be nearby in low-D 
–  But not so extreme as in Sammon MDS 

•  For points where qij is large and pij is small we lose a little because 
we waste some of the probability mass in the Qi distribution. 
–  Widely separated points in high-D have a mild preference for 

being widely separated in low-D 



The t-SNE variant 

The t-SNE introduced by van Maarten & Hinton 2008 
Change 

•  t-distribution (df=1) instead of Gaussian in low-d 
•  Accounting for overcrowding in low-d 

 

•  Due to σi the probability is not symmetrical. Symmetrisation 

 

•  Cost (single sum), optimized with gradient descent  
•  Barness-Hut acceleration 

•  Interactive demo see  http://cs.stanford.edu/people/karpathy/tsnejs/.  

qij ∝ 1
1+ dij

2

pi, j = (p j|i + pi| j ) / 2n

∑
<

==
ji ij

ij
ij q

p
pQPKLCost log|)||(

Show 



t-SNE in R (LIVE) 

> library(tsne)

> d <- dist(whiskies.f)

> resTSNE <- tsne(d, perplexity = 10)

sigma summary: Min. : 0.3167 |1st Qu. : 0.4401 |Median : 0.494 |Mean : 0.5029 |3rd Qu. : 0.5401 |Max. : 0.893 |

Epoch: Iteration #100 error is: 17.0766988680547

…

Epoch: Iteration #1000 error is: 0.763049567413775

> x = resTSNE[,1]

> y = resTSNE[,2]
> data = data.frame(xfit=x, yfit=y, names = row.names(whiskies.f))

> gg <- ggplot(data) + geom_point(aes(x=xfit, y=yfit))

> gg <- gg + geom_text(data=data, aes(x=xfit, y=yfit, label=names), size=3, alpha=0.4)      

> gg + xlab("Comp 1") + ylab("Comp 2")

Optimizing the cost function 

Also shown is the live, optimization of the 
cost function. 



Applications (Visual Map of Images) 

•  MNIST use pixel values directly. Another approach is to use e.g. a neural net 
to create a vector for each image (see below) 

•  Current state of the art, for image clustering: convolutional neural network 
 
 

 
 

See: http://cs.stanford.edu/people/karpathy/cnnembed/ 

Big Machine: 
Convolution Neural Net 
(See ML Part) 

(0.3,0.2,0.01,…,0.04) 

4096 Vector 



Applications (Visual Map of Images) 

See: http://cs.stanford.edu/people/karpathy/cnnembed/ for more images  

Semantic 
similarities not 
pixel wise! 



Results of tSNE vs isoMAP on MINST 

Examples from the MNIST data set 



Your Turn 

Aufgabe 4 


