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a b s t r a c t

Contextual information plays an important role in medical image understanding. Medical experts make
use of context to detect and differentiate pathologies in medical images, especially when interpreting dif-
ficult cases. The majority of computer-aided diagnosis (CAD) systems, however, employ only local infor-
mation to classify candidates, without taking into account global image information or the relation of a
candidate with neighboring structures. In this paper, we present a generic system for including contex-
tual information in a CAD system. Context is described by means of high-level features based on the spa-
tial relation between lesion candidates and surrounding anatomical landmarks and lesions of different
classes (static contextual features) and lesions of the same type (dynamic contextual features). We dem-
onstrate the added value of contextual CAD for two real-world CAD tasks: the identification of exudates
and drusen in 2D retinal images and coronary calcifications in 3D computed tomography scans. Results
show that in both applications contextual CAD is superior to a local CAD approach with a significant
increase of the figure of merit of the Free Receiver Operating Characteristic curve from 0.84 to 0.92
and from 0.88 to 0.98 for exudates and drusen, respectively, and from 0.87 to 0.93 for coronary
calcifications.

� 2011 Elsevier B.V. All rights reserved.
1. Introduction

Computer-aided detection (CAD) systems for the automatic
identification of abnormalities in medical images are gaining
importance in the last years (Doi, 2007). Although its great poten-
tial has been widely demonstrated, CAD systems do not yet perform
at the same level as human experts (Doi, 2007). Particularly, CAD
systems showed a relatively poor performance in the detection of
subtle lesions, the reduction of spurious detection and the correct
differentiation between abnormalities (Abràmoff et al., 2008;
Išgum et al., 2007). Although these tasks influence the final perfor-
mance of the complete CAD system, they have received little atten-
tion so far.

In the framework of medical image understanding, the afore-
mentioned tasks, considered ‘difficult cases’ for a CAD system,
are easily carried out by a human observer, even by non-special-
ists. This fact makes one question arise: How do human beings
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solve these difficulties and ambiguities in medical image interpre-
tation? We hypothesize that medical experts detect and differenti-
ate abnormalities in the daily practice by making efficient use of
contextual knowledge, especially when dealing with cases that
are difficult to diagnose or that contain inconclusive local evidence.
For example, the recognition of a particular anatomical structure,
for example the fovea in retinal images, is often guided by the rec-
ognition of another structure, such as the vasculature, possibly bet-
ter visible, using the knowledge that these structures have a
certain spatial relationship. Another example is that lesions often
occur in clusters, so a particular slightly suspect region has a higher
chance of being a lesion when another more obvious lesion is pres-
ent in the neighborhood. This human cognitive process is investi-
gated in a human observer study presented in Section 6.3.

Although contextual knowledge plays an important role in
scene interpretation, how to effectively exploit this information
in CAD approaches has not been established yet. The vast majority
of CAD systems described in the literature employ only local fea-
tures such as color, shape, texture, and so on, for the classification
of suspicious candidates, without taking into account the spatial
relation that exists between neighboring structures (Doi, 2007;
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van Ginneken et al., 2001; Zhu et al., 2006). Several approaches
have been proposed to exploit low-level contextual knowledge in
images using spatial pixel-wise relationships, using Markov Ran-
dom Field or relaxation labeling (Liu et al., 2009; Leemput et al.,
1999; Li et al., 2001). A probabilistic model is defined to describe
the relation between pixels in a predefined neighborhood. These
approaches were focused on image segmentation but they did
not relate directly to image understanding via classification or ob-
ject recognition. Additionally, these works introduced context
using formal definitions, making assumptions that may not hold
in practice.

High-level contextual information has been scarcely used in the
classification process of CAD systems (Bjornsson et al., 2008;
Hupse and Karssemeijer, 2009; Fleming et al., 2007; Niemeijer et
al., 2007; Išgum et al., 2007). In (Bjornsson et al., 2008), a method
for cells classification using intrinsic and associative features is
proposed. The associative features quantify relationships based
on spatial proximity and adjacency among structures identified
by multi-channel segmentation. In (Hupse and Karssemeijer,
2009), the influence of contextual knowledge on the detection of
masses in mammograms was studied. A group of context features
were defined based on information from the image in which the
candidate region is located or from other views of the same cases.
In (Fleming et al., 2007), the presence of microaneurysms was used
to assist in the detection of hard exudates. The authors reported a
higher performance in discriminating images with hard exudates
when the distance to microaneurysms was included in the feature
set. In (Niemeijer et al., 2007), the distance to the closest red lesion,
as well as the proximity of a vessel, was employed to improve the
classification of retinal images with bright lesions. In (Išgum et al.,
2007), the segmentation of the heart and the aorta helped in the
identification of coronary calcifications in computed tomography
(CT) scans. In these works, an analysis of the effect of these context
features on the final performance was not performed. Moreover,
the proposed features only described the relationships with pre-
computed structures (the heart, red lesions, etc.) for lesion identi-
fication but they did not take into account the proximity of similar
abnormalities in the classification process.

In this paper, we study the benefit of including contextual infor-
mation in a CAD system for the detection of abnormalities in medical
images, particularly hard exudates and drusen in retinal images and
coronary calcifications in CT scans. We propose a general group of
high-level contextual features which try to emulate human cogni-
tive processes in medical image interpretation to classify and differ-
entiate candidates. In contrast to previous works (Bjornsson et al.,
2008; Hupse and Karssemeijer, 2009; Fleming et al., 2007; Niemeijer
et al., 2007; Išgum et al., 2007), the proposed features take into ac-
count not only the presence of anatomical landmarks or other pre-
computed lesions but also the spatial relationship between objects
of the same class, exploiting the knowledge that lesions occur in
clusters. We also present a human observer study to investigate to
what extent retinal specialists make use of contextual information
to infer the class of a potential bright lesion.
2. Materials

2.1. Retinal images

A set of 144 color retinal images from patients with diabetes
were selected from the EyeCheck project, an online retinal screen-
ing program in the Netherlands (Abràmoff and Suttorp-Schulten,
2005). Sixty-nine images contained one or more types of bright
lesions and 75 were determined by an expert to have no bright
lesion (not containing any hard exudates, cotton wool spots, or
drusen). The image data was acquired at multiple sites with three
different cameras: the Topcon NW 100, the Topcon NW 200 and
the Canon CR5 45NM. The image resolution varied from
768 � 576 to 2048 � 1536 while the field of view coverage varied
between 35� and 45�. All images were JPEG compressed. The
images were automatically resized to have a field of view with
a standardized diameter of 650 pixels. This process simulta-
neously standardizes the field of view of retinal images and the
number of pixels included in it. Information about patients was
removed in order to ensure patient privacy and IRB approval
was obtained for this study.

The complete set was randomly divided into training and test
sets. Seventy-two images were used to train the system and 72
were used as a test set to perform the algorithm evaluation. Retinal
specialist A (MDA) set the reference standard by performing anno-
tations outlining hard exudates and drusen on all images. These
annotations were taken as the reference standard. A second retinal
specialist B (MSASS) performed manual annotation on the test set
in order to assess the inter-observer variability. For the training
phase, the specialist A also performed annotations outlining cotton
wool spots on the 72 images of the training set.

2.2. Computed tomography scans

A set of 276 cardiac non-contrasted-enhanced CT scans were col-
lected from a study investigating the association between age at
menopause and risk of cardiovascular disease (Išgum et al., 2007).
The scans were acquired on a Philips CT scanner (Mx8000IDT, Philips
Medical Systems, The Netherlands) with 16 � 1.5 mm collimation,
and a pixel size of 0.43 � 0.43 mm2. They were prospectively trig-
gered at 70% of the R–R interval (mid-diastole). Peak voltage of
120 kVp and tube current between 40 and 70 mAs depending on
the subject weight were used. Data were reconstructed to
512 � 512 matrices. All the scans were resampled to 3 mm thick
slices by averaging pixel intensities of two neighboring slices. This
resulted in a voxel size of 0.43 � 0.43 � 3 mm3.

The data set was randomly divided into a training set of 200
scans and a test set of 76 scans. A trained observer with 1 year of
experience identified a point in each calcification in the heart. A
three-dimensional (3D) region growing was used to connect all
neighboring voxels above a threshold value of 130 HU, the com-
monly used value for calcification extraction (Shemesh et al.,
2005).
3. Contextual-computer aided detection

In this section, we describe the generic contextual CAD frame-
work. Let X ¼ fx1; x2; . . . ; xj; . . . ; xNg be a group of candidates that
have been previously segmented in the image and that need to
be classified as one of the K classes C ¼ C1; . . . ; Ck; . . . ; CK . These clas-
ses can be, for instance, particular diseases and/or abnormalities.
Typically a background class (i.e. the candidate is not a lesion) is
included as well. For each candidate, two types of information
are extracted: local information describing the candidate, and con-
textual information describing its spatial relation to other ele-
ments in the image. The contextual information is obtained by
means of a group of high-level contextual features. These features
are based on three different relationships:

1. The relation between the candidate and neighboring structures.
These structures are fixed and pre-computed, e.g. anatomical
structures or other type of lesions in the image.

2. The relation between the candidate and neighboring candidates
belonging to a class different than the class of the current can-
didate. These neighboring candidates are unknown at the time
of analysis.



Fig. 1. Flowchart of the proposed approach for bright lesion detection. The problem is divided into two stages: local classification and contextual classification. The contextual
features are calculated using the probability maps calculated in the first stage.
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3. The relation between the candidate and neighboring candidates
belonging to the same class of the current candidate. Again,
these neighboring candidates are unknown at the time of
analysis.

For example, to classify a candidate as hard exudate, we
will study if there exist other types of bright lesions (cotton
wool spots, drusen), red lesions or anatomical structures (ves-
sel, optic disk) around it, but also if there are other hard exu-
dates in the neighborhood. Note that the two last groups of
features need to be dynamically calculated during the classifi-
cation task.

In this framework, a chicken-and-egg dilemma arises: we need
the label of the candidates to calculate the dynamic contextual fea-
tures and viceversa. In order to solve this problem, we propose a
two-stage approach. In the first stage, only local information ex-
tracted from the segmented object is used to obtain a preliminary
probability map Mlocalk for each class k where the most obvious le-
sions are highlighted. The second stage is a refinement stage where
the contextual information, along with local information, are em-
ployed to improve the classification. The contextual features are
calculated using the probability maps Mlocalk calculated in the first
stage.

Assume that for each candidate xj in the image an initial poster-
ior probability pðCkjxjÞ has been calculated in the first stage using
local-based features. These features only use the appearance or sta-
tistics of the candidate itself, to get a classification irrespective of
the neighbors’ class labels. Suppose also that several anatomical
structures Am with m = 1, . . . ,M or other type of lesions
W ¼ fw1;w2; . . . ;wj; . . . ;wRg have been pre-computed.

Given a neighborhood X(r) of radius r around xj, the following
contextual features are calculated in the second stage for this
candidate:

a. Total posterior probability value of candidates belonging to
class Ck in X(r), with k = 1, . . . ,K.
PPðCkÞ ¼
X

xi�XðrÞ
pðCkjxiÞ ð1Þ
b. Distance to the closest candidate belonging to class Ck in
X(r) with k = 1, . . . ,K.
DðCkÞ ¼min
xi

kxi � xjk2
; 8xi�XðrÞ ð2Þ
c. Number of candidates belonging to class Ck in X(r), with
k = 1, . . . ,K.
NðCkÞ ¼
X

xi�XðrÞ
1 ð3Þ
d. Distance to the closest pre-computed lesion W in X(r).
DðWÞ ¼min
wi

kwi � xjk2
; 8wi�XðrÞ ð4Þ
e. Number of pre-computed lesions W in X(r).
NðWÞ ¼
X

wi�XðrÞ
1 ð5Þ
f. Distance to the closest point of the anatomical element Am

in X(r).

Taking into account that a significant part of the contextual
information used in medical applications is based on proximity
to other elements or their quantity, the proposed features as they
are defined attempt to generalize this information.

The general framework for designing a contextual CAD system
using the aforementioned features is then based on the following
algorithm:

1. Detect anatomical structures Am, with m = 1, . . . ,M, or other
type of lesions W ¼ fw1;w2; . . . ;wj; . . . ;wRg in the image that
might be important for the classification.

2. Obtain a group of candidates X ¼ fx1; x2; . . . ; xj; . . . ; xNg that
need to be classified in one of the K classes C.

3. Calculate local features LF for each candidate xj.
4. Obtain an initial soft classification using a classifier trained with
LF (possibly including a feature selection process in the
training).

5. Use the segmentations and the posterior probabilities obtained
in previous steps to calculate contextual features CF .

6. Obtain final classification using a classifier trained with
LF

S
CF (again, possibly including a feature selection

process).

Note that there are two classifiers needed in this approach.
One gives the initial posterior probability of the candidates in
the image using local information. A second one updates these
posterior probabilities using both local and contextual features.
Given a particular CAD application, it is up to the algorithm devel-
oper to design, as appropriate, these classifiers, as well as deciding
the local features and the pre-computed structures for the contex-
tual stage.



Fig. 2. Examples of the different steps of the contextual CAD system for bright
lesion detection. First row shows (a) a patch from an original image with hard
exudates and (b) the probability map after bright candidate extraction. A higher
value indicates a higher probability to be bright lesions. Second row shows the
probability maps (c) Mlocalexud and (d) Mlocaldr after the first stage of the binary
classification problems Bexud and Bdr , respectively. A brighter overlay indicates a
higher probability to be a hard exudate and a drusen, respectively. Third row shows
the final probability maps (e) Mcontexud and (f) Mcontdr after the second stage of the
binary classification problems Bexud and Bdr , respectively. Those regions that in the
first stage were wrongly assigned a higher probability to be a drusen than a hard
exudate, were correctly classified in the second stage using contextual information.

Table 1
Set of local features for initial classification of bright lesions.

Feature Description

1 Area in pixels of the candidate
2 Length of the perimeter in pixels of the candidate
3 Compactness of the candidate
4,5 Length and width in pixels of the candidate
6 Mean gradient value at scale of two pixels at the candidate border
7/8 Mean/standard deviation of all green channel pixels within the

potential lesion after shade correction (i.e., a 48-pixels Gaussian
blurred version of the image is subtracted from the image itself)

9/10 Mean/standard deviation of all green channel pixels in a square
region outside the potential lesion after shade correction. Square
region is 50x50 pixels unless the potential lesion is larger than 25
pixels wide or high, when the width or height or both are calculated
according to the following formula: dist = (dist/25.0) � 50

11/12/
13

Mean CIE (International Commission on Illumination) LUV
intensities of all pixels within the potential lesion

14/15/
16

Standard deviation of CIELUV intensities of all pixels within the
potential lesion

17/18/
19

Mean CIELUV intensities of all pixels in the square region outside
the potential lesion (see formula in 9/10)

20/21/
22

Standard deviation of CIE (International Commission on
Illumination) LUV intensities of all pixels in the square region
outside the potential lesion (see formula in 9/10)

23 Local pixel contrast in the green channel, by subtracting the average
pixel intensity within the potential lesion from the average pixel
value in a three pixel wide border around the potential lesion. The
border is obtained by dilating the potential lesion three times with
a single pixel

24 Local pixel variance contrast in the green channel, similar to 23 but
the variance is used instead of the average

25/26 Same as 7/8 but using a locally normalized image
27/28 Same as 9/10 but using a locally normalized image
29/30 Same as 9/10 but pixels of other potential lesions are excluded from

the outside area pixel means and standard deviations
31/32 Same as 9/10, but pixels of vessels are excluded from the outside

area pixel means and standard deviations
33/80 Mean/standard deviation of filter outputs in the candidate Gaussian

filter bank: G, Gx, Gy, Gxy, Gxx, Gyy at scales 1, 2, 4, 8 pixels

Table 2
Feature subsets for local classification of bright lesions in order of selection.

Classifier Feature subset

Non-lesion
classifier

25 79 24 7 30 26 16 29 8 27 57 3 69 60 21 19 65 44 1 39
72 71 20 14 10 17 63 67 46

Cotton wool spot
classifier

60 11 16 29 25 31 61 70 27 13 38 66 57 62 48 75 28 24
69 6 73 39 22 53 42

Exudate classifier 27 32 20 11 75 15 76 74 60 58 33 57 21 13 19 31 40 53
68 67 62 64 42 51 54 44 43 55 56 75

Drusen classifier 25 17 16 75 24 37 30 12 18 3 80 29 7 27 8 11 64 65 33 4
79 44 36 69 28 61 56 49 14 41

Table 3
Set of contextual features for final classification of bright lesions.

Feature Description

81/82/
83

Total posterior probability value of candidates belonging to class Ck

in X(r), with k = {exud,dr,cw}
84/85/

86
Distance to the closest candidate belonging to class Ck in X(r), with
k = {exud,dr,cw}

87/88/
89

Number of candidates belonging to class Ck in X(r), with
k = {exud,dr,cw}

90 Distance to the closest red lesion in X(r)
91 Number of red lesions in X(r)
92 Distance to the closest point on the vascular tree
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4. Bright lesion classification in retinal images

Early detection and diagnosis of diabetic retinopathy (DR), one
of the most important causes of blindness in developed countries,
is crucial for the prevention of visual loss in patients with diabetes
(Kinyoun et al., 1989; ETDRS, 1991; Bresnick et al., 2000). The auto-
matic identification of ocular signs in the onset of the disease using
retinal images provides an effective way to obtain an early diagno-
sis and to prevent future complications by treatment. In addition to
red lesions, early DR lesions may also include ‘‘bright lesions’’, such
as hard exudates and cotton wool spots. The identification of these
abnormalities involves differentiating them from drusen, lesions
with similar appearance associated with age-related macular
degeneration but not with DR. Discriminating between hard exu-
dates and drusen helps in reducing the number of false positives
detected in diabetic retinopathy screening.
CAD approaches have been proposed for the automatic large-
scale screening of DR (Scotland et al., 2007; Abràmoff et al.,
2008). However, they need to be further improved to be useful in



Table 4
Feature subsets for contextual classification of bright lesions in order of selection. The
contextual features are shown in bold italics.

Classifier Feature subset

Exudate classifier
(r = 64)

27 20 90 32 4 86 74 82 81 57 92 79 14 21 75 30 88 24 61
18 8 24 52 36 65 72 29 25 56 28

Exudate classifier
(r = 128)

84 27 20 87 90 32 82 75 73 92 79 89 31 80 74 14 58 61
18 81 36 43 35 76 53 42 41 63 72 86

Drusen classifier
(r = 64)

82 27 81 1 2 11 18 80 64 63 72 78 12 30 62 15 91 21 71
38 76 28 43 74 58 6 68 4 36 35

Drusen classifier
(r = 128)

82 27 81 1 4 30 79 18 64 58 91 88 12 21 78 10 62 63 36
56 20 19 74 49 76 38 43 60 80 72
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screening practice (Abràmoff et al., 2008). In this paper, we study
the benefit of including contextual information in a CAD system
for the detection of abnormalities in retinal images, particularly
hard exudates and drusen.

4.1. External structures detection

There are several anatomical structures and lesions in retinal
images whose proximity may assist in the correct classification
of hard exudates and drusen, namely the blood vessels, red lesions
and cotton wool spots. The segmentation approaches for these
elements are briefly described in this section.

The identification of the retinal blood vessels may help to differ-
entiate spurious candidate objects along the vessels. The retinal
vasculature is identified by applying a segmentation method previ-
ously proposed by our group (Niemeijer et al., 2004). The method is
based on pixel classification by means of a k Nearest Neighbor
(kNN) classifier (Cover and Hart, 1967) and Gaussian derivative
features.

As bright lesions close to a red lesion are more likely to be true
lesions (Fleming et al., 2007; Niemeijer et al., 2007), the presence
of red lesions is also important for assisting in the final classifica-
tion of hard exudates and drusen. Red lesion detection is per-
formed using the method described in Niemeijer et al. (2005). A
hybrid candidate extractor is first applied using mathematical
morphology and pixel classification based on gaussian derivative
features. A kNN classifier is then trained using shape, image struc-
ture and color based features.

Another type of lesions that may be helpful in the identification
of hard exudates and drusen are the cotton wool spots. Considered
also as bright lesions, their identification is performed simulta-
neously with the detection of hard exudates and drusen because
these tasks share common components in the method pipeline,
as it will be described in following sections. Note that an evalua-
tion of the detection performance for red lesions and cotton wool
spots is beyond the scope of this paper and their detection will
be only used to infer contextual information. Additionally, we do
not investigate the effect of contextual features on the detection
of cotton wool spots in this study because these are rare abnormal-
ities that usually appear isolated and with different characteristics
compared to drusen and hard exudates.
Fig. 3. Flowchart of the proposed approach for coronary calcification detection. The prob
contextual features are calculated using the probability maps calculated in the first stag
4.2. Bright candidate extraction

In the candidate extraction step, the objects that are potential
bright lesions (hard exudates, cotton wool spots or drusen) are ex-
tracted from the images. This step builds upon a previous work
(Niemeijer et al., 2007). The green channel of the RGB image is con-
volved with 14 digital filters. They were selected from a larger set
of Gaussian filterbank outputs up to and including second order
derivatives (G,Gx,Gy,Gxx,Gxy,Gyy) at five different scales r = 1, 2, 4,
8, 16 using a feature selection algorithm. A kNN classifier is then
used to classify the pixels on the basis of the filter responses.

After this classification, a lesion probability map is obtained
that indicates the probability that each pixel is part of a bright le-
sion. Figs. 1 and 2 show an example of the lesion probability map.
The detected lesion-like objects were then segmented by locally
clustering the object pixels, obtaining a set of bright lesion candi-
dates. Candidates that overlap with the optic disc are automatically
removed using an optic disc segmentation method we previously
developed (Niemeijer et al., 2009). The detected N objects per im-
age represent the candidates v = {x1,x2, . . . ,xj, . . . ,xN} to be bright
lesions.
4.3. Contextual classification

The candidates v detected in 4.2 need to be classified as one of
the following four classes: hard exudates ðCexudÞ, drusen ðCdrÞ, cot-
ton wool spots ðCcwÞ and non-lesions ðCnonÞ. The multiclass classifi-
cation problem is decomposed into four binary classification
problems following the ‘one-versus-all’ scheme (Duda et al., 2001):

� Hard exudates binary classification Bexud: The candidates v
will be classified as hard exudates ðCexudÞ or non-exudates
ðCdr

S
Ccw

S
CnonÞ.

� Drusen binary classification Bdr: The candidates v will be clas-
sified as drusen ðCdrÞ or non-drusen ðCexud

S
Ccw

S
CnonÞ.

� Cotton wool spots binary classification Bcw: The candidates v
will be classified as cotton wool spots ðCcwÞ or non-cotton
ðCexud

S
Cdr
S
CnonÞ.

� Non-lesion binary classification Bnon: The candidates v will be
classified as non-lesions ðCnonÞ or lesions ðCexud

S
Cdr
S
CcwÞ.

We opted for the decomposition in order to have specific classi-
fiers and features for each type of lesion. Fig. 1 shows a flowchart of
the proposed contextual CAD approach.

In order to generalize from two-class classification to multi-
class classification, the final estimated class probabilities from each
binary classification are fused to obtain a hard multiclass classifica-
tion. A candidate is assigned to the class whose corresponding bin-
ary classifier has the highest posterior probabilities (Jain et al.,
2000):

xj 2 Ck if pðCkjxjÞ > pðCijxjÞ 8i–k ð6Þ

with k = exud, dr, cw, non.
lem is divided into two stages: local classification and contextual classification. The
e.



Table 5
Set of local features for initial classification of coronary calcifications.

Feature Description

1 Volume in voxels of the candidate
2–4 x-, y- and z-coordinate of the candidate (in the image coordinate system)
5/6 Average and maximum intensity inside the candidate
7/8 Ratios k1/k3 and k2/k3 of the eigenvalues k1, k2, k3; by applying principal component analysis to the voxel coordinates of the candidates
9–58 Filter output at the maximum intensity point inside the candidate. Gaussian filter bank: G, Gx, Gy, Gz, Gxx, Gxy, Gxz, Gyy, Gyz, Gzz at scales 1, 2, 4, 8, 16 pixels

Table 6
Feature subsets for local and contextual classification of coronary calcifications in
order of selection. The contextual features are shown in bold italics.

Classifier Feature subset

Coronary calcification 2 3 4 49 51 52 50 40 54
local classifier
Coronary calcification 6 66 44 65 59 47 62 64 2
Contextual classifier (r = 16) 46 45 54 38 57 37 35
Coronary calcification 6 66 44 61 46 37 63 50 62
Contextual classifier (r = 32) 56 55 2 57 64 38 55 53
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In the following subsections, the two stages of the contextual
CAD method and the different features are explained in detail.

4.3.1. First stage: Local classification
In this stage, an initial posterior probability p(Ckjxj) for each can-

didate xj, with k = {exud,dr,cw,non}, needs to be calculated. The
posterior probabilities can be obtained using a group of 80 local
features, summarized in Table 1.

For each binary classification Bk, a classifier is trained using a
selection of the 80 local features to obtain the probability map
Mlocalk:

Mlocalk :¼ fpðCkjxjÞ; 8xj�Xg ð7Þ

with k = {exud,dr,cw,non}. We ran pilot experiments on the training
data using cross-validation in order to compare the performance of
different classifiers for this stage. These experiments showed that a
linear discriminant classifier (Duda et al., 2001) achieved a higher
average area under the Receiver Operating Characteristic (ROC)
curve (Metz, 1986) than the one obtained using kNN, quadratic dis-
criminant classifier (Duda et al., 2001) and support vector machine
(Schölkopf and Smola, 2002). Therefore, a linear discriminant classi-
fier was chosen for the four classification approaches in this stage.
For all the local classifiers feature selection is carried out by Sequen-
tial Forward Floating Selection (SFFS) (Pudil et al., 1994) to establish
the most discriminative features. The SFFS procedure uses leave-
one-out training and testing on the training dataset only, with the
area under the ROC curve as the criterion to be optimized. The max-
imum number of features to be selected is set at 30. Before perform-
ing the feature selection, the feature values are transformed using
the Box–Cox transformation (Box and Cox, 1964) in order to
approximate the feature distribution to a normal distribution. Table
2 presents the selected feature subsets for each binary classification
at the first stage.

Fig. 2 illustrates examples of the probability maps obtained
after the first stage. Analyzing these maps, we can see that some
exudates have a higher probability to be drusen than to be exudate
based only on local information.

4.3.2. Second stage: Contextual classification
In this stage, a group of contextual features are extracted using

the probability maps obtained in the previous stage, Mlocalk with
k = {exud,dr,cw}, and additional information of pre-computed
structures whose proximity may also influence the decision about
bright lesion candidates, namely the blood vessels (Niemeijer et al.,
2004) and red lesions (Niemeijer et al., 2005). Given a circular
neighborhood X(r) of radius r around the candidate xj, the 12 con-
text-based features shown in Table 3 are defined for xj. The first
nine features are calculated using the probability maps Mlocalk ob-
tained in the first stage of the algorithm and using two different
values of the radius r (r = 64 pixels and r = 128 pixels) in order to
evaluate the influence of the size of the neighborhood in the final
performance.

Two contextual classifiers (one for hard exudates and one for
drusen) are trained using these 12 features, along with the lo-
cal-based features, obtaining the final probabilities maps Mcontex-

ud and Mcontdr. Similar to the first stage, different types of
classifiers were evaluated on the training set and the one demon-
strating the best performance was the linear discriminant classi-
fier for the two contextual classification problems. Feature
selection is also carried out by SFFS with leave-one-out and the
area under the ROC Curve as selection criterion. The maximum
number of features to be selected is set at 30 and the feature val-
ues are transformed using the Box–Cox transformation. Table 4
presents the selected feature subsets for the exudate and drusen
binary classification at the second stage with the two different
values of the radius r.

Fig. 2 depicts an example of the maps Mcontexud and Mcontdr.
Those regions that in the first stage were wrongly assigned a higher
probability to be a drusen than a hard exudate, were correctly clas-
sified in the second stage using contextual information.

5. Coronary calcification in CT scans

Automatic identification of coronary calcifications in CT scans
represents an effective solution for CT calcium scoring and risk
assessment of coronary artery disease (Išgum et al., 2007). How-
ever, their detection represents a difficult task for CAD systems
due to the image blurring produced by heart motion and the pres-
ence of noise in the images. Additionally, it requires discriminating
between coronary calcifications and non-coronary calcifications
and other high-density structures like bones or metal implants.
In this paper, we analyze the influence of contextual information
in the performance of a CAD system for the identification of coro-
nary calcification in CT scans.

5.1. External structures detection

As coronary calcification are located inside the heart, the iden-
tification of the heart in a scan may assist in the classification of
these abnormalities. Additionally, location of the aorta in the scan
may help to differentiate coronary calcification from non-coronary
calcification regions.

The segmentation of the heart and the aorta is performed using
the algorithm proposed in a previous work (Išgum et al., 2007). The
algorithm firstly applied a two dimensional Hough transform to
axial slices in order to detect an starting point inside the heart
and the aorta. After that, the border of the structures are found



Fig. 4. Examples of the different steps of the contextual CAD system for coronary
calcification detection. (a) Original image showing two coronary calcifications (1
and 2) in the left anterior descending artery and the left circumflex artery,
respectively. Two non-coronary calcification are also shown (3 and 4) correspond-
ing with calcifications in the ascending aorta. (b) Probability map Mlocalcc after the
first stage. A reddish overlay indicates a higher probability to be a coronary
calcification. (c) Final probability maps Mcontcc after the second stage. Those
regions that in the first stage were wrongly assigned a lower probability to be a
coronary calcification were correctly classified in the second stage using contextual
information.

Table 7
Set of contextual features for final classification of coronary calcifications

Feature Description

59 Total posterior probability value of candidates belonging to class Ccc

in X(r)
60 Distance to the closest candidate belonging to class Ccc in X(r)
61 Number of candidates belonging to class Ccc in X(r)
62 Distance to heart border
63 Distance to the aorta border
64 Heart area ratio, defined as the ratio between the two areas of the

heart segmentation obtained using the candidate position (Išgum
et al., 2007)

65–67 x-, y- and z-coordinate of the candidate (in the heart coordinate
system) (Išgum et al., 2007)
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using a slice based ray shooting algorithm constrained by a statis-
tical shape model. A detailed description of the method can be
found in (Išgum et al., 2007).
5.2. Candidate extraction

In order to identify calcification candidates, the scans are thres-
holded at 130 HU (Išgum et al., 2007). Three-dimensional compo-
nent labeling is then used to connect neighboring voxels. All the
objects bigger than 2500 voxels are discarded as coronary calcifica-
tions are not expected to have such a large volume. The detected N
objects per scan represent the candidates v = {x1,x2, . . . ,xj, . . . ,xN} to
be coronary calcifications.

5.3. Contextual classification

The candidates v detected in 5.2 need to be classified as one of
the following two classes: coronary calcification ðCccÞ and non-cor-
onary calcification ðCnonÞ. Fig. 3 shows a flowchart of the proposed
contextual CAD approach for this task. The following subsections
describe the two stages of the contextual CAD method and the dif-
ferent features in detail.

5.3.1. First stage: Local classification
In this stage, an initial posterior probability p(Ckjxj) for each can-

didate xj, with k = {cc,non}, needs to be calculated. The posterior
probabilities can be obtained using a group of 58 local features,
summarized in Table 5.

A classifier is trained using a selection of the 58 local features to
obtain the probability map Mlocalk:

Mlocalk :¼ fpðCkjxjÞ; 8xj�Xg ð8Þ

with k = {cc,non}. Following the classification design proposed in
Išgum et al. (2007), we selected a kNN classifier with k = 10 for this
stage. Similar to the detection of bright lesions, feature selection is
also carried out by SFFS using leave-one-out training and testing on
the training dataset only, with the accuracy as the criterion to be
optimized. The maximum number of features to be selected is set
at 20. Table 6 presents the selected feature subsets for the classifi-
cation of coronary calcifications at the first stage.

Fig. 4 illustrates an example the probability map obtained using
only local information. As it can be seen, it is difficult to discrimi-
nate between the coronary calcification in the left circumflex cor-
onary artery and the calcification in the ascending aorta.

5.3.2. Second stage: Contextual classification
In this stage, a group of context-based features are extracted

using the probability maps obtained in the previous stage, Mlocalk
with k = {cc}, and additional information of pre-computed struc-
tures whose proximity may also influence the decision about cor-
onary calcification candidates, namely the heart and the aorta
(Išgum et al., 2007).

Given a circular neighborhood X(r) of radius r around the can-
didate xj, the nine contextual features shown in Table 7 are defined
for xj. The first three features are calculated using the probability



Fig. 5. FROC curves for the classification performance of (a) hard exudates, (b) drusen using local and contextual CAD systems. The diamond in (a) and (b) represents the
result of the second human observer for hard exudate and drusen detection in the test set, respectively. The performance of a majority CAD system is also included. This
system classifies the candidate in the same class as the majority of the candidates in the neighborhood present after local classification. Additionally, the performance of a
contextual CAD system using only the proximity to red lesions as contextual information is included. The horizontal axis has a logarithmic scale.

Table 8
The Figure of Merit (FOM) and the 95% confidence interval (CI) for the hard exudate
and the drusen detection using local and contextual approaches are given. ⁄ indicates
the system performance is significantly different (p < 0.05) compare to the corre-
sponding local CAD system. � indicates the performance of the contextual CAD system
using only the proximity to red lesions is significantly different (p < 0.05) compared to
the corresponding contextual CAD systems using the whole set of context-based
features.

Hard exudate detection

FOM 95% CI

Local CAD system 0.840 [0.778,0.890]
Contextual CAD system (r = 64 pixels) 0.922⁄ [0.881,0.951]
Contextual CAD system (r = 128 pixels) 0.920⁄ [0.883,0.947]
Contextual CAD system (only red lesion) 0.878⁄� [0.824, 0.919]

Drusen detection

FOM 95% CI

Local CAD system 0.877 [0.824, 0.918]
Contextual CAD system (r = 64 pixels) 0.946 [0.907, 0.971]
Contextual CAD system (r = 128 pixels) 0.975⁄ [0.953, 0.987]
Contextual CAD system (only red lesion) 0.882� [0.830, 0.922]
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maps Mlocalk obtained in the first stage of the algorithm and using
two different values of the radius r (r = 16 pixels and r = 32 pixels)
in order to evaluate the influence of the size of the neighborhood in
the final performance.

Note that additional features (features 64–67) based on pre-
computed structures are included in the contextual classification
as they were proposed in (Išgum et al., 2007). These features rep-
resent a different way to evaluate the distance to an anatomical
structure, namely the heart. We have included them in the analysis
in order to compare our results with those obtained in (Išgum
et al., 2007).

A contextual classifier is trained using these nine features, along
with the local features, obtaining the final probabilities maps
Mcontcc. Similar to the first stage, a kNN classifier is used for the
classification task with k = 10. Feature selection is also carried
out by SFFS with leave-one-out and the accuracy as selection crite-
rion. The maximum number of features to be selected is set at 20.
Table 6 presents the selected feature subsets for the coronary cal-
cification classification at the second stage with the two different
values of the radius r.

Fig. 4 depicts an example of the map Mcontcc. Those regions that
in the first stage were wrongly assigned a lower probability to be a
coronary calcification were correctly classified in the second stage
using contextual information.

6. Experiments and results

In this section we present the results for exudate and drusen
detection, for coronary calcification identification and the experi-
ments carried out in the human observer study.

6.1. Retinal bright lesion detection performance

The proposed algorithm was assessed on the test set of 72 ret-
inal images described in Section 2 and compared to an approach
that employed only local information, i.e., removing the second
stage. After applying the candidate detector, 383 hard exudates,
828 drusen and 4682 non-lesions were detected. The Free
Response Operating Characteristic (FROC) curve (Bunch et al.,
1978) was computed for the local approach and for the contextual
approach using two different values of the radius r to compare the
performance of the systems. The curve was generating varying the
threshold on the posterior probability above which the candidate
was considered a true lesion. The FROC curve plots the sensitivity
of the system against the average number of false positives per
image. Fig. 5 depicts the FROC curves for the detection of hard exu-
dates and drusen using the local and the contextual approaches.
For comparison, the performance of the second grader is also in-
cluded in the graphs. Fig. 5 shows also the results obtained using
a majority CAD system in which the lesions were given the same



Fig. 6. FROC curves for the classification performance of coronary calcification. The
triangle represents the result obtained in Išgum et al., 2007 using the same test set.
The performance of a CAD system using only contextual features based on pre-
computed structures (static contextual features) is included. The horizontal axis has
a logarithmic scale.

Fig. 7. Examples of neighborhoods in the observer study. (a) Neighborhood of 16
pixels around the candidate presented to the observer in the first reading session.
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classification as the majority of the candidates in the neighborhood
present after local classification. The results using only the proxim-
ity to red lesions as contextual information, as it was suggested in
previous works (Fleming et al., 2007; Niemeijer et al., 2007), are
also included in Fig. 5.

Table 8 summarizes the figure of Merit (FOM) and the 95% con-
fidence interval calculated using the jackknife FROC (JAFROC)
method (Chakraborty, 2006) for the local and contextual systems.
FOM is a standard summary statistic for FROC analysis and mea-
sures the probability that a lesion is rated higher than the highest
rated non-lesions per image.
(b) Neighborhood of 64 pixels around the same candidate presented in the second
reading session. (c) Complete image shown in the third reading session with the
outlines of the neighborhoods (a) and (b) on it. These outlines were not shown
during the observer study.
6.2. Coronary calcification detection performance

The proposed algorithm was assessed on the test set of 76 CT
scans described in Section 2 and compared to an approach that
employed only local information. After applying the candidate
detector, 275 coronary calcifications and 35,923 non-coronary
calcifications were detected. The FROC curve was computed for
the local and the contextual approach using two different values
of the radius r. Fig. 6 depicts the FROC curves for the detection of
coronary calcifications using the local and the contextual
approaches. For comparison, the performance obtained using only
contextual features based on pre-computed structures (static
Table 9
The Figure of Merit (FOM) and the 95% confidence interval (CI) for the coronary
calcification detection using local and contextual approaches are given. ⁄ indicates the
system performance is significantly different (p < 0.05) compare to the corresponding
local CAD system. � indicates the performance of the contextual CAD system using
only static contextual features is significantly different (p < 0.05) compared to the
corresponding contextual CAD systems using the whole set of context-based features.

FOM 95% CI

Local CAD system 0.868 [0.817, 0.920]
Contextual CAD system (r = 16 pixels) 0.926⁄ [0.886, 0.965]
Contextual CAD system (r = 32 pixels) 0.918⁄ [0.872, 0.964]
Contextual CAD system (only static feat.) 0.890� [0.872, 0.964]
contextual features) is also included in the graphs. Fig. 6 shows
also the best result obtained in (Išgum et al., 2007).

Table 9 summarizes the Figure of Merit (FOM) and the 95% con-
fidence interval calculated using JAFROC method for the local and
contextual systems.

6.3. Human observer study for bright lesion detection

To study the use of context information by human observers, a
group of 310 detected retinal regions were randomly selected from
the test set of 72 images described in Section 2. This subset con-
tained 100 hard exudates, 100 drusen and 110 non-lesions.

The regions were presented to two different specialists B
(MSASS) and C (AVD) in three reading sessions. For each session
a different random order of presenting the region was used.
Fig. 7 illustrates an example of the different reading sessions. In
the first session, a neighborhood with a radius of 16 pixels around
the region was presented to the observer. The region was shown
in the center of the display in order to exclude position information
in the image. The image outside of this shown neighborhood was
masked out. By pressing a button the segmentation of the region
obtained by the candidate detector could be displayed or removed.



Table 10
Confusion matrices, kappa j agreement and 95% confidence interval for hard exudate and drusen classification for specialists B and C. The columns indicate the specialist
performance, the rows indicate the reference standard.

Specialist B

r = 16 pixels r = 64 pixels Whole image

Reference standard Hard Exudate detection Yes No Yes No Yes No
Yes 24 76 Yes 60 40 Yes 62 38
No 5 205 No 3 207 No 6 204
j = 0.266 j = 0. 649 j = 0.646
95% CI = [0.128, 0.403] 95% CI = [0.551, 0.746] 95% CI = [0.128, 0.743]

Drusen detection Yes No Yes No Yes No
Yes 53 46 Yes 93 7 Yes 82 18
No 64 147 No 35 175 No 14 196
j = 0.221 j = 0. 771 j = 0.761
95% CI = [0.104, 0.338] 95% CI = [0.630, 0.792] 95% CI = [0.683, 0.840]

Specialist C

r = 16 pixels r = 64 pixels Whole image

Reference standard Hard Exudate detection Yes No Yes No Yes No
Yes 28 72 Yes 40 60 Yes 91 9
No 5 205 No 17 193 No 37 173
j = 0.311 j = 0. 360 j = 0.684
95% CI = [0.177, 0.444] 95% CI = [0.236, 0.484] 95% CI = [0.599, 0.768]

Drusen detection Yes No Yes No Yes No
Yes 37 63 Yes 46 54 Yes 60 40
No 21 189 No 42 168 No 7 203
j = 0.303 j = 0.268 j = 0.620
95% CI = [0.176, 0.431] 95% CI = [0.176, 0.431] 95% CI = [0.520, 0.720]
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The neighborhood of 16 pixels radius is similar to the local neigh-
borhood that was used in our algorithm to calculate local features.
Fig. 7 shows an example of the region shown in the first reading
session. In the second session, a larger neighborhood (64 pixel ra-
dius) around the region was presented to the observer as it is
shown in Fig. 7. The region was also displayed centered and
with/without the candidate segmentation. In the last session, the
whole unmasked image was displayed (see Fig. 7). In all three
reading sessions, the observer was asked to classify the region as
hard exudate, drusen or non-lesion.

Observer agreement to the reference standard for the classifica-
tion of lesion candidates as hard exudates and drusen in the three
different reading sessions was evaluated with kappa j statistics
Fig. 8. ROC curves using the selected subset of 310 regions for the classification performa
points in (a) and (b) represents the results of the human observers for hard exudate and d
(Viera and Garrett, 2005) and 95% confidence interval, summarized
in Table 10 for specialist B and C.

Fig. 8 shows ROC curves of the proposed system for hard
exudate and drusen detection in the subset of 310 regions. For hard
exudate detection, areas under the ROC curve of 0.810, 0.892
and 0.894 with 95% confidence intervals of [0.758,0.855],
[0.849,0.925] and [0.851,0.927] were achieved for the local and
contextual CAD (r = 64 and r = 128) systems, respectively. For dru-
sen detection, areas under the ROC curve of 0.887, 0.914 and 0.939
with 95% confidence intervals of [0.843,0.921], [0.874,0.944] and
[0.905,0.964] were achieved for the local and contextual CAD
(r = 64 and r = 128) systems, respectively. The performance of the
specialists B and C in the different reading sessions is also depicted.
nce of (a) hard exudates and (b) drusen using local and contextual CAD systems. The
rusen detection, respectively, in the different reading sessions of the observer study.



Fig. 9. Example outputs of the contextual CAD system for bright lesion detection showing that ambiguities can be solved using contextual information. First column shows
patches of original images with (a) hard exudates and (e) drusen. Second column shows the reference standard for the segmented regions obtained after the candidates
extractor with (b) three hard exudates and (f) 108 drusen. The white arrows mark red lesions. Third column shows multiclass classification output using only local
information with hard exudates in blue and drusen in green. In (c) 1 hard exudates were correctly detected and 2 regions were misclassified as drusen. In (g) 56 drusen were
correctly detected and 6 regions were misclassified as hard exudates. The fourth column shows the multiclass classification output when local and contextual information is
used. In (d) the 3 hard exudates were correctly identified and in (h) 101 of 108 drusen were correctly detected.
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7. Discussion and conclusion

In this paper, a pattern recognition approach was presented that
exploits contextual information to differentiate abnormalities in
medical images. A group of local and contextual features were used
to infer the correct label of a lesion taking into account its appear-
ance but also its spatial relation with respect to other elements in
the image. The context was described in a non-parametric manner
by means of high-level information, emulating human image inter-
pretation to differentiate between regions. Compared to other ap-
proaches (Bjornsson et al., 2008; Hupse and Karssemeijer, 2009;
Fleming et al., 2007; Niemeijer et al., 2007; Išgum et al., 2007)
where the only relationships with pre-computed structures (static
features) were taken into account, the proposed method included
information about the proximity of similar abnormalities, exploit-
ing the knowledge that lesions occur in clusters. This information
is unknown at the time of analysis and needs to be computed
dynamically during the classification process. The method was di-
vided into two stages in order to infer the dynamic contextual fea-
tures. In the first stage, only local information was employed to
obtain a preliminary classification. The second stage is a refine-
ment stage where possible ambiguities and false detections were
solved introducing contextual information in the classification
process.

We have shown how this approach can significantly improve
the performance of CAD systems, particularly for two applications:
bright lesion detection in retinal images and coronary calcification
identification in CT scans. The proposed contextual features were
among the first most significant features (see Tables 4 and 6),
highlighting the importance of context information for inferring
the correct label of candidates. In the retinal application, the
results show that the contextual CAD system significantly outper-
formed a system which employed only local-based features in the
identification of hard exudates and drusen, achieving similar per-
formance to those obtained by the second observer.
Fig. 9 shows examples of the results obtained. Several candi-
dates that were misclassified as non-lesions or were wrongly clas-
sified as another type of lesions by the local CAD system have been
correctly classified by the contextual CAD system, principally be-
cause of the presence of other type of lesions, such as red lesions,
or the proximity of candidates of the same type. For exudate detec-
tion, the distance to red lesions (feature 90) was selected among
the five most significant features (see Table 4), along with features
measuring the presence of other hard exudates in the surroundings
(features 81, 84, 87). This selection is in agreement with the a priori
knowledge that the exudates likely appear close to red lesions. In
Fig. 9a–d, we can see that including information about the proxim-
ity of red lesions improved the final classification of exudates. For
drusen selection, features related to the presence of other drusen
(features 82, 88) were more significant for the classification pro-
cess. It is known that drusen often form characteristic groups or
clusters. Therefore, the presence of other drusen helped in the cor-
rect classification of drusen reducing the number of missed lesions
and reclassifying misclassified candidates, as it is shown in Fig. 9h.

Fig. 4 shows that the performance of a CAD system for coronary
calcification can also be significantly improved by incorporating
contextual information. The proximity of other coronary calcifica-
tions (features 59, 61), as well as the distance to the heart (features
62, 64, 65, 66) and the aorta (feature 65) have an important role in
the final results.

The proposed contextual CAD system was presented in a gen-
eral framework that can be adapted for different CAD systems.
We showed how the method can be introduced in the pipeline of
two different previously proposed CAD systems (Išgum et al.,
2007; Niemeijer et al., 2007). As it is shown in Figs. 5 and 6, the
performance in both applications was improved with the proposed
approach independently of the segmentation or classification
algorithms adopted by the CAD system. Better results might be ob-
tained using more advanced techniques in the different compo-
nents of the CAD pipeline, such as Adaboost for features selection
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or graph-based methods for segmentation. However, the evalua-
tion of such techniques is beyond the scope of the paper.

It should be noted that the performance of the proposed CAD
system depends on the selection of the neighborhood X. For coro-
nary calcifications, better results are obtained with smaller radii
than the one used in retinal images because the region of interest
where the coronary calcifications appear is also smaller. In the
detection of hard exudates, the optimum radius was smaller that
the ones for drusen detection. This is mainly due to the fact that
clusters of drusen cover a larger area in the retinal images. Infer-
ring contextual information from larger neighborhoods provided
them more confidence in the classification of drusen. Additionally,
the significance of the contextual features for classification also de-
pends on the definition of the neighborhood. For example, for exu-
date detection, features 84 and 87 were among the most significant
features for r = 128 but they were not selected for r = 64. When a
bigger neighborhood is used to infer contextual information, more
false candidates might be considered as surrounding elements. The
total posterior probability feature (feature 81) is less robust in lar-
ger neighborhoods because it takes into account the probabilities
of these false positives. However, the distance to the closest candi-
date is a more robust feature as its value does not depend so much
on the neighborhood size. In the view of these facts, a method to
automatically determine the optimal size and shape of the neigh-
borhood should be investigated depending on the image size and
the area covered by the abnormalities.

We hypothesize that our approach is generally helpful for the
identification of abnormalities that appear in groups, inferring
their class labels based on the presence of similar candidates in
the neighborhood. However, exploiting this a priori knowledge
exclusively may deteriorate the final performance because infor-
mation about the lesion appearance or the presence of other struc-
tures was removed (see Fig. 5). In contrast to the majority CAD
approach in which only contextual information is used or the local
approach in which only appearance information is taken into ac-
count, the proposed approach obtained a final classification based
on the union of local and contextual information, improving the
system performance. An example can be seen in Fig. 9a–d. After
the first stage, the majority of the candidates were classified as
drusen. If the majority approach is applied in this situation, all
the candidates would be wrongly reclassified as drusen. Using con-
textual information, the presence of red lesions in the neighbor-
hood and the candidate appearance were also taken into account
resulting in a correct classification of the candidates. Furthermore,
compared to previous works (Bjornsson et al., 2008; Hupse and
Karssemeijer, 2009; Fleming et al., 2007; Niemeijer et al., 2007;
Išgum et al., 2007) that only used the proximity of pre-computed
structures (static features), such as red lesions or the heart, the
proposed approach improved significantly the system performance
by employing dynamic contextual information, such as proximity
to similar lesions (see Fig. 6). These results showed that combining
local and contextual information obtained from different sources is
of paramount importance to carry out a correct classification and
helps to emulate human cognitive process in retinal image under-
standing. Moreover, the results showed that proposed CAD system
reached the performance obtained by human readers (see Figs. 5
and 8). Operating at the same level of human observers highlights
the potential of the system to be introduced in screening practice.
However, a more exhaustive observer study should be performed.

It is worthwhile to point out that the utility of contextual infor-
mation depends on the difficulty of the detection problem (Wolf
and Stanley, 2006). Context is an important cue if it is very difficult
to discern the label of the candidate because of the poor contrast
with the background, occlusions or low quality images. However,
for obvious lesions, the contextual information is redundant to
the appearance information (Wolf and Stanley, 2006).
Results in the observer study show that the performance of the
observers diminished when the context information was limited,
similarly to the CAD systems. For specialist B, the agreement with
the reference standard is lower when a small neighborhood around
the candidate was presented, increasing when a larger part of the
image was visible. For specialist C, a good agreement was only ob-
tained when the whole image was shown. Observer C is a less expe-
rienced specialist in reading DR screening images than specialist B.
This fact might explain why specialist C needed the whole image
to achieve a similar performance. The performance of the proposed
CAD system is similar to the human observers’ behavior, obtaining
better results when contextual information was exploited.

In summary, an approach to exploit contextual information was
presented and applied on the detection and differentiation of
bright lesions in retinal images, namely hard exudates and drusen,
and the identification of coronary calcifications in CT scans. Con-
text was incorporated in the classification procedure by means of
high-level contextual features, measuring the spatial relation of
the objects in the image. Evaluation of the results showed that a
contextual CAD system outperformed an approach using only local
information, highlighting the practical importance of including
contextual knowledge in computerized medical image
interpretation.

Acknowledgments

This work has been partially supported by the National Eye
Institute (R01 EY017066), by the Netherlands Organization for Sci-
entific Research (NWO), by Research to Prevent Blindness, NY, NY.

References

Abràmoff, M.D., Suttorp-Schulten, M.S.A., 2005. Web-based screening for diabetic
retinopathy in a primary care population: the EyeCheck project. Telemedicine
and e-Health 11 (6), 668–674.

Abràmoff, M.D., Niemeijer, M., Suttorp-Schulten, M.S.A., Viergever, M.A., Russell,
S.R., van Ginneken, B., 2008. Evaluation of a system for automatic detection of
diabetic retinopathy from color fundus photographs in a large population of
patients with diabetes. Diabetes Care 31 (2), 193–198.

Bjornsson, C.S., Lin, G., Al-Kofahi, Y., Narayanaswamy, A., Smith, K.L., Shain, W.,
Roysam, B., 2008. Associative image analysis: a method for automated
quantification of 3D multi-parameter images of brain tissue. Journal of
Neuroscience Methods 170 (1), 165–178.

Box, G.E.P., Cox, D.R., 1964. An analysis of transformations. Journal of the Royal
Statistical Society, Series B 26, 211–252.

Bresnick, G.H., Mukamel, D.B., Dickinson, J.C., Cole, D.R., 2000. A screening approach
to the surveillance of patients with diabetes for the presence of vision-
threatening retinopathy. Opthalmology 107 (1), 19–24.

Bunch, P., Hamilton, J., Sanderson, G., Simmons, A., 1978. A free response approach
to the measurement and characterization of radiographic-observer
performance. Journal of Applied Photographic Engineering 4, 166–172.

Chakraborty, D.P., 2006. Analysis of location specific observer performance data:
validated extensions of the jackknife free-response (JAFROC) method. Academic
Radiology 13 (10), 1187–1193.

Cover, T., Hart, P., 1967. Nearest neighbor pattern classification. IEEE Transactions
on Information Theory 13 (1), 21–27.

Doi, K., 2007. Computer-aided diagnosis in medical imaging: historical review,
current status and future potential. Computerized Medical Imaging and
Graphics: The Official Journal of the Computerized Medical Imaging Society
31 (4–5), 198–211.

Duda, R.O., Hart, P.E., Stork, D.G., 2001. Pattern Classification, second ed. John Wiley
and Sons, New York.

Early Treatment Diabetic Retinopathy Study Research Group. Early
photocoagulation for diabetic retinopathy: ETDRS report 9. Ophthalmology 98
(1991) 766–785.

Fleming, A.D., Philip, S., Goatman, K.A., Williams, G.J., Olson, J.A., Sharp, P.F., 2007.
Automated detection of exudates for diabetic retinopathy screening. Physics in
Medicine and Biology 52, 7385–7396.

Hupse, R., Karssemeijer, N., 2009. Use of normal tissue context in computer-aided
detection of masses in mammograms. IEEE Transactions on Medical Imaging 28
(12), 2033–2041.

Išgum, I., Rutten, A., Prokop, M., van Ginneken, B., 2007. Detection of coronary
calcifications from computed tomography scans for automated risk assessment
of coronary artery disease. Medical Physics 34 (4), 1450–1461.

Jain, A.K., Duin, R.P.W., Mao, J., 2000. Statistical pattern recognition: a review. IEEE
Transactions on Pattern Analysis and Machine Intelligence 22 (1), 4–37.



62 C.I. Sánchez et al. / Medical Image Analysis 16 (2012) 50–62
Kinyoun, J., Barton, F., Fisher, M., Hubbard, L., Aiello, L., Ferris, F., 1989. Detection of
diabetic macular edema. Ophthalmoscopy versus photography – early
treatment diabetic retinopathy study report number 5. The ETDRS Research
Group. Ophthalmology 96, 746–750.

Leemput, K.V., Maes, F., Vandermeulen, D., Suetens, P., 1999. Automated model-
based tissue classification of MR images of the brain. IEEE Transactions on
Medical Imaging 18 (10), 897–908.

Li, Q., Katsuragawa, S., Doi, K., 2001. Computer-aided diagnostic scheme for lung
nodule detection in digital chest radiographs by use of a multiple-template
matching technique. Medical Physics 28, 2070–2076.

Liu, X., Langer, D.L., Haider, M.A., Yang, Y., Wernick, M.N., Yetik, I.S., 2009. Prostate
cancer segmentation with simultaneous estimation of markov random field
parameters and class. IEEE Transactions on Medical Imaging 28 (6), 906–915.

Metz, C.E., 1986. ROC methodology in radiologic imaging. Investigative Radiology
21 (9), 720–733.

Niemeijer, M., Staal, J.J., van Ginneken, B., Loog, M., Abràmoff, M.D., 2004.
Comparative study of retinal vessel segmentation methods on a new publicly
available database. Proceedings of the SPIE Medical Imaging 5370, 648–656.

Niemeijer, M., van Ginneken, B., Staal, J., Suttorp-Schulten, M.S.A., Abràmoff, M.D.,
2005. Automatic detection of red lesions in digital color fundus photographs.
IEEE Transactions on Medical Imaging 24 (5), 584–592.

Niemeijer, M., van Ginneken, B., Russel, S.R., Suttorp-Schulten, M.S.A., Abràmoff,
M.D., 2007. Automated detection and differentiation of drusen, exudates, and
cotton-wool spots in digital color fundus photographs for diabetic retinopathy
diagnosis. Investigative Ophthalmology & Visual Science 48, 2260–2267.
Niemeijer, M., Abràmoff, M.D., van Ginneken, B., 2009. Fast detection of the optic
disc and fovea in color fundus photographs. Medical Image Analysis 13 (6),
859–870.

Pudil, P., Novovicova, J., Kittler, J., 1994. Floating search methods in feature
selection. Pattern Recognition Letters 15 (11), 1119–1125.

Schölkopf, B., Smola, A.J., 2002. Learning with Kernels: Support Vector Machines,
Regularization, Optimization, and Beyond. MIT Press.

Scotland, G.S., McNamee, P., Philip, S., Fleming, A.D., Goatman, K.A., Prescott, G.J.,
Fonseca, S., Sharp, P.F., John, O.A., 2007. Cost-effectiveness of implementing
automated grading within the national screening programme for diabetic
retinopathy in Scotland. British Journal of Ophthalmology 91, 1518–1523.

Shemesh, J., Evron, R., Koren-Morag, N., Apter, S., Rozenman, J., Shaham, D., Itzchak,
Y., Motro, M., 2005. Coronary artery calcium measurement with multi-detector
row CT and low radiation dose: comparison between 55 and 165 mAs.
Radiology 236 (3), 810–814.

van Ginneken, B., ter Haar Romeny, B.M., Viergever, M.A., 2001. Computer-aided
diagnosis in chest radiography: a survey. IEEE Transactions on Medical Imaging
20 (12), 1228–1241.

Viera, A.J., Garrett, J.M., 2005. Understanding interobserver agreement: the kappa
statistic. Family Medicine 37 (5), 360–363.

Wolf, L., Stanley, B., 2006. A critical view of context. International Journal of
Computer Vision 69, 251–261.

Zhu, Y., Williams, S., Zwiggelaar, R., 2006. Computer technology in detection and
staging of prostate carcinoma: a review. Medical Image Analysis 10 (2), 178–
199.


	Contextual computer-aided detection: Improving bright lesion detection in retinal images and coronary calcification identification in CT scans
	1 Introduction
	2 Materials
	2.1 Retinal images
	2.2 Computed tomography scans

	3 Contextual-computer aided detection
	4 Bright lesion classification in retinal images
	4.1 External structures detection
	4.2 Bright candidate extraction
	4.3 Contextual classification
	4.3.1 First stage: Local classification
	4.3.2 Second stage: Contextual classification


	5 Coronary calcification in CT scans
	5.1 External structures detection
	5.2 Candidate extraction
	5.3 Contextual classification
	5.3.1 First stage: Local classification
	5.3.2 Second stage: Contextual classification


	6 Experiments and results
	6.1 Retinal bright lesion detection performance
	6.2 Coronary calcification detection performance
	6.3 Human observer study for bright lesion detection

	7 Discussion and conclusion
	Acknowledgments
	References


