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In the present opinion article, we argue
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the process by which people generate
explanations?

We sketch several lines along which
this research could proceed, and then
we provide an example of work
Understanding how people explain is a core task for cognitive science. In this
opinion article, we argue that research on explanation would benefit from more
engagement with how the cognitive systems involved in generating explana-
tions (e.g., attention, long-term memory) shape the outputs of this process.
Although it is clear that these systems do shape explanation, surprisingly little
research has investigated how they might do so. We outline the proposed
mechanistic approach to explanation and illustrate it with an example: the
recent research that suggests explanations exhibit a bias toward inherent
information. Taking advantage of what we know about the operating param-
eters of the human mind is likely to yield new insights into how people come up
with explanations.
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Explaining Explanation via Its Interactions with Other Processes
Why is the subway late? Why are there so few women in tech? Why is the universe expanding?
From the mundane to the cosmic, why-questions such as these are a common feature of our
psychological lives, prompted both by our species’ natural curiosity (e.g., [1–6]) and by the
demands of everyday life (e.g., [7,8]). Although they are common, why-questions are not
exactly simple to answer. Under most circumstances, figuring out why something is the case
(i.e., generating an explanation) is akin to solving a complex, ill-defined problem. How do people
manage to come up with answers for why-questions?

Most of the recent research on this topic has proceeded along two lines. First, inspired by
Bayesian approaches to modeling cognition, researchers have described the logic of the
inferences people must perform when producing explanations and making causal attributions
(e.g., [9,10]). The extent to which people approximate the performance of a rational Bayesian
reasoner provides insight into the high-level characteristics of the system that they are using to
generate explanations. Second, inspired by the rich tradition of work on explanation in
philosophy (for a review, see [11]), researchers have investigated what people consider a
satisfactory answer to a why-question. The extent to which people favor answers with certain
‘virtues’ (e.g., simplicity, ability to unify a range of observations [12–17]) provides insight into the
target of explanatory reasoning: the psychological ‘essence’ of an explanation [18]. [Because
our focus is specifically on the process by which people generate explanations, we will not
discuss the downstream effects of this generation process on other judgments (e.g., [19,20]),
except to say that the source and scope of these effects may also be informed by the approach
we propose here.]

Without a doubt, these lines of work have made substantial contributions to the cognitive
science of explanation. However, our focus in this opinion article is different. We start from the
premise that the question of how people generate explanations can be fruitfully investigated by
looking to the specific cognitive processes that are engaged by why-questions. The past 60
years of research on attention, long-term memory storage and retrieval, working memory,
judgment and decision making, reasoning under uncertainty, and metacognition have revealed
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Glossary
Accessible: this term refers to
information that is easily activated
from long-term memory.
Available: this term refers to
information that is stored in long-
term memory, regardless of its
accessibility.
Contrast class: a class of states
that are similar to the explanandum
but did not occur.
Correspondence bias: the
tendency to explain behavior (e.g.,
Kayla is fidgeting) by reference to the
corresponding traits (e.g., Kayla is an
anxious person) rather than
circumstances (e.g., Kayla is about
to take an exam).
Explanandum: the observation to
be explained (that is, the content of a
why-question).
Extrinsic: an extrinsic property of an
object pertains to that object’s
interactions with the world.
Fluency: the subjective experience
of ease in processing a bit of
information.
Focusing effects: effects whereby
people overweigh information that
happens to be salient in the moment
and underweigh considerations that
are not evoked by the context.
Inherent: an inherent property of an
object pertains to how that object
itself – and nothing else – is.
Structural alignment: the process
of matching structurally similar
relations between elements across
analogous cases (e.g., just like
planets orbit the sun in the solar
system, electrons orbit the nucleus
of the atom).
many general principles that are likely relevant to the process by which people generate
explanations. Explanations depend on many of the cognitive processes investigated in this
vast literature: when generating an explanation, people focus on specific aspects of the
observation being explained (i.e., attention is involved); they retrieve content stored in long-
term memory; they manipulate this information in working memory; and they metacognitively
assess the quality of potential explanations. This much seems obvious. Surprisingly, although it
is often acknowledged that the search for explanations depends on these cognitive processes,
so far there has been relatively little research on what this might mean: how exactly do these
processes shape how explanations are generated?

The first part of our article highlights some of the specific ways in which well-established facts
about how our minds attend to and manipulate information (broadly speaking) might also shape
the specific process of searching for explanations. This section will be largely speculative and
forward-looking, but we will also mention relevant prior research where available. To illustrate
the potential payoffs of this approach, in the second part of this article we articulate and defend
a specific claim about explanation: namely, that aspects of the cognitive processes involved in
generating explanations bias their content toward inherent (see Glossary) or intrinsic features.
Before proceeding, however, we provide a working definition of the term ‘explanation’.

What Is an Explanation?
If explanations are answers to why-questions, what sorts of answers are they? To provide a
more specific definition, we need to first understand the structure of a why-question. According
to a prominent view [21], every why-question consists of three elements: (i) the observation to
be explained, also known as the explanandum (e.g., that the subway is late); (ii) a contrast
class of similar but nonobserved states (e.g., the subway being on time); and (iii) a request for
information that can differentiate the occurrence of the explanandum from the nonoccurrence
of its contrast class (e.g., a mechanical issue with the train). An explanation is a statement that
satisfies the request for information in (iii). Although this not the only way to conceptualize the
structure of why-questions (e.g., [11]), this view is particularly suitable for a process-oriented
account of explanation because it makes apparent the close link between explanation and
other aspects of cognition – for example, the likely role of selective attention and long-term
memory retrieval in constructing an appropriate contrast class, or the likely involvement of
working memory in selecting information that differentiates the explanandum from its contrast
class.

What Cognitive Processes Guide the Search for Explanations and How?
In this section, we focus on four cognitive systems that are fundamental to reasoning and
outline their role in generating explanations: (i) attention, (ii) long-term memory, (iii) working
memory, and (iv) metacognition. In focusing specifically on these four systems, we follow in the
footsteps of the rich body of work on reasoning under uncertainty (e.g., [22–26]). This literature
suggests that people often anchor their judgments and decisions on information that captures
their attention or otherwise comes to mind readily and is easy to think about, failing to notice
that they have overlooked other relevant considerations in the process (Box 1). Our review
highlights some of the ways in which this may be true of explanations as well. That is, we
describe how these systems constrain what information is attended to when considering a
why-question, influence the ease with which information is retrieved and manipulated when
formulating an answer, and determine how potential answers are then evaluated. To be sure,
other cognitive processes and structures are also relevant to our ability to generate explan-
ations – for instance, the ability to generalize (e.g., [27]) and draw analogies (e.g., [28]) from
previous experiences, or the rich intuitive theories that inform our explanations (e.g., [29–31]).
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Box 1. The ‘Bounded Rationality’ Perspective on Human Cognition

Our argument is guided by the ‘bounded rationality’ perspective introduced by Herbert Simon in the 1950s (e.g., [123]).
This perspective, along with its intellectual successors (e.g., [25,124]), is one of the pillars of cognitive scientists’ current
understanding of human reasoning. The key insight of this perspective is as follows: Because most everyday judgments
are generated by fallible cognitive processes in a limited amount of time, they are not fully rational or optimal, even for
questions that seem simple on the surface (e.g., why the subway is late). By necessity, people take heuristic shortcuts;
they have to look for satisfactory answers rather than optimal ones. This is typically not a conscious strategy. People do
not deliberately cut corners when reasoning but rather do so unwittingly, overusing accessible information and
overlooking other relevant (but less accessible) information (e.g., [22–26]).

Although this general perspective on human reasoning and decision making has generated an enormous amount of
research over the past four decades and is now taken for granted by many cognitive scientists, some of the more
detailed accounts inspired by it are not without critics. For example, there is currently no consensus about whether there
is a single (type of) cognitive process that supplies heuristic content for our judgments or whether this content can
originate from a variety of sources depending on the problem under consideration, as well as the specific circumstances
and the reasoner (e.g., [125,126]). Some researchers have also questioned whether people’s reliance on heuristic
shortcuts warrants the conclusion that they are less than rational (e.g., [127,128]). One alternative to this claim is that
people make rational use of the limited cognitive resources at their disposal; that is, perhaps people are ‘resource-
rational’ (e.g., [128,129]).

Importantly, however, none of these debates pertains to the fundamental point that the complexity of many everyday
cognitive tasks leads resource-limited reasoners to rely on information that is easy to access and manipulate. This point,
we believe, is uncontroversial. Thus, our review does not address the debates regarding the specific architecture of
heuristic thought or the ways in which it is or is not rational. We focus instead on well-established findings about basic
cognitive processes and constraints that may shape the process of finding answers to why-questions by making certain
types of information particularly accessible and easy to use.
Ultimately, a satisfying process-oriented account of explanation will have to be comprehensive
in scope, incorporating these other processes as well. However, we believe that our current
focus on attention, long-term memory, working memory, and metacognition is justified by the
progress that has been made in understanding how people reason under uncertainty by
attending to these four classes of phenomena.

Constraints Imposed by Attentional Processes
Reasoning is guided by attention (e.g., [32]). What information people attend to when reasoning
is in part a function of bottom-up, stimulus-driven processes, which tend to focus attention on
information that is salient in the context. Because contextually salient information is not always
relevant to a correct solution or optimal decision, its tendency to capture reasoners’ attention
leads to what are known as focusing effects (e.g., [33]). These effects, whereby people
consistently overweigh information that happens to be salient in the moment and underweigh
considerations that are not evoked by the context, are ubiquitous in the literature on reasoning
and decision making (e.g., [33–38]). For instance, when considering a certain course of action
(e.g., buying an item), people seldom consider alternative actions they could be pursuing (i.e.,
opportunity costs) and instead tend to focus almost exclusively on the features of the focal
option (e.g., what they like and dislike about the particular item they are considering buying
[39]). To take another example, attentional focusing effects may be also part of the reason why
people discount future (relative to immediate) rewards as steeply as they do (e.g., [40]): The
immediate reward captures participants’ attention and as a result they fail to attend sufficiently
to the delayed reward. In line with this possibility, simply asking participants to think about the
delayed reward first considerably reduces the extent to which they discount it, speaking to the
role of attention in this phenomenon [41].

Focusing effects, and attentional processes more generally, are also likely to affect how people
generate explanations. For instance, when considering a why-question, reasoners’ attention
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may be captured by the entities in the why-question itself (i.e., the explanandum). This
attentional focus suggests a path along which to search for an answer, and as a result
reasoners may not attend to other considerations that would also be relevant to an adequate
answer. The work we will review in the second part of this article provides some evidence for
this claim, as does the literature on ‘person perception’ – that is, explanations for others’
behavior. People routinely overestimate the extent to which the features of a person (e.g., their
abilities, their personality) explain their behavior and underestimate the role of history and
circumstances (e.g., [42,43]). Consistent with the claim that this explanatory bias is attentional
in nature, the bias reverses when the circumstances surrounding a behavior are made salient
experimentally; that is, participants overweigh circumstances instead [44]. The presence of
attentional focusing effects is also suggested by the evidence that people are unduly influenced
by the order in which they encounter or retrieve information while generating an explanation.
The closer to the time when participants have to make a judgment that a bit of information is
presented, the more likely it is that this information will drive their judgment, arguably because
their attention is focused on it ([45,46], but see [47]). Attentional processes have been
implicated in how people evaluate explanations as well. For example, attention is sometimes
captured by irrelevant details in an explanation (e.g., irrelevant neuroscientific facts in a
psychological explanation), which leads people to evaluate this explanation more positively
or negatively than they should (e.g., [48,49]; see also [50]).

Although focusing effects are likely not the only way that attention shapes explanation, they are
a good example of how theories of explanation could be enriched by considering the specific
ways in which the cognitive processes invoked during explaining guide this act.

Constraints Imposed by Long-Term Memory Retrieval Processes
Attention tells us where to look for answers, but what these answers are depends crucially on
memory. The content retrieved from long-term memory supplies the raw material out of which
people construct decisions, preferences, and judgments (including explanations; e.g., [6,51]).
However, the information stored in memory, no matter how useful or relevant, is unevenly
retrievable for purposes of reasoning, illustrating an important constraint imposed by memory
processes. In fact, information that is accessible – that is, easily activated and thus used
during reasoning – is only a small subset of the information that is in principle available in
memory (for a review, see [52]). Moreover, the memory content that is accessible seems to
differ in systematic ways from the less-accessible content. To illustrate, memory content that
matches a retrieval cue at a superficial level is more likely to be activated than content that
matches the cue at a deeper, more abstract level (e.g., [53–56]). When participants are asked to
solve a probability problem, for instance, what comes to mind easiest is previous problems that
match the surface features of the current problem (e.g., it involved rolling dice) rather than
problems that instantiate the same abstract mathematical principles (e.g., conditional proba-
bility [55]). Memory content that matches a retrieval cue in valence is also particularly easy to
activate (e.g., one negatively valenced memory facilitates recall of another [57]), as is memory
content that has been retrieved in the recent past (e.g., [58,59]). Another dimension that is
relevant to the accessibility of a memory is whether it consists of inherent information about the
retrieval cue or extrinsic information about it (Box 2). For example, when participants were
asked to report what came to mind about a target concept (e.g., coin), they first retrieved
inherent features of it (e.g., made of metal) and only later generated extrinsic information about
its relations to other entities (e.g., found in pockets) [60].

Systematic differences in the accessibility of memory content are also likely to influence how we
answer why-questions. Consistent with this possibility, the few studies that have investigated
190 Trends in Cognitive Sciences, March 2019, Vol. 23, No. 3



Box 2. The Distinction between Inherent and Extrinsic Properties

Inherent or intrinsic properties concern an entity as it is, in isolation: ‘A thing has its intrinsic properties in virtue of the way
that thing itself, and nothing else, is’ ([130], p. 197; see also [131–133]). In contrast, extrinsic properties necessarily
involve other entities in some way. Two intuitive tests can help the reader differentiate between the inherent and the
extrinsic properties of an entity: a property of an entity is inherent (i) if changing it would change the entity as well or,
alternatively, (ii) if it is necessarily present in a perfect duplicate of the entity. For example, a subway train’s engine is an
inherent property of it because changing the engine would cause a change to the train itself and because the engine
would be present in a perfect duplicate of the train. In contrast, the fact that the train is stopped at a signal is an extrinsic
fact about it because changing this fact does not change the train itself; similarly, duplicating the train would not
necessarily preserve its being stopped at a signal. (To clarify, even though extrinsic properties are relational, the
inherent/extrinsic distinction is not reducible a nonrelational/relational distinction. Inherent properties can also be
relational: for example, the fact that a person is left-handed or that an object is symmetrical.)

The metaphysical validity of the distinction between inherent and extrinsic properties is still a matter of some
philosophical debate (e.g., is an object’s shape an inherent property of it, or is it a function of the space around
the object and thus extrinsic? [133]). Nevertheless, this distinction, even if rough around the edges, can be still be useful
for psychological theorizing. Our cognitive systems represent inherent and extrinsic properties in ways that make the
former (inherent) more accessible than the latter (extrinsic) and also easier to manipulate in working memory. In turn, this
difference has implications for what is ultimately incorporated into an explanation; we will detail this argument in the
second part of the present article.

It is also noteworthy that people have no trouble applying the inherent/extrinsic distinction reliably, even with minimal
instruction. In one study [60], after naive participants were supplied with a brief definition of inherence and several
practice trials, over 80% of these participants agreed on whether each of a large set of properties was inherent. This level
of agreement, especially given the minimal training, speaks to the psychological reality of this distinction.
the role of accessibility gradients in the search for explanations suggest that they indeed guide
this process (e.g., [61–66]). For instance, information that has been retrieved in the past for the
purpose of explaining becomes more accessible for use in future explanations (e.g., [64,66]),
which is sometimes helpful (e.g., when prior retrieval reflects the base rates of certain causes
[66]) but can also interfere with the ability to generate adequate explanations (e.g., when the
accessible information is irrelevant to the current explanandum [64]). These findings and the
process-oriented computational models they inspired (e.g., [61,62]) are promising, but their
influence on the broader literature on explanation has been more limited than would be
expected given memory’s central role in explanation.

Constraints Imposed by Working Memory Processes
Long-term memory supplies the raw material for reasoning and decision making, but it is in
working memory that judgments and decisions are formulated. Working memory is limited in
capacity (for a review, see [67]), with the limiting factor being the number of elements whose
relations can be processed at once (e.g., [68–70]). Although the precise limit of working
memory is a matter of some debate, many researchers place the maximum number of elements
or variables whose relations can be processed simultaneously somewhere around three or
four; the more variables one has to represent to formulate a judgment, the more effortful that
judgment is (e.g., [68,71]). Importantly, the same three- or four-element limit has been identified
in a wide range of inductive and deductive reasoning tasks (for reviews, see [68,69]).

This basic constraint on human cognition has clear implications for the process of answering
why-questions. To even begin to consider the answer to such a question, one needs to
represent the explanandum in working memory, which will take up some of the already-limited
capacity. In addition, as spelled out in an earlier section, answering a why-question requires that
one represent not just the explanandum itself but also an inferred contrast class of events or
states that did not occur; this may also be costly working-memory-wise. The constraints that
working memory impose on explanation become even more salient when juxtaposed against
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the fact that, well, the world is complex. And while explanations can and should leave out
factors that are only distantly related to the explanandum (e.g., the Big Bang; see [72] for more
on so-called idealized explanations), it is still the case that adequate explanations often need to
account for the interaction of several variables. Even though people are sometimes able to free
up working memory strategically (e.g., by chunking [68]), on balance the search for explan-
ations will typically be under-resourced, as other have pointed out as well (e.g., [4,73]). In turn,
this means that the explanations people generate may often have to be relationally simpler than
the simplest adequate explanations.

The implications of the vast literature on working memory for the process of generating
explanations are underexplored. Some indirect evidence can be found in studies examining
how working memory constrains the ability to evaluate the probability of a hypothesis (e.g.,
[74–77]). Participants with lower working memory capacities (or who are temporarily under
a cognitive load) are generally able to retrieve fewer alternative hypotheses from long-term
memory with which to compare the hypothesis of interest; in turn, this leads to less
accurate probability judgments. Similar constraints are likely to operate when people
are constructing an explanation anew (versus evaluating an existing one), with working
memory imposing a sharp limit on the amount of information that can be brought up from
long-term memory and manipulated to arrive at a satisfactory explanation. In other words,
taking seriously the fact that explanations are constructed in working memory, with all that it
entails, is likely to lead to new insights about this process, as we will also illustrate in the
second part of this article.

Constraints Imposed by Metacognitive Processes
Once generated, a judgment is typically ‘tagged’ with a certain level of confidence in its adequacy;
low confidence sometimes prompts reasoners to revisit a judgment and revise it. The act of
evaluating (and,more generally, thinking about) one’s own thinking isknown asmetacognition and
has beenthesubjectofsustainedresearch incognitivepsychologysince the 1970s. Generally, this
work has suggested that metacognitive evaluations have limited accuracy (for reviews, see
[78,79]). A key reason for this conclusion is that many of the cues used during metacognitive
evaluation instill subjective confidence in the judgment or decision being considered but do not
track its actual validity. For example, people are more confident in a judgment if they feel that the
information used to formulate it came to mind readily, or if they feel an overall sense of ease of
processing (i.e., fluency) when evaluating it (e.g., [80–84]). For instance, participants in one study
[83] were more confident in the judgments that they generated more quickly (i.e., that were more
fluent), even though fluency was unrelated to validity.

How does this evidence bear on explanation? The process of generating explanations arguably
includes an evaluation step; people must do a rough plausibility check before committing to an
explanation. To the extent that (i) this evaluation step is influenced by factors such as
accessibility or fluency, and that (ii) the accessibility of information in long-term memory or
the fluency with which it is processed in working memory do not track accuracy per se (but see
[62]), then reasoners may overestimate the accuracy of their explanations, particularly in cases
where these explanations come to mind readily, without effort. That is, people may
(mis)interpret their ease in coming up with some answer to a why-question as evidence that
this answer is correct. Evidence consistent with this claim is provided by the work on so-called
illusions of explanatory depth (e.g., [85–87]). When asked how well they know how devices
such as zippers or flush toilets work, people’s initial responses overestimate their understand-
ing by a considerable margin; that is, they seem to experience a metacognitive illusion that their
explanations for these devices are better than they really are.
192 Trends in Cognitive Sciences, March 2019, Vol. 23, No. 3



In summary, we believe that theories of the process by which people generate explanations
would be enriched by incorporating some of the general principles that characterize meta-
cognitive judgments. A tighter integration between these literatures is likely to provide expla-
nation researchers with a better understanding of the circumstances under which people are
overconfident in the quality of their explanations, as well as with new insights into how people
decide to adopt (or reject) an explanation they are in the process of generating.

A Case Study: The Inherence Bias in Explanation
The goal of the previous section was to argue that the study of explanation would benefit from
deeper engagement with the cognitive processes triggered by why-questions. To be clear, this
engagement can take many forms; the content of the previous section by no means exhausts
the possible points of contact between the work on explanation and the various cognitive
processes and structures that are likely to affect explanatory reasoning.

Our goal in the present section is to provide one detailed example of the sort of integration we
are advocating. We lay out how several of the constraints identified in the prior section give rise
to systematic bias in the content of the explanations generated under ordinary circumstan-
ces—specifically, a bias toward inherent information [88–90].

Motivating the Inherence Bias Account
Why would explanation show an inherence bias? In this section, we provide an account of why
one might in principle expect to see such a bias, given the constraints that reasoners operate
within. The empirical evidence that this bias is in fact present, and a product of these
constraints, will be detailed in the next section.

In motivating why one might expect an inherence bias, we will loosely follow the order of the
steps involved in generating an explanation, starting with where reasoners’ attention is directed
when they are first considering a why-question: if explanation is susceptible to attentional
focusing effects (e.g., [33]), then the elements of the explanandum may capture reasoners’
attention as they set out to answer a why-question (e.g., why is the subway late?). These
elements (e.g., the subway train) will then serve as the primary retrieval cues in the next step,
often preempting a broader search of long-term memory. During the course of retrieval, certain
types of information are likely to come to mind particularly readily. Although there are multiple
gradients of accessibility in long-term memory, an important one is that which favors inherent
information (e.g., subways have mechanical parts) over extrinsic information (e.g., subways
stop at signals) [60] (see also Box 2). As a result of this accessibility difference, the content
retrieved from memory will on average tilt toward inherent or intrinsic properties.

This tilt may then be exacerbated by the limitations of working memory, where explanations are
formulated. Why might this be? We note that extrinsic information pertains to relations between
the elements of the explanandum and other entities (e.g., the signals), whereas inherent
information does not. As a result, extrinsic information may introduce additional relational
complexity into a system that is already taxed by the demands of representing the explan-
andum and its contrast class. Thus, even if a reasoner were to consider an extrinsic factor as a
candidate answer (despite its lower likelihood of being retrieved), the reasoner may run up
against the processing bottleneck of working memory. To the extent that consideration of
extrinsic information in answers to why-questions sometimes exceeds what can be easily
represented in working memory, the cognitive system may default to using inherent information
for this purpose.
Trends in Cognitive Sciences, March 2019, Vol. 23, No. 3 193



The accessibility of inherent properties and their relational simplicity, which translates into
greater fluency (e.g., [69]), is likely to matter at the evaluation stage as well. People use the
accessibility and fluency of an answer as a cue to its accuracy, regardless of actual accuracy
(e.g., [83,84]). Thus, explanations that use inherent information will seldom raise red flags when
they are being evaluated, even though the process by which they were constructed took
nontrivial shortcuts at one or more points along the way.

In this way, several basic features of the cognitive system seem to push explanations toward
inherence. We should note that the constraints or shortcuts discussed above (e.g., focusing
effects, accessibility of inherent information) may not be individually sufficient to cause an
inherence bias in explanation. For example, many extrinsic explanations are not complex
enough to cause trouble in working memory (e.g., ‘because of signal failure’); however, such
explanations may still be less likely to occur because of the other constraints we described. The
argument is instead that these constraints jointly lead reasoners to use inherent explanations
more often than they would have otherwise. Also – and this may be obvious – even jointly, these
constraints do not guarantee that an inherent explanation will be produced. People are perfectly
capable of generating extrinsic explanations, and do generate such explanations.

It is also important to clarify that we use the term ‘bias’ largely in a descriptive sense, as a way of
referring to the fact that certain aspects of the process of generating explanations seem to favor
one type of information (inherent) over another (extrinsic). It is less clear whether the inherence
bias is a bias in the normative sense of the term as well – that is, whether it constitutes a
departure from the norms of rational judgment. Insofar as the processes we are outlining here
lead people to overlook extrinsic information that would have otherwise been relevant to (some
of) their explanations, it may be justified to view the inherence bias as a bias in the normative
sense as well. However, assessing the inherence bias as a normative claim is a complex task
that is separate from assessing the inherence bias as a descriptive claim about how explan-
ations are generated. Our focus here is on the latter.

The Evidence for an Inherence Bias
We now go on to present, in some detail, the evidence that has accumulated in support of the
claim of an inherence bias in explanation (but see Outstanding Questions as well).

To begin with, the hypothesized inherence bias is indirectly supported by the evidence that
people overuse traits (an inherent factor) and overlook the situation (an extrinsic factor) when
explaining others’ behavior (e.g., [42], but see [91]). This correspondence bias [92] exhibits
several signatures of the constraints described above. Not only does it reverse when partic-
ipants’ attention is focused on the situation [44], as previously described, but it also increases
when participants are under a cognitive load, which exacerbates the working memory bottle-
neck (e.g., [93,94]). Although social psychologists have typically thought of this phenomenon
as being unique to social perception (but see [95]), our argument here raises the intriguing
possibility that it is simply an instantiation of a broader inherence bias in explanation — a bias
that applies equally to why-questions about people and subway trains.

Indeed, not only are inherent explanations common across a range of domains (e.g.,
[30,60,96–101]), but they are even more common when the relevant constraints on attention,
memory, etc., are heightened, either chronically or situationally. Three types of evidence
support this last claim. First, research on individual differences suggests that inherent explan-
ations are more commonly endorsed by those who, either by choice or by necessity, tend to
take shortcuts in their reasoning. For example, people who score higher on a measure of
194 Trends in Cognitive Sciences, March 2019, Vol. 23, No. 3



inherence bias also tend to prefer low-effort reasoning [102], as indicated by (i) lower need for
cognition (that is, a dislike of effortful cognitive activity [103]), (ii) higher need for closure (that is, a
preference for simple, unambiguous judgments [104]), or (iii) lower scores on the Cognitive
Reflection Test [105,106], which measures the tendency to engage in reflective, analytic
reasoning (for similar evidence, see [99,100,107,108]). Higher levels of inherence bias are
also present in individuals with lower cognitive resources (e.g., fluid intelligence), who may more
often need to (rather than just prefer to) take shortcuts while reasoning [100,102].

A second approach to these issues is developmental. The constraints that operate on the
process of generating explanations (e.g., limited attention and working memory capacity) are
particularly pronounced early in childhood; the developmental course of the relevant cognitive
resources is protracted (e.g., [109–113]). This suggests that inherent explanations should be
more common the earlier in development one looks. This prediction has received support from
studies that investigated children’s inherent explanations across the range from 4 to 7 years of
age ([100,114], but see [99]), as well as studies that compared children and adults [107].

Finally, the bias toward inherent explanations is particularly prominent when the constraints that
affect explanation are experimentally magnified. In one study [60], participants were asked to
generate explanations for a range of observations (e.g., why are wallets often made of leather?)
in one of two conditions: either under time pressure (which imposes a cognitive load) or not.
Inherent properties (e.g., ‘leather is durable and can withstand the regular bending’) were
frequent in participants’ explanations regardless of load condition, arguably because these
properties come to mind easily and are fluent. However, extrinsic information (e.g., ‘tradition;
cow hide was plentiful and easy to process’) was significantly less common in the explanations
generated under time pressure, exacerbating the inherence bias. An examination of response
latencies in the no-load condition provided converging evidence for this point. Inherent
information was present in participants’ explanations regardless of whether they answered
quickly or took their time, whereas extrinsic information became more common with greater
latencies. This is as expected if retrieving and using extrinsic information incurs a greater
cognitive cost.

In summary, the evidence just reviewed suggests that explanation exhibits an inherence bias
and that this bias is due to the cognitive processes involved in constructing an explanation.

Looking to the Future
Our goal in this article is to highlight the value of a mechanistic, information-processing
framework for studying explanation; spelling out the full details of this framework is beyond
what we can accomplish here. However, we do recommend an overall approach to future
research within this framework. Specifically, we see the benefits of a systematic analysis of each
step in the search for an explanation in terms of its information-processing characteristics and
its inputs from other cognitive systems. For instance, what are a person’s goals when
generating an explanation [115], and how do these goals shape how they search for explan-
ations? The explanations they generate might look quite different if they are, say, trying to teach
someone less knowledgeable [116] versus win an argument [117]. Relatedly, how does the
communicative common ground [118] that a person shares with their interlocutor influence
their interpretation of a why-question (e.g., the contrast class they infer) and the explanation
generated?
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Outstanding Questions
How do we reconcile the evidence of
bias in explanation with the evidence
suggesting that causal reasoning is
generally rational or even optimal?
Could part of the discrepancy be
methodological? In many tests of ratio-
nal models of causal induction, the
number of plausible candidate causes
for a given effect is constrained to a
‘focal set’. The additional complexity
involved in open-ended explanatory
contexts may force reasoners to take
shortcuts.

How does long-term memory retrieval
proceed in response to a why-ques-
tion? Is this process wholly uncon-
strained, or is it guided by a sense of
what might be ‘relevant’ to an expla-
nation? If the latter, what informs a
reasoner’s general sense of relevance
to an explanation in the early stages of
the explanation-generation process,
before an explanation is actually
generated?

What is the scope of the inherence bias
in explanation? One possibility is that
this bias applies mostly to why-ques-
tions that reasoners would have to
engage in effortful processing to
answer. This would exclude several
types of why-questions from its scope
(e.g., ones to which an immediate
answer is suggested by domain-spe-
cific, ‘core’ causal frameworks).

Does the inherence bias vary in
strength across cultures? For exam-
ple, some cultures seem to emphasize
the role of context (an extrinsic factor),
which might reduce the attentional
focusing effects we discussed and/or
make extrinsic facts more accessible in
long-term memory. Would these
potential differences vary across
development, perhaps being present
later, but not earlier, in development?

Students’ learning is often filtered
through their own intuitive ideas. Cur-
rent theories of many physical and
social phenomena involve extrinsic
components (e.g., things fall because
It would also be important to know whether explananda differ systematically in the types of
contrast classes they bring to mind, even when holding constant the communicative context.
Consider, for example, the two why-questions below:
(i) Why did she kill him?
(ii) Why did she kiss him?

We might expect why-questions about immoral acts, such as question (i), to be typically
interpreted by reference to a contrast class that omits those acts (e.g., ‘Why did she kill him, as
opposed to not killing him?’ [119]). In contrast, morally neutral explananda, such as question (ii),
may be compatible with a broader range of contrast classes (e.g., ‘Why did she kiss him, as
opposed to kissing someone else?’).

Further, once a contrast class is identified, we might ask how people compare it with the
explanandum. Does this comparison involve a process of structural alignment (e.g., [120–
122])? If so, how does the output of this alignment process shape the course of the subsequent
search for an explanation (e.g., memory retrieval)? With respect to memory, we would want to
know, for instance, what accessibility gradients guide retrieval for the purpose of explaining
(beyond inherent/extrinsic). And how much working memory capacity do the explanandum and
its contrast class actually take up (on average)? The answer to this question would tell us how
much capacity is left over to construct an explanation, and thus how relationally complex a
spontaneous explanation can be in the absence of working-memory-saving strategies (e.g.,
chunking, recoding). Regarding these strategies, which of them do reasoners use when
generating explanations, and how does their frequency of use change with development
and with the context (e.g., classroom versus informal)?

As these open questions hopefully reveal, there is much to be learned about explanation via a
systematic exploration of its interactions with basic cognitive systems.

Concluding Remarks
Explanations are the primary means by which people construct an understanding of the world.
Explaining explanation is thus a critical task for cognitive science. Our main point in this opinion
article is simple: The ability to generate explanations depends on a range of other cognitive
processes whose own operating characteristics will impinge on how and what explanations are
generated. Research on explanation should not operate in isolation from the rest of cognitive
psychology. Although understanding the general computational characteristics of the system
that generates explanations and the virtues that people expect to find in an explanation (which
are two major foci of current work on this topic) is undoubtedly valuable, a greater emphasis on
understanding the implications of prior work on attention, memory, metacognition, and other
such cognitive processes will substantially advance our knowledge of how people explain.
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