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Abstract

Shadows serve as e�ective cues for a user to rec-

ognize spatial relations among objects in 3D space.

However simple shadows typically used in 3D inter-

faces are often insu�cient for the purpose, and ren-

dering of shadows with real penumbra are not only too

costly for interactive interfaces, but also do not enhance

their capabilities as spatial cues. Our proposal, layered

penumbra is a new interactive feedback technique that

overcome these de�ciencies; it positively enhances the

user's perception of spatial relations, looks natural to

the eye, and furthermore can be rendered fast enough

for interactive 3D interfaces. The layered penumbra

has three layers (umbra, penumbra, and the middle

layer) separated distinctly at their perimeters. A lay-

ered penumbra is drawn as a series of simple orthogonal

projection of an object locally magni�ed/shrunken.

1. Introduction

Recognizing and manipulating 3D virtual objects

are important tasks, especially in augmented reality

(AR) and virtual reality (VR) environments. There,

a user would need some form of cues to recognize a

position of a 3D object. Stereo-scopic display could

provide the cues directly; however, it requires a head-

mounted display apparatus and would be di�cult to

see widespread use on general desktop/handheld com-

puters or advanced devices such as handheld aug-

mented reality PDAs.

Past research has found object shadows to be e�ec-

tive cues for positioning objects in 3D space [14, 9].

A shadow cast directly below an object represents the

horizontal position and indicates vertical positions by

the relative distance between them. However, simple

orthogonally projected shadows often lack necessary in-

formation to serve as spatial positioning cues in 3D

space, especially about vertical positioning and move-

ment. Objects at di�erent 3D positions might cast

nearly identical shadows at the same screen location.

In the real world, a shadow usually consists of umbra

and penumbra. Their shape and size change according

as the position, including vertical position, of the ob-

ject and light sources. Rendering of shadows with real

penumbra, however, are not only too costly for inter-

active interfaces, but also do not enhance their capa-

bilities as spatial cues, as they often quickly become

signi�cantly blurred as the distances to the projected

surfaces increase.

Instead, we propose the use of arti�cial penumbrae,

which we call layered penumbrae, to improve e�ective-

ness of shadow as spatial cues. A layered penumbra is a

shadow with sharp-edged three layers, umbra, penum-

bra, and the medium layer. It inherits nature as a

spatial cue from real penumbrae, and has a clear shape

unlike real penumbrae. It is also much easier to render

than a real penumbra.

2. Penumbrae and Layered Penumbrae

A region in a projection plane where the light source

(of �nite size) is fully obstructed by an object be-

comes the umbra, and partially obstructed area be-

comes the penumbra. As the object becomes more

distant from the projection plane of its shadow, the

umbra becomes smaller (and �nally diminishes) and

the penumbra grows larger and paler. A shadow with

penumbra roughly serves as a height cue; however, pre-

cise rendering of penumbra is not only computationally

too expensive for interaction, but also is not entirely

appropriate as a 3D feedback technique.

Wanger states in [13] that his experiments show that

soft shadows (shadows with penumbrae) can have a

strong negative e�ect in tasks requiring accurate per-

ception of object shape. On the other hand, the exper-

iments show that a shadow with penumbra does not
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Figure 1. Layered penumbra

a�ect other tasks, which require perceptions of the size

and position of an object. Given these observations,

Wanger concludes that computationally cheaper hard

shadow (simple shadow without penumbrae) genera-

tion techniques are adequate for 3D interaction, and

may actually be more bene�cial than soft shadow tech-

niques that are considerably more expensive to render.

The cause of the defect of a shadow with penum-

bra brought out by Wanger is the fact that the shape

and size of penumbra (and umbra) are ambiguous for

human eyes. From a di�erent perspective, a shadow

with penumbra performs as well as a simple shadow

despite its ambiguous shape. These facts indicate that

a `clear shaped' shadow which changes its shape and

size, similar to penumbra and umbra, can be an e�ec-

tive position cue without major defects in 3D space.

Our layered penumbra is a three-layered shadow,

as shown in Figure 1, consisting of arti�cial um-

bra, penumbra (called penumbra-1 region), and mid-

dle layer (penumbra-2 region, i.e., the shadow region

of light emit from the center of the light source). All

these layers are painted atly, and the edges of each

layer are sharp and distinct; thus it is computationally

cheaper than real penumbrae for rendering, being free

from the defects of penumbrae that Wanger has noted.

Sharp-edged penumbrae are less real, but the unre-

alness emphasizes objects' altitude. Each object vir-

tually has its own `unique' light source, which only

casts the shadow for itself. The resulting umbra and

penumbra are also not `precisely real' in that they are

always cast `directly below' its object1. The position

of a shadow clearly represents the horizontal position

of the object.

1Although a light source at the zenith, in in�nite distance,

can cast penumbrae directly below objects, their appearances

are not always the same as layered penumbrae.

2.1. Preliminary Experiments

We took preliminary experiments to con�rm the ef-

fectiveness of layered penumbrae[4]. We compared lay-

ered penumbrae to another technique claimed to give

richer spatial cues in 3D space, multiple orthographic

projected shadows[9]. The tasks include (1)identify-

ing the highest sphere among a group of spheres, and

(2)positioning a sphere to coincide with target spheres

in sequence.

The task in (1) is to point and click with a mouse on

what the user perceives as the highest sphere of three in

3D space. In order to isolate the e�ects of the feedback

techniques, we did not employ perspective transforma-

tion, but rather used orthographic projection. 24 sub-

jects participated and each subject was given 20 test

samples twice, about half of which were easily identi-

�able, and the other half were di�cult. Half of the

subjects were given the samples with layered penum-

brae �rst, and the other half were given multiple or-

thographic projection samples �rst.

The overall result is that the users identi�ed the

highests faster with layered penumbrae than with mul-

tiple orthographic projection, and the error rates are

statistically equivalent. The average interval from

when the sample was displayed until the subject makes

a selection is 4.87 sec. vs. 7.51 sec. (2.64 sec. di�. (p

< 0.001)). In particular, for easily identi�able samples,

the average is 2.69 sec. vs. 5.33 sec. (2.64 sec. di�. (p

< 0.001)). The error rate is 17.8% vs. 15.8% (statisti-

cally not signi�cant). Most of the errors occurred with

di�cult samples.

The task in (2) is to drag a sphere with a three-

button mouse to coincide with target spheres (three to

�ve) in sequence. A user can drag in x-y space with

the left button, in y-z space with the middle button,

and in x-z space with the right button. 24 subjects

participated and each subject was given 5 samples.

The result is that the users had completed the task

faster with layered penumbrae than with multiple or-

thographic projection. The total times were 154 sec.

vs. 165 sec.

The subjects were also interviewed after the exper-

iments. Some expressed the `unnaturalness' of seeing

multiple shadows on the walls; on the other hand, there

were no such observations for layered penumbrae. In

addition to this, none noticed the fact that such penum-

brae directly below objects were unreal.

3. Algorithms for Layered Penumbrae

The simple algorithm to generate layered penum-

brae that was employed in the experiment can work
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Figure 2. Umbral, penumbral and medium re-

gion in a simple situation

Figure 3. Layered penumbrae by COCL algo-

rithm

with only simple-shaped objects like spheres, and is

not applicable to a general polygonal object. Here we

propose an algorithm to handle such objects. First, we

review and describe the simple algorithm and its short-

comings, and then propose an improved algorithm that

handle general polygonal objects.

3.1. First Algorithm (COCL Algorithm)

In rendering shadows of an object, the shape and

size of its umbral and penumbral regions vary accord-

ing to the shape and size and position of a given light

source and the object. Usually, a complicated algo-

rithm is required to render general penumbrae[6, 7, 5,

3, 8, 11]. However, if the light source and the object are

located at particular positions and both have particular

shapes, a simple algorithm is su�cient to compute the

geometry of umbral and penumbral regions. For ex-

ample, if an object is a at circular saucer and placed

horizontally to a projection plane of its shadow, and

a light source is also circular and placed horizontally

just above the object, then the umbra and the penum-

bra of the object also become circular. In addition, the

relationship of their radii can be represented by the

subsequent simple formulae.

Figure 4. A defect of COCL algorithm

Figure 5. Another defect of COCL algorithm

The radius of the umbra ru is computed as

ru =
r(H � ah)

H � h

where r is the radius of the object, h is the height of the

object, a is the ratio of the radius of the light source

to the radius of the object, H is the height of the light

source (H > h) against the projection plane of the

shadow. Unless H � ah > 0, the umbra disappears.

In the same manner, the radius of the penumbra rp is

computed as

rp = r +
hr(1 + a)

H � h

and the radius of a middle layer rm is represented as

rm =
rH

H � h

where the de�nition of the middle layer is the shadow

region made by the light cast from the center of the

light source (Figure 2).

The simple algorithm to generate layered penum-

brae, which we have named COCL (Circular Object,

Circular Light source) algorithm, uses the ratios ru,

rp, rm to r. Since the values do not depend of the

value of r, i.e., the radius of the object, we can mag-

nify or shrink orthogonally projected shadows of the

objects of any shape accordingly.

ru

r
=
H � ah

H � h

rp

r
= 1 +

h(1 + a)

H � h
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The height that the umbra disappears is determined

only by H and a, and not by the shape or size of the

object. Figure 3 shows examples of layered penumbrae

produced by this algorithm.

The COCL algorithm is su�cient when the orthog-

onally projected shadows of objects are convex. How-

ever, if the object is not convex, e.g., shaped like a ring

or the letter L, the algorithm generates unnaturally-

looking shadows as shown in Figure 4. The COCL al-

gorithm also has another disadvantage, in that it can-

not gracefully handle variance in the height of di�erent

parts within a single object. For example, consider a

long bar in 3D space, which is situated in an inclined

manner from being horizontal. For such an object, its

penumbra should become gradually fuzzy as one climbs

along its incline. In other words, the shadow region for

the higher part of the bar should be rendered so that it

is less sharp than the shadow region for the lower part.

Nevertheless, the COCL algorithm produces a shadow

with at level of sharpness for the bar (Figure 5).

3.2. Shadow Kernel Algorithm

The disadvantages of the COCL algorithm arises

because all the regions of the orthogonally projected

shadow are magni�ed/shrunken from a single center

point of magni�cation. In the improved algorithm,

we give multiple center points of magni�cation; more

speci�cally, imaginary shadow objects are generated by

magnifying/shrinking each part of the object locally

�rst, and projecting each (imaginary) part of the object

orthogonally onto the projection plane of the shadow.

First, we assume that the object is a polyhedron.

Each vertex of the polyhedron is given its own local

center point for its shadow, which we call its shadow

kernel. To magnify or to shrink the object, an imagi-

nary object is created by generating a new vertex for

each real vertex of the object, which we call the imag-

inary vertex. The imaginary vertex is positioned along

the line which connects the shadow kernel and the real

vertex, and extended beyond. The imaginary vertex is

moved according to the vertical position of the real ver-

tex, with the ratios appeared in the COCL algorithm.

More speci�cally, the vertex of an imaginary object

for umbra, ~u, is represented as:

~u = ~k +
H � ah

H � h
(~s� ~k)

where ~s is the original vertex, h is its vertical position,
~k is the shadow kernel of the vertex, H and a are con-

stants representing the light source. UnlessH�ah > 0,

the vertex is skipped when the umbra is drawn. In the

same manner, the imaginary vertex for the penumbra

~p and for the middle region ~m are de�ned as follows:

~p = ~k + f1 +
h(1 + a)

H � h
g(~s� ~k)
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~m = ~k +
H

H � h
(~s� ~k)

Figure 6 illustrate how the imaginary vertices and ob-

jects, and the shadows are generated by the algorithm,

and Figure 7 shows how the boundary of the shadows

are transformed.

When shadow kernels are given appropriately, the

shadow kernel algorithm does not have the problem of

generating unnatural-looking shadows as were previ-

ously shown in Figure 4 or 5. In addition, it is compu-

tationally inexpensive in that it only adds very small

overhead to the original simple algorithm; as a result,

it can be rendered at speeds that are su�cient for user

interaction even on low-end PCs or workstations which

lack sophisticated 3D acceleration hardware. Figure 8

shows the examples of layered penumbrae generated by

the shadow kernel algorithm.

4. Implementation and Performance

The execution cost of layered penumbrae using the

shadow kernel algorithm can be broken down into two

parts. They are the cost of drawing shadows three

times, and the cost of magnifying/shrinking the imag-

inary object. Drawing a layered penumbra costs three

times as much as drawing a simple shadow, but in most

cases, drawing a shadow is much faster than drawing

the object itself. Magnifying/shrinking an object is

achieved with easy arithmetic, so that its cost is virtu-

ally negligible.

The examples in Figure 8 were rendered using

the GL-compatible Mesa 3D graphics library[2] on

a SPARCstation20, which only supports a 2D frame

bu�er. In the left example, a polyhedron that consists

of 12 surfaces, its layered penumbra, and a checker-

board oor, can be rendered at the speed of about 3

frames per second in a 300� 300-pixel window.

We also incorporated the layered penumbrae into

a handheld AR system, called TransVision[12]. The

TransVision system consists of a handheld display with

a camera and 3D position sensors. Users can watch

and manipulate virtual objects superimposed onto real-

world scenes that are seen through the display. In or-

der to observe an superimposed object, the user can

move around the object with the device in hand, look-

ing through the device just as if he were observing a

real object through a window or a magnifying glass.

The original TransVision system employed simple

orthogonally projected shadows for objects. We have

found that the use of layered penumbra was signi�-

cantly e�ective for the following reasons: The TransVi-

sion system has a small display screen, under the re-

striction that it is a handheld device. Shadows often

fall on some surfaces, such as the table or the oor,

which could often remain continuously in user's view

because they are stationary. By employing layered

penumbrae, we found that users can easily grasp the

spatial positions of objects, even when they are outside

of the user's view. In fact, what often happens is that

an object which was outside of user's view appears sud-

denly in his view, either by object's own movement or

motion of the device. By noting the layered penumbra

beforehand, users are not surprised by the sudden ap-

pearance of the object, and quickly recognize its spatial

position (Figure 9).

Modi�cation to the TransVision system, which al-

ready supported simple shadows, was about 100 lines

of code, including the routines for layered penumbrae.

However, rendering of layered penumbra was problem-

atic, because it involves rendering translucent shadows:

our back-end Indigo2 does not support translucent su-

perimposing of bitmaps onto video scenes. In order to

overcome this problem, we simulated translucency us-

ing rendering of combined transparent mesh patterns.

In our current implementation, the original TransVi-

sion system with simple orthogonally projected shad-

ows generates 34.5 frames per second for an object

which consists of 47 surfaces. With layered penum-

brae with the mesh rendering algorithm, it generates

20.0 frames per second. The mesh itself consists of

600 surfaces. Without the meshes, the system gener-

ates 33.3 frames per second. These numbers show that

layered penumbrae are widely applicable to existing 3D

applications without serious performance problems, es-

pecially with appropriate hardware support.

Some subjects tried to use the TransVision system,

and compared layered penumbrae with meshes to sim-

ple shadows. Most of the subjects stated that layered

penumbrae felt better and more natural than simple

shadows; one noted that he felt uncertain which is bet-

ter, and no one stated that simple shadows are bet-

ter. The result indicates that layered penumbrae is a
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Figure 8. Examples of layered penumbrae generated by the shadow kernel algorithm

simple and e�cient interactive feedback technique for

3D interactions. We need to perform further experi-

ments, especially with hardware that supports translu-

cent superimposing, which will allow easy rendering of

translucent shadows.

5. Discussion

In this section, we discuss some �ner technical as-

pects of the shadow kernel algorithm which are cur-

rently under consideration.

5.1. Decision of Constants

The shadow kernel algorithm has two input con-

stants, H and a. H

a
indicates the height at which

the umbra diminishes. The magni�cation rate of

penumbra-2 region depends only on H . For a larger

H, penumbra-2 magni�es slower when the object gets

higher. The magni�cation rate of penumbra-1 region

depends on both H and a. When H

a
is a constant,

larger H results in smaller penumbra-1 region.

The two constants has to be decided for each envi-

ronment considering the above-mentioned factors. Ex-

periments indicate that it is best to design an AR scene

such that the umbra would diminish when the object is

located at its highest possible vertical position. Also,

magni�cation rate must be at a right speed according

to the area which the object occupies on the screen.

In an AR setting, it seems rather irrelevant where

the real light sources of the environment are located.

In our user study, subjects did not state any unnatural-

ness or were not confused, despite that H was actually

less than half the height of the real light source of the

room. This indicates that H can be decided irrespec-

tive of location of the light sources of the real scene,

but rather, solely decided to enhance the e�ectiveness

of layered penumbra as spatial cues.

5.2. Generation of Shadow Kernel Data

Shadow kernel data for an object is currently gener-

ated by the designer of the object, to obtain the \cor-

rect" shape of its layered penumbrae so that it looks

natural to the eye. However, this is rather a tedious

task. To overcome the need for such manual manipula-

tion, we are currently exploring systematic algorithms

to generate shadow kernel data automatically given an

arbitrary object data.

When all of vertices are shrunken down onto their

shadow kernels, it degenerates to 3D lines that inter-

connect the shadow kernels. We call these lines the

shadow kernel lines(Figure 10). One way to calculate

shadow kernel lines is to shrink an object by moving

each surface of the object along its normal (in reverse

direction) step by step, until the entire object degen-

erates into a set of lines. The resulting lines are con-

sidered as shadow kernel lines, from which the shadow

kernels are obtained. Such an algorithm takes some

cost; however, since shadow kernels need to be obtained

only once for each object, one might be able to a�ord

to spend time to employ such an expensive algorithm.

In theory, shadow kernel lines seem to have strong

resemblance to skeleton lines used in 2D image recog-

nition. The di�erence, however, is that shadow kernel

line are for 3D polygonal data, whereas skeleton lines

are for bitmaps. Because of this, algorithms to com-

pute skeleton lines cannot be applied to obtain shadow

kernel lines directly; however, there might be some re-

lationship which will allow us to obtain shadow kernel

lines faster than the method described above.

5.3. More General Algorithms

The shadow kernel algorithm is widely applicable to

many kind of objects; however, there are two classes of

objects to which it is not currently applicable.
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Figure 9. Layered penumbrae in the TransVision system (A virtual helicopter over a diorama)

Shadow Kernel Line

Figure 10. Shadow kernel line

The �rst class is an object with tube-like structure.

In reality, when a tube stands vertically, its shadow is

ring-shaped, and a tube lies horizontally, its shadow is

identical to a shadow of a cylinder. A shadow kernel

line to satisfy the former condition is a ring placed at

the middle of the tube (Figure 11). On the other hand,

a shadow kernel line for a cylinder is a line which is like

a spinal column.

One method to support such a structure is to use

multiple shadow kernels. Three sets of shadow kernel

data are required, each one being related to each axis.

Each vertex of an object will have three shadow kernels,

and they would be composed according to the direction

of the object. This method solves the situation for a

tube. A shadow kernel line for a vertical direction, y-

axis, is a ring, and for horizontal directions, x-axis and

z-axis, form lines.

shadow

line
kernel

Figure 11. Shadow kernel line for a tube

The second class is when the projected imaginary

vertices of an object surface are located such that the

shadow becomes `twisted', i.e., an intersection occurs

between the edges of the projected shadow. This oc-

curs when the object is greatly magni�ed, as shown

in Figure 12. Although this can often be avoided by

careful positioning of shadow kernels, in some cases

it becomes unavoidable. An algorithmic extension to

avoid such `twists' are required.

Lastly, we can generalize the shadow kernel algo-

rithm so that the path between the shadow kernel and
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Figure 12. Twisted surface

the original vertex could be some arbitrary parametric

curve, and the movement rate of the imaginary ver-

tex could be non-linear. This might solve the above

problems in general; however, such a generalized algo-

rithm would be more expensive and require more com-

plex sets of data compared to the current, rather simple

shadow kernel algorithm. It remains to be seen whether

we will need such generalized algorithm in practice, or

the current shadow kernel algorithm would be su�cient

in practice for 3D interactions.

In fact, imaginary shadow objects can be much sim-

pler than the original object. Wanger's experiments

in [13] reveals that less precisely shaped shadow does

not a�ect user's perception. Polygon reduction al-

gorithms, for example, a hierarchical approximation

algorithm[10] in PolygonEater[1], would likely be use-

ful in this regard.

6. Conclusions

We have proposed an interactive 3D feedback tech-

nique, layered penumbrae, and a fast algorithm to gen-

erate appropriate layered penumbrae for polygonal ob-

jects. The algorithm, shadow kernel algorithm, requires

an additional point, called shadow kernel, for each ver-

tex of an object. It generates imaginary shadow ob-

jects by magnifying/shrinking each part of the object

locally, and project the imaginary objects orthogonally

onto the projection plane of the shadow.

We also have incorporated the layered penumbrae

into an experimental handheld AR system, TransVi-

sion, and con�rmed that its speed is su�cient for user

interaction. User studies show that most of the sub-

jects expressed that layered penumbrae to look natural

and feel better than simple shadows.

As a future work, we are planning to apply layered

penumbra to other 3D, AR, and VR applications, as

well as applications on normal desktop displays. Fast

automatic generation of shadow kernel data is the most

challenging issue, along with an extension of the algo-

rithm to handle larger classes of objects without sacri-

�cing e�ciency and ease of preparing object data.
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