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Aleatoric & Epistemic Uncertainty 
Two types of uncertainty are often of interest in ML: 


• epistemic uncertainty, which is inherent to the model, caused by a 
lack of training data, and hence reducible with more data, and


• aleatoric uncertainty, caused by inherent noise or ambiguity in 
data, and hence irreducible with more data.


Disentangling these two and reasoning about each one independently 
is critical for applications such as active learning or detection of out-
of-distribution (OoD) samples from in-distribution (iD) ones.


Otherwise, we would confound ambiguous/noisy iD samples with OoD 
samples, see the box on the right.
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Two Predictors Required 
We cannot use a mixture model  to obtain both good 
classification and good feature-space densities:

1. A discriminative classifier , e.g. a softmax layer, is well-

calibrated in its predictions when it maximises the conditional 
log-likelihood ;


2. A feature-space density estimator  is optimal when it 
maximises the marginalised loglikelihood ;


3. A mixture model cannot generally maximise both 
objectives, conditional log-likelihood and marginalised log-
likelihood, at the same time. In the specific instance that it 
does maximise both, the resulting model must be a GDA (but 
the opposite does not hold).
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OOD Results 

Softmax Entropy & Feature-Space Density 
Softmax entropy  gives an estimate of aleatoric 
uncertainty for iD samples. (For OoD samples, aleatoric uncertainty 
is meaningless on the other hand.)


Feature-space density  gives an estimate of 
epistemic uncertainty for any sample.


 is high for iD samples with low epistemic uncertainty, 
independent of aleatoric uncertainty.  tells us about 
aleatoric uncertainty in that case. 

 is low for OoD samples with high epistemic uncertainty. 
 is uninformative in that case.
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Background & Some Related Work 
Deep Ensembles provide the best (epistemic) uncertainty for 
OOD detection and Active Learning, but are costly.

Bayesian Models provide principled uncertainty but generally 
intractable. Approximate methods are either unable to scale to 
large datasets and model architectures, suffer from low 
uncertainty quality, or require expensive Monte-Carlo sampling.

Deterministic Models like DUQ or SNGP perform well and are 
competitive with Deep Ensembles. However, they require 
substantially different training, use additional hyper-parameters 
due to the specialised output layers, and in the case of DUQ, do 
not differentiate between epistemic and aleatoric uncertainty.

Inductive Biases 
Feature-space density  is a proxy for epistemic 
uncertainty. For this density to be meaningful, we need to avoid 
feature collapse (= sensitivity), which happens when the latents 
extractors map OoD samples to iD regions in feature space, and 
we need feature-space distances to be meaningful (= 
smoothness) for using using distance-based density estimators.


Sensitivity & smoothness are achieved through bi-Lipschitzness 
of the feature extractor:





This can be obtained through Spectral Normalization.
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