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Abstract

The high-performance computing (HPC) and cloud
communities tend to take a very different approach
to job scheduling. In the cloud, ease of use and in-
teractivity are key. Typically, jobs are deployed on
multi-core virtual machines. Each core of the VM
is scheduled independently, leading to high variability
in each thread’s completion time. The HPC commu-
nity requires predictable performance of every thread
in order to minimize the time spent at barriers. To
ensure consistency, HPC configurations typically use
a batch manager which runs each job to completion
before starting the next. This project seeks a middle
ground, where programmers can rely on predictable
performance of each thread (leading to efficient bar-
riers) without having to wait for large jobs to finish
before starting. We achieve this using gang schedul-
ing, where all of a job’s threads are started and ended
together.

1 Introduction

Any sufficiently large system, for instance high-
performance computing (HPC) or cloud, will involve
some sharing of resources. However, the two commu-
nities tend to take a very different approach to shar-
ing. In the cloud, ease of use and interactivity are key.
Typically, jobs are deployed on multi-core virtual ma-
chines. This results in a number of mutually unaware
schedulers running on top of each other. The virtual
machine manager (VMM), guest OS, and runtime-
library all make scheduling decisions independently.
This introduces high variation in the run time of in-
dividual threads since they may be preempted inde-
pendently of other threads. The HPC community,
however, requires predictable performance of every
thread in order to minimize the time spent in barriers.
For example, if job 3 in Figure 1 had a barrier early
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Figure 1: Example schedules for different scheduling
policies. HPC will run each job to completion before
starting the next. Gang schedules all threads of a job
simultaneously and cloud runs each thread indepen-
dently without regard to job membership.

on, the example cloud schedule would have caused
core 0 to wait for core 1 to catch up before proceed-
ing, causing significant wasted time. To avoid situ-
ations like this, supercomputers typically use batch-
managers such as SLURM [16] or Torque [1] which
run each job to completion (the HPC schedule in Fig-
ure 1). This maximizes the performance of each job,
but may cause small jobs to wait behind larger jobs
(job 2 in Figure 1).

This project seeks a middle ground, where pro-
grammers can rely on predictable performance of
each thread (leading to efficient barriers) without
having to wait for large jobs to finish before start-
ing. We achieve this using gang scheduling, where all
of a job’s threads are started and ended together. In
this case, both threads of job 3 will hit the barrier at
the same time, but job 1 is able to finish in a timely
manner.
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Supercomputers have historically used gang-
scheduling for this purpose with some success. For in-
stance, Lawrence Livermore National Laboratory im-
plemented gang scheduling on top of several different
supercomputer environments and reported significant
advantages [5]. However, these systems had tightly
integrated operating environments and required sig-
nificant re-engineering for each system. These sys-
tems were purely focused on scientific computing and
would not be amenable to the modern cloud environ-
ment. Likewise, VMware has supported some form of
co-scheduling in their vSphere product for most of it’s
lifetime [15]. This feature was mostly focused on pre-
serving timing assumptions made by guest operating
systems and to our knowledge has not been evaluated
in the context of HPC workloads. We unify these
environments by running HPC workloads on top of
virtual machines using the Xen hypervisor [7]. In
this environment, virtual machines (called domains
in Xen terminology) run a single application, and
users may submit new applications by creating new
domains to run them. Section 3 has more details on
our operating environment.

In section 2 we provide background on the issues of
synchronization in large systems. Section 3 describes
our implementation of gang scheduling on top of the
Xen hypervisor and our experimental system. We
then describe the benchmarks we chose in section 4
and then present our results in section 5. In section
6 we present some background and our experiences
on sources of system noise and it’s effects on the per-
formance of parallel workloads. We then summarize
related work in section 7 and future work in section
8. Finally we conclude in section 9.

2 Motivation and Background

A lack of synchronization between thread scheduling
has been shown to cause a number of issues. Two
prominent issues are that of lock-holder preemption
(where guest OS threads may hold spinlocks for much
longer than intended) and barrier latency.

2.1 Lock-Holder Preemption

Lock-holder preemption refers to the situation where
a thread that holds a lock is preempted. Any other
threads that are waiting on that lock may still be
scheduled, wasting significant time. Typically, spin-
locks are held by OS threads which are never pre-
empted, but in a virtualized environment, the hyper-
visor may swap out virtual CPUs at any time. This
can cause performance issues and may even cause the
guest OS to perform incorrectly (if timeouts expire).

There have been a number of attempts to deal with
this issue (see section 7), but these approaches all as-
sume that the only applications requiring fine-grained
synchronization are operating systems, and therefore
lock-holder preemption only occurs within operating
system code. In fact, HPC applications frequently
require very fine synchronization (on the order of 1–
5ms) [11]. By ensuring that all threads are scheduled
simultaneously, gang-scheduling naturally avoids the
issues of lock-holder preemption without making any
assumptions about guest behavior.

2.2 Barrier Latency

While debugging the performance of the ASCI Q su-
percomputer at Los Alamos National Lab (LANL),
Petrini et al. found that barrier performance was crit-
ical to overall system performance [11]. They found
that even small interruptions could cause significant
problems in highly parallel machines such as the
ASCI Q supercomputer with thousands of cores. In
their analysis, they found that periodic tasks would
independently interrupt processors. Even though the
total amount of interruption was small (roughly 2.5%
of the time was spent in “noise”), every processor
had to wait for every instance of noise due to fre-
quent, fine-grained barriers. One key result of this is
that frequent small interruptions are worse than less-
frequent large interruptions. By eliminating most
noise, and consolidating the rest into fewer nodes,
the authors were able to improve performance signif-
icantly.

Gang scheduling naturally addresses this issue by
ensuring that all the threads that synchronize on the
same barrier make similar progress. Smaller threads
that cause noise are forced to run in the gaps between
the gang-scheduled threads, thus consolidating noise
into a small number of interruptions.

3 Implementation and Experi-
mental Setup

We implement gang-scheduling inside the Xen hyper-
visor. While there are many features that can make
gang-scheduling more useful in a general-purpose en-
vironment, we focus on implementing only a minimal
subset as a proof-of-concept. For our experiments,
we create two pools of CPUs, one for running the
controller domain (Dom0) and the other for gang-
scheduled benchmarks. The scheduler only accepts
domains with the same number of cores as are in the
pool. Gang scheduling is acheived by logically parti-
tioning time into 50ms quantums and assigning each
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quantum to a domain. This assignment is carried out
through a simple round-robin sequence of domains as
described in Listing 1.

Xen’s scheduling framework will call this
do schedule function independently on each
CPU when a task’s time has run out, or due to
hypercalls from guests. Each core will pick the same
domain when called during a particular timeslice
(since they decide based on the same clock) and run
the appropriate virtual CPU, this ensures that all
virtual CPUs of a domain run during that domain’s
timeslice. Each domain will receive 1/n of the total
processing time, where n is the number of domains.

All experiments are performed on a 2-socket, 28
core test machine (see Table 1 for details) with hyper-
threading disabled to eliminate processor variability.
Xen domains are created with a minimal paravirtu-
alized Linux 3.14 kernel and run only a single bench-
mark at a time. When experiments involve multiple
instances of a benchmark, we create several domains
and start them simultaneously on our gang-scheduled
pool of CPUs.

CPU 2× Intel Xeon E5-2697 v3

Clock rate 2.6 GHz (Turbo: 3.6 GHz)

# of Cores 14 per CPU

# of Threads 2 per Core ⇒ 28 per CPU

Memory 64 GiB DDR4-2133

Xen version 4.4.2

Dom0 kernel 3.16.0-25

Table 1: Test machine specifications

4 The Benchmarks

Since we are targeting HPC workloads in this work,
we picked two benchmarks from the Department of
Energy’s Exascale Co-Design Center for Materials
in Extreme Environments (ExMatEx). This center
provides a number of proxy-applications intended to
evaluate the performance of advances in supercom-
puting hardware and software systems. CoEVP is
a relatively small, but complex benchmark, while
CoHMM is more complicated and longer-running.
We also design a microbenchmark to more directly
measure the behavior of the different scheduling poli-
cies.

4.1 Microbenchmark

unsigned long sum = 1;

for(int i=0; i < 30000* NUM_MS; i++)

sum += pow(i, sum);

Listing 2: Microbenchmark code

We have experimentally determined the appropri-
ate values for this loop to take approximately 100ms
to run on a single core. Due to the small size of this
code, we do not expect that we are measuring any ex-
ternal influences on the running time of the system,
such as memory bus access time, etc. We then keep
a global count of how many times this code has been
run across all the cores. In an attempt to measure
the cores becoming out of sync, we track what the
count was the last time a given thread completed its
run. Assuming that all the cores receive the same
amount of execution time, then the count from the
global, and the local count of the last time, should
differ by no more than the number of threads. In the
case that a thread has been determined to be out of
sync, we record by how much the thread differs from
where it is expected to be, and then sum these values.

4.2 CoEVP

CoEVP implements a simulation of the deformation
of a tantalum cylinder fired at a solid wall. It is
a scale-bridging technique that simulates many fine-
grain models and then interpolates the results into a
coarse-grained model. The simulation bridges scale
by calculating the deformation in a coarse and fine
scale using a Lagrangian finite element model and
a fine-scale viscoplasticity model, respectively. The
code stores the results of fine-grain simulations in an
embedded database that is queried for similar simu-
lations before starting a new one. The fine-grained
simulations synchronize internally using OpenMP [9],
while the database serves as a synchronization point
between simulations.

CoEVP is computationally bound. It makes inten-
sive use of mathematical functions like pow and sqrt.
The current progress of the calculation is periodically
output to the console. Other than that, no I/O op-
erations are performed. The workload is parallelized
using OpenMP. However, the performance scales well
only for a small number of threads as seen in Figure 2.

4.3 CoHMM

CoHMM calculates the shock propagation dynamics
in a copper plate that takes an impact at the cen-
ter. The large-scale deformations are calculated using
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function do_schedule:

cur_timeslice = now / QUANTUM;

end_of_timeslice = (cur_timeslice + 1) * GANG_QUANTUM;

cur_domain = cur_timeslice % number_of_domains;

// Amount of time to run the domain for

ret.time = end_of_timeslice - now;

// Which virtual CPU to run

ret.task = domains[cur_domain ]. v_CPUs[THIS_CORE ];

Listing 1: Pseudocode for our gang-scheduling algorithm
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Figure 2: CoEVP scaling characteristic. The runtime
is normalized to running it on one core. As it can be
seen, the curve flattens out fairly rapidly.

continuum equations. Additionally, fine-scale simu-
lations are performed which span regions of ∼ 103

atoms. This type of modeling is referred to as het-
erogeneous multiscale method (HMM). The fine-scale
computations make up most of the computational
cost. Since their results are often very similar, the
results are cached in a key-value store, and reused
by subsequent computations. This method is called
adaptive sampling. Entries in the key-value store are
interpolated using Kriging. CoHMM places the lo-
cations of the fine-scale simulations in such a way
that reduces synchronization costs between several
machines in the cluster that all have their own key-
value store and are responsible for calculating a spe-
cific region of the total problem. This leads to good
parallelism when scaling up the number of machines
in the cluster.

In our setup we let the CoHMM instance run on
top of a minimal Linux in a single domain with 14
cores. We use Redis as the key-value store which runs
in the same domain as a background task. CoHMM
communicates with Redis using a loopback network
interface. Redis occasionally writes a snapshot to the
(RAM) disk. Other than that, no I/O is present.
In our measurements we run three iterations of the

simulation which results in a runtime of about ten
minutes if one domain is running on 14 cores without
any other domain running on the same cores. The
CPU utilization of the time of the benchmark is de-
picted in Figure 3. As one can see, CoHMM does
not fully saturate all of the CPUs at all times, but
does benefit from extra cores during highly parallel
phases.

5 Results

We now evaluate each benchmark on our experimen-
tal system, starting with the simplest benchmarks
and progressing through increasingly complex codes.
Results are taken as the average of 8 runs.

5.1 Microbenchmark

Figure 4 graphs the results of running our mi-
crobenchmark on multiple 14-core domains. As more
concurrent domains are added, Xen’s credit sched-
uler introduces significant variation in the runtimes
of each virtual CPU. At 8 domains, each domain
misses on average 24000 deadlines out of a total 28000
(86%). This signifies a significant discrepancy in
the rate of progress of each virtual CPU in a do-
main. In addition, there is significant variation be-
tween runs with a maximum variation of about 2200
missed deadlines in the 4-domain case. In contrast,
the microbenchmark met almost every deadline when
run on top of the gang-scheduled CPU pool. In the
worst case (at 8 domains) the gang-scheduled pool
led to 28 missed deadlines (0.1%). In addition, we
observed virtually no variation between runs.

While only a microbenchmark, it is telling to see
such high variation between runs on top of the non-
gang scheduler. Note also that measurements were
taken at a fairly conservative 100ms period. The skew
would be even more significant as the inter-barrier
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Figure 3: CPU utilization of the CoHMM benchmark over time. A utilization of 14 means that all 14 cores
are fully utilized. The mean utilization is 12.37.
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Figure 4: Microbenchmark results over 14 cores while
varying the number of concurrent domains.

period shrank. Clearly gang-scheduling shows some
promise under a fairly contrived set of circumstances.

5.2 CoEVP

Unlike the microbenchmark above, CoEVP is a non-
trivial, HPC-oriented benchmark. Figure 5 compares
running CoEVP with varying numbers of domains
with the different scheduling policies. Each domain
was given 14 cores and each run took approximately
13 seconds to complete when run in isolation. In
the HPC case, each instance of CoEVP was run in
isolation, one after the other. In the cloud (credit
scheduler) and gang cases we start all domains si-
multaneously on a pool of 14 cores.

Running code in batch mode consistently produces
the worst results. Since each run takes only 13 sec-
onds, there is a non-trivial overhead of starting and
stopping runs that may be adversely affecting the
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Figure 5: CoEVP benchmark results while varying
the number of domains and scheduling policy.

batch mode. With 8 domains running concurrently,
the credit scheduler is fastest by far. In the credit
scheduler, a blocked VCPU can be swapped out and
replaced with a VCPU from another domain that can
make progress. This is supported by the increasing
margin of improvement credit observes as the number
of concurrent domains increases. Since CoEVP does
not effectively use all of it’s cores (as seen in Figure
6), credit is able to take advantage of the oversub-
scription by filling gaps in each domains execution
with VCPUs from other domains. With only two do-
mains, both gang and the credit scheduler produce
similar run times, but as we increase the number
of concurrently running domains, gang slows down.
Naively, we would expect gang to perform similarly to
the batch mode, but even with 8 domains it performs
better. While the gang policy cannot run other VC-
PUs when one is blocked, we hypothesize that each
domain in the gang scheduled run is able to service
some requests in the background while the other do-
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Figure 6: CPU utilization of the CoEVP benchmark over time. A utilization of 10 means that all 10 out of
14 available cores are utilized. The mean utilization is 9.43.
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Figure 7: CoHMM run with 8 domains while varying
the scheduling policy.

main is running. Although there is little I/O in this
benchmark, what does occur may be enough to skew
the results on such a short running benchmark.

5.3 CoHMM

CoHMM is significantly more complex than CoEVP
and takes considerably longer to run (roughly 10 min-
utes when run with 14 cores in isolation). The ad-
ditional run-time should rule out any one-time costs
introduced by domain start-up costs or other sources
of noise. Figure 7 shows the time taken to complete
8 instances of CoHMM under the three scheduling
policies. Like CoEVP, the batch case ran each in-
stance of CoHMM to completion before starting the
next while the cloud and gang instances were run si-
multaneously.

Somewhat unintuitively, the batch case has the
worst performance, with gang close behind. While
each instance has all of memory and cache to itself,
and all threads are scheduled all of the time, overall

utilization is poor. From Figure 3 we can see there
are significant periods of low utiliztion during the 10
minute run of CoHMM. When the credit scheduler is
informed by the guest operating system that a par-
ticular VCPU is idle, it is able to pick a VCPU from
another instance to run. Both the batch and gang
schedulers are bound to schedule every VCPU of a
domain, even if that VCPU has nothing to do. Es-
sentially, the credit scheduler is free to fill the “holes”
left in each domain with spare work from other do-
mains.

While variability is high under the gang scheduling
policy, this variation is due to a single outlier after 8
runs. It is possible that some unfavorable timing of
timeslice boundaries has contributed to this outlier,
or there could be some as-yet undiscovered bug in our
implementation. Without this outlier, the variation
in runtimes of the gang scheduler is similar to that of
the credit scheduler (0.45%). Without the outlier, the
gang-scheduler completed on average 2% faster than
the batch scheduler. It is not clear where this per-
formance benefit comes from, perhaps some amount
of I/O was able to complete in the background. In
either case, gang and batch seem to perform about
the same, indicating little to no impact of cache con-
tention or context switch overhead.

6 OS Noise

It is not purely scheduling policy that can lead to
lock-holder preemption and barrier latency issues.
Scheduling policies were not the primary focus of the
work in [11], instead they focused on any source of
noise in their system. Researchers at Sandia Na-
tional Labs spent significant effort to create a pre-
dictable, noise-free operating system called Cata-
mount [12]. By carefully re-introducing noise to the
system, Riesen et al. were able to measure it’s effects.
Their work showed that even a 2.5% overhead from
kernel noise could induce a 20x degredation in some
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Figure 8: CPU utilization of all 8 domains summed up. The summed utilization shoots over the practical
maximum of 14 because the samples were not perfectly synchronized and Xen only provides an approximation
to CPU utilization. However, we can see that the combined utilization stays fairly close to the maximum.

benchmarks while other benchmarks experienced vir-
tually no impact. In general, the authors of Cata-
mount went to considerable lengths to remove any
source of uncertainty in their system, including sched-
uler timer interupts, networking events, and virtually
all OS background tasks.

6.1 CellOS vs. Linux

Since it was our primary goal to reduce scheduler in-
terference, we initially planned to run our benchmark
in the cell using a simple library operating system;
CellOS. Doing so would allow us to exactly know the
scheduling decisions inside the guest operating sys-
tem. Another advantage is that there would not be
any background tasks running that could interfere
with the application.

CellOS is based on GUK [6] which itself is based
on Mini-OS [8]. It has been specifically designed to
be used on top of the Xen hypervisor. It is writ-
ten in C and links against newlib [14] which provides
the functions of the standard C library. Newlib aims
to be a lightweight replacement for glibc and is espe-
cially targeted for embedded applications. It is highly
portable and is not optimized for specific instruction
set architectures. Therefore, operations like the cal-
culation of the square root, that could be carried out
using dedicated machine instructions on certain ar-
chitectures, suffer from performance degradation.

Since our benchmarks are mostly written in C++,
the standard C++ library (libstdc++) had to be
ported to CellOS. We started by porting CoEVP to
CellOS. To avoid porting OpenMP, the parallelized
sections were implemented using a simple threadpool.
That implementation performed comparably to the
OpenMP implementation on Linux. The porting ef-
fort for OpenMP would have been significant because
in CellOS, only a subset of the pthread library is
available. Another stepping stone was the lack of
a functioning file system in CellOS, which resulted

in many undefined functions when linking against
libstdc++.

When running the benchmark in CellOS, several
bugs that were caused by race conditions in the
CellOS kernel occurred. Debugging was difficult due
to the limited functionality of the debugging tools.
Once the benchmark was running, we discovered se-
vere performance shortages compared to running the
benchmark on Linux. We were able to isolate the
math functions implemented by newlib as one of the
reasons for those performance issues. The sqrt func-
tion, for example, is implemented as a Taylor series
in newlib while glibc implements it using the x86 in-
struction fsqrt. This results in a large difference in
runtime which we could see after replacing the imple-
mentation of newlib. Similar effects can be seen at
the implementation of pow. Newlib’s implementation
is written in C while glibc implements it using hand-
crafted assembly. However, pow cannot be ported as
easily due to dependencies in glibc.

Even after some optimization effort, the perfor-
mance was still worse by a factor of two. We sus-
pect that besides the math functions, other libc func-
tionality suffers similar performance issues. Since we
didn’t have the ability to profile CellOS,1 we can’t
say with certainty what caused the performance to
be so much worse than in the Linux case. We sus-
pect, however, that the CellOS kernel could take up a
significant amount of processing time. Another pos-
sibility is that Linux puts the processor in different
modes than the CellOS does.

After our first experiments, we abandoned CellOS
for three major reasons. Firstly, the performance
of CellOS was considerably worse than that of
Linux. Secondly, we discovered, while running the
microbenchmarks, that the Linux scheduler does a
good job in keeping the threads synchronized and the

1There is a possibility to profile Xen domains
(xenoprofile)—even if they run arbitrary operating sys-
tems, but newer Linux kernel versions are not supported.
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effects of background tasks were not noticeable (see
Figure 4). Lastly, deploying new benchmarks, like
CoHMM, with Linux was a matter of hours which
would have been a significant effort on CellOS.

It is possible that other benchmarks would have ex-
perienced significantly different performance, as was
observed in [12]. There is one significant difference
between our experience and that of [12], that of scale.
While they experimented on the 13000 core Cray Red
Storm supercomputer, we were using 14 cores of a
workstation-class computer.

6.2 Xen Noise

As a bare-metal hypervisor, Xen has many of the
same properties as a traditional OS. The Xen sched-
uler frequently interrupts processors for various pur-
poses, primarily scheduling. The gang scheduling
algorithm described in 3 requests that Xen inter-
rupts the CPU once every 50ms. In a perfect en-
vironment, this would be the only periodic interrupt
and each would be synchronized across all cores. In
practice, however, Xen does not seem to perfectly
honor these scheduling requests. To observe this,
we instrumented Xen to report every invocation of
do schedule and recorded both the requested and
actual time.

Rather than returning every 50ms as requested,
Xen frequently returns much earlier. In many cases
it takes up to 3 invocations of do schedule to finish
a quantum. Furthermore, Xen does not invoke the
scheduler on perfect 50ms boundaries, this leaves a
fuzzy edge near quantum boundaries where the gang
scheduling guarantees do not hold. In future work we
hope to investigate these additional sources of noise
and make Xen more predictable.

7 Related Work

The concept of gang-scheduling has been around
since at least the 80’s. John Ousterhout proposed
a method of co-scheduling tasks on the Medusa
operating system in 1982 to improve the perfor-
mance of inter-process communication, specifically
RPCs [10]. Ousterhout’s algorithm works by stat-
ically defining communicating sets of processes and
attempting to schedule them simultaneously. Unlike
our simplified algorithm, Ousterhout’s algorithms
will schedule cooperating processes only if they are
not blocked, providing better utilization but pos-
sibly weaker synchronization guarantees. As men-
tioned earlier, Lawrence Livermore National Lab im-
plemented gang-scheduling on a number of their su-
percomputers [5]. While they did see significant im-

provements while gang scheduling, their experiments
focused on machines with O(1000) processors. The
performance characteristics of gang scheduling ap-
pear to differ significantly with scale. VMware has
had some form of co-scheduling in their virtualization
products for much of their life [15]. VMware’s “re-
laxed co-scheduling” does not strictly schedule VC-
PUs simultaneously. Instead, they ensure that the
virtual time experienced by two VCPUs from a sin-
gle domain will never differ by more than some fixed
amount of time. By doing this, they bound the
maximum time a thread would need to wait for a
lock-holder to be re-scheduled. This bounding is
usefull for the correctness of guest OS code, but
may be insufficient to solve the synchronization is-
sues observed in HPC environments [11]. VMware’s
scheduler addresses the utlization issues inherent in
gang-scheduling by scheduling other domains when a
VCPU is blocked, but they continue to count virtual
time agains the blocked CPU to mimic the progres-
sion of time observed by a non-virtualized CPU.

The issue of lock-holder preemption has been ex-
plored by a number of other groups. Researchers
at AMD try to detect unusually long waits in ker-
nel mode and then swap out VCPUs that are as-
sumed to be waiting for a spinlock [4]. Waits are
detected by modifying the guest kernel’s spinlock im-
plementation to signal the VMM when a spinlock
has been held longer than is deemed normal. The
VMM then tries to schedule a VCPU from the same
guest that was preempted in kernel mode. Uhlig et
al. simply avoid swapping out VCPUs that are in
kernel mode entirely [13]. This approach does not
require any modification of the guest OS, but con-
strains the decision making of the VMM and may be
exploitable. Both approaches assume that spinlocks
are only held in kernel mode. While this may be true
in a traditional operating system, it may not hold as
single-application virtual machines and library oper-
ating systems blur the line between kernel and user
code. As virtual machines become ubiquitous, more
customizations are possible in the guest kernel to
avoid lock-holder preemption. OSv is an operating
system designed from the ground up to be virtual-
ized. It simply avoid spinlocks entirely by using more
virtualization-friendly modes of synchronization in-
ternally [2].

8 Future Work

While our minimal implementation of gang-
scheduling was sufficient to demonstrate scheduling
variations and was representative of a uniformly
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loaded system, it is not very practical. We are
developing a full-featured implementation that will
allow domains of any size, which should enable us to
simulate more realistic environments with complex
sources of noise such as the ASCI Q supercom-
puter described in [11]. Furthermore, as we found,
not all applications benefit from gang-scheduling.
We hope to explore hybrid systems that allow
best-effort domains to be intermingled with more
strict gang-scheduled domains. One major source
of performance issues with both batch and gang
scheduling policies is that these policies are not able
to fill the “holes” left by idle virtual CPUs. In the
future we would like to explore relaxed co-scheduling
policies that are able to utilize these holes while still
ensuring that any VCPUs that may be participating
in global synchronization are scheduled concurrently.

In general, we are interested in large supercom-
puter and warehouse-scale computer systems that
provide a service-oriented architecture and broad
multi-tenancy. We imagine systems such as this to
provide virtual machines as the basic unit of alloca-
tion, upon which users can deploy complex frame-
works such as managed language runtimes or parallel
frameworks such as OpenMP. Similar to the concept
of an exokernel [3], the hypervisor’s role will be to
provide a simple and predictable base upon which
to build more complex systems. We expect gang-
scheduling to be a key aspect of this predictable base.

9 Conclusion

When designing high-performance parallel systems,
it is easy to focus on reducing noise in our sys-
tems. Our experiments in comparing Linux to more
stripped-down library operating systems has shown
that even with it’s complexity and general-purpose
nature, Linux actually introduces very little variation
by itself when not oversubscribed. Indeed, our skew-
sensitive benchmark observed virtually no skew when
run by itself on a single Linux instance. However,
when oversubscribed, traditional schedulers such as
Xen’s credit scheduler can introduce significant skew
between processors. Traditional wisdom has held
that running applications in batch mode provides the
highest performance and lowest variability for paral-
lel workloads. We have shown that gang-scheduling
is a technique that can improve the user-experience
without sacrificing the properties of a batch process-
ing system. Despite the intuition, however, our re-
sults show that significant benefits can be had with
a more flexible scheduling policy that allows higher
utilization through over-subscription. While there is

some evidence that gang scheduling provides benefits
to parallel applications with fine-grained synchroniza-
tion, it has serious draw-backs. The low utiliztion
observed on our real-world HPC benchmarks clearly
outweighs any performance benefits gained from bet-
ter synchronization. It would seem that in its sim-
plest incarnation, gang scheduling is not suitable as
a general purpose scheduler.
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